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Abstract—This paper presents a novel approach to developing
fair wargames through co-evolutionary adversarial methods. We
propose a framework that addresses the inherent biases and
unfairness in traditional wargame simulations by leveraging
competitive co-evolutionary optimization algorithms to create
balanced and realistic adversarial scenarios. Our methodology
combines multi-objective optimization with adversarial training
to ensure that wargame strategies evolve in a fair and competitive
environment. The framework operates directly on game dynamics
(without any surrogates) and focuses on balance-driven objec-
tives, evaluation, and design guidance. The optimization-based
methodology proposed in this paper can be generically applied
to other multi-agent games in which each agent considers two or
more conflicting goals.

Index Terms—Wargames, Co-evolution, Adversarial learning,
Fairness, Multi-objective optimization, Game theory

I. INTRODUCTION

Wargames have long been used as strategic planning tools in
military, business, and academic contexts. However, traditional
wargame simulations often suffer from inherent biases and
unfairness that can lead to unrealistic outcomes and poor
strategic insights. This paper addresses these limitations by
proposing a co-evolutionary adversarial approach to wargame
design.

Recent work by Guha et al. [[1] established a practical
foundation for two-agent (say, an attacker-defender system),
multi-objective wargame optimization using competitive co-
evolution and surrogate modeling. Because high-fidelity sim-
ulators are computationally expensive, the data derived from
the simulators can be used to train computationally faster
surrogate models of competing key objectives, such as loss
of resources and expenditures, from simulation data. Then,
an interactive two-population, competitive multi-objective op-
timizer (for example, NSGA-II [2]) can be used to co-
evolve attacker and defender strategy sets, evaluating each
strategy against the opponent’s population and aggregating
results to obtain agent-wise Pareto-optimal sets (PSs). They
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further proposed a number of decision-making procedures to
pick actionable strategies from the two PSs, and introduced
a progressive shrinking approach to introduce a pragmatic
scenario of restricting new strategies to allowable actions,
thereby enabling a more realistic strategy transitions and faster
re-optimization [[1], [3[], [4].

However, the surrogates are always approximate models of
the simulator performances, and the outcome of the entire
coevolutionary optimization procedure depends largely on the
accuracy of constructed surrogate models. In this study, we
eliminate surrogates through an in-house developed bare-bones
yet realistic wargame framework to quickly simulate a series
of two-agent strategies and obtain necessary performance
metrics in a computationally fast manner. After developing the
framework, we then integrate an updated version of our co-
evolutionary adversarial optimization algorithm [1]] to propose
a step-by-step procedure for arriving at a balanced game.
Our criterion for achieving a balanced game is fairness: to
encourage competitive outcomes where neither side benefits
from persistent systemic bias. We retain the two-population,
adversarial co-evolutionary structure of our prior work but
operate directly on the game dynamics (no surrogates) and
focus our contributions on balance-driven objectives, eval-
vation, and design guidance. Specifically, we develop an
analytical method to compute a balance indicator metric from
round-robin simulations of coevolution-based two-agent strate-
gies. Thereafter, we optimize hyper-parameters and decision-
making value functions of both agents to create a balanced
game scenario.

In the remainder of this paper, we provide a brief overview
of the relation studies in Section [l A computationally fast
game framework is presented next in Section The role
of optimization methods in game design is briefly mentioned
next in Section [[V] Thereafter, a brief introduction to the multi-
objective coevolutionary optimization procedure is presented
in Section Then, we discuss the integration of the game
framework with the coevolutionary procedure in Section
Our proposed game-balancing procedure is then presented in
Section in a step-by-step manner. Section suggests
an optimization-based balance game creating procedure with
results. Finally, Section presents the conclusion of this
extensive study. Appendix [A] provides details on the Bayesian
optimization procedure used to construct a symmetric game
in which both agents maintain a symmetric economic balance.
Finally, Appendix [A] provides a proof of convergence of the



proposed constrained Golden Section Search procedure usedwe operate on real-time game dynamics and focus our
to arrive at a balanced game. evaluation and design choices on fairness—so that neither side
bene ts from persistent, systemic advantage. The related work
therefore motivates our approach: a practical, game-integrated,

competitive co-evolution pipeline that targets balance as a rst-
Wargame strategy optimization is challenging because twiss outcome.

agents (offense and defense) adapt to each other over time
and often pursue con icting goals|[5]. Earlier approaches typ-
ically optimized one side in isolation or used single-objective
formulations, which led to biased or unrealistic outcomes. ~ Next, we provide a brief description of our proposed com-
Guha et al. introduced a practical two-agent, multi-objectiveutationally fast, playable, two-dimensional wargame frame-
competitive co-evolution framework for wargame strategy opvork, which can be directly used during a computational
timization [3]. Because high- delity simulators are expensiv@ptimization process without any need for building surrogates.
to run, they learned surrogate models of key objectives frokihprovides a modular simulation core, realistic physics, a
simulator data and then co-evolved two populations (offenddreat-driven auto-engagement system, and batch evaluation
and defense) using a competitive NSGA-Il. Each candidd@' repeatable analysis. It serves as the foundation on which we
strategy was evaluated against the entire opposing populatiimulate our co-evolutionary approach for creating balanced
and performance was aggregated, producing separate Pa@&fHes.
fronts for both agents. They also proposed simple but effectiveArchitecture and libraries: (i) Rendering/Ul: Arcade
decision-making steps to select actionable strategies from {fathon) for a realtime window and input handling, (ii)
two fronts. Physics: a lightweight custom system (replacing Box2D) that
Building on that foundation, later work introduced progreg!pdates targets/missiles, applies gravity, collision checks, and
sive shrinking to make decision-making more realisfic [4Rroportional navigation guidance, (i) Con guration: data-
The idea is to x low-variation or operationally constrainediriven parameters for screen, physics, targets, defenders, mis-
variables between iterations, so that strategy changes 8ifes, scenarios, and win conditions, and (iv) Batch mode:
feasible and consistent with prior moves. This reduces thgadless loop producing aggregated results (winner, intercep-
number of free variables over rounds and allows faster réons, misses, shoreline impacts, defender health).
optimization while preserving strategic continuity. A follow-up Game loop (realtime and batch):
article further integrated regularity-based decision-making and

Il. RELATED WORK

IIl. PLAYABLE TWO-AGENT GAME FRAMEWORK

offered a complete end-to-end work ow for co-evolutionary /1) Scenario spawns /
optimization and selection in two-agent wargaries [1].

These studies stand on a broader body of research in evolu- (_ 2) Target Al update )
tionary multi-objective optimization and co-evolution. NSGA-
Il is a widely used baseline for nding Pareto-optimal trade- (" 3) Auto-engagement )

offs [2]. Recent studies have demonstrated the power of evo-
lutionary algorithms for diverse optimization challenges, from

large-scale parallel computing|[6] to high-performance search
algorithms [[7], showing their effectiveness across different

problem domains. Surveys and studies in co-evolutionary C
multi-objective algorithms discuss both competitive and co-

(_4) Physics integration )

5) Event handling )

operative settings, as well as their dynamics and robustness C 6) Cleanup )
[8]-[10]. In competitive settings similar to ours, two (or more)

populations adapt against each other and are evaluated using ((7) UliRender (realtime))
pairings, with aggregate tness (e.g., mean or worst-case) used

for selection. Batch mode mirrors this

loop without UI/Render and

In the wargaming literature, prior work has focused on returns a summary of results.

simulation platforms and optimization of specic tactical

choices. Examples include distributed wargame simulatigy. 1. Simulation loop: Per-tick ow in real-time and batch modes.

design [11], eet-vs- eet tactical optimization [12], and the

use of Al methods in military decision-making processes [13]. Physics model: Let t > 0 be the simulation time step and
These efforts highlight the need for scalable modeling amd< O gravitational deceleration. The position and velocity
decision support, but they often do not address the two-sidesttors of targets are represented as two-dimensional vectors:
optimization and balancing problem directly. P = (Xy), v = (Vv x;Vvy) with the following properties.

In contrast, our goal is to take the co-evolutionary structuta these equations, spatial coordinates (x;y) are expressed
of the surrogate-based works and apply it directly to an screen pixels on a nominal 1200 800 eld (with y
actual, playable game (no surrogates), using adversarial owreasing upward from the bottom, as in the implementation),
evolution to actively balance both sides. We keep the twoerresponding velocity components are in pixels per second,
population, pairing-and-aggregation setup from prior studiemnd the discrete update uses t = 1=60s per integration



Collect active targets
and defender states

step unless noted otherwise. The overall process is shown in
Figure 1.
(a) Target kinematics:
pit+ )=p O+v )t
Vey f+ ) =v (@ +gt
Targets are clamped at the shoreline level y = 80 pixels.
(b) Missile kinematics:

Pmt+ )=p m®+Vvm®)t

Compute score score(t)
(dist, ttsi, type)

1)

(ascending score)

Assign targets to

[ )
[ J
¢
[ Sort by threat }
[ )

(2) defenders (cap/range)
Vmy t+ )=v my@®+gt
A hit occurs if kpn p 1k < pit . Missiles detonate at shoreline [ Staggered ring j
if y 80 pixles. (pacing, ammo)

(c) Missile guidance (prediction-based steering): The sys- _. .
.. . Fl%cf. Threat assessment and engagement pipeline.
tem uses a prediction-based guidance approach, as describ

below. Let d = kp; p mko the distance to the target be,
and estimate intercept time as td=v 7% where \{|® is the Scenarios and con guration: Con gurable spawn rates,
maximum missile speed. The predicted target positighis  bursts, type mixes, and caps (e.g., STANDARD, SWARM,
p: +V ¢ ti. The desired direction 8= (Pt p m)=kPt p mk MIXED). Environmental factors (weather/terrain) and win
and the desired velocity is v= v 1® 0. The guidance update conditions (e.g., max shoreline impacts, time limits) are tem-
applies proportional steering: plated to control dif culty and balance levers.
Batch evaluation: In headless mode the engine advances
Vm vV om*tk vovom o k2(0:1 (3 the same simulation as in real time but skips drawing and user

where k = 0:7 is chosen as the guidance strength. WhéPut. Each run records tallies such as interceptions, misses,

realistic physics is enabled, true proportional navigation (PNjioreline impacts, elapsed time, and defender health. Later,
guidance is used with a navigation constarN= 4. in Section IV and Section V, we use these same rollouts

(d) SAM launch angle (elevation with shoreline éafety): Let to score each offense-defense p_airing on several competing
defender-target offsets be,(tt,) and range D = d2 + d2 objectives at once; batch mode simply lets us run many such

With missile speed v we estimate an intercent timé'b evaluations quickly and under the same rules each time, so

ving th pdr tirv,in t arisina from relativ rF; fion- thythe co-evolutionary search has consistent numbers to compare
solving the guadratic ansing from refative motion, e, 4 1o average over different opponents.
intercept point (x; y) then gives

=atan2(y; jxj); 2] min s max ] (4)

with nin raised as needed to ensure shoreline clearance.
Explosion damage (radial falloff): for target distance d within
radius R, damage scales as

De (d) =D max max 0; 1 d=R : (5)

Threat-driven auto-engagement: Active targets are scored
by a weighted sum of (i) distance to the nearest defender
(dist(t)), (ii) estimated time-to-shoreline impact (ttsi(t)), and
(iii) target-type priority (missile, fast, standard, and armored),
in this order (ttp(t)):

score(t) = wq dist(t) + w  ttsi(t) + W ype ttp(t);  (6)

with prede ned weights w,w ;wype 0. Lower scores iy 3 Aps during idle time.
indicate higher threats. Targets are then assigned to defenders
(capacity up to six and within range) and engaged via stag-Further, gures 3 and 4 show the in-game tactical view
gered salvos. Defender constraints (ammo, reload intervadéthe same simulator described above. The main panel plots
multi-target pacing) are also enforced. The threat assessmaefienders, threats, and weapon geometry; the stacked panels
and engagement pipeline is illustrated in Figure 2. on the right expose live aggregates (mission time, intercept
Target Al (offense behavioral layer): Targets follow and miss counts, shoreline impacts, and a simple success
patterns (straight/zigzag), keep forward speed by type, arehdout), per-target kinematics and status, defender readiness,
perform evasive maneuvers based on the closest incomargl ammunition. Figure 3 illustrates a quiet interval with
missile with cooldown and stochasticity. Simple perpendiculainits ready and counters updating; Figure 4 illustrates the
evasion vectors are applied with a capped evasion force. same interface while the physics layer is generating hit, miss,



recently proposed population-based approach [18], [19] —
which is brie y described in the next section.

V. MULTI-OBJECTIVE CO-EVOLUTIONARY OPTIMIZATION
APPROACH

The co-evolutionary framework allows multiple strategies to
evolve for each player simultaneously, creating a competitive
environment that would require a balancing act to make the
game fair for both players.

Concretely, we model the wargame as a two-player adver-
sarial optimization problem (offense versus defense) and co-
evolve two populations of strategies in tandem. Each candidate
strategy is evaluated against a diverse set of opposing strate-
gies, and tness is aggregated over those encounters to dis-
courage over tting to any single opponent. We alternate which

Fig. 4. Explosions and event handling. Physics emits missile-target higopulation adapts (offense or defense) in short cycles, so that
shoreline impacts, and target-defender collisions; the engine updates he®j§ihy sides continuously respond to the other's improvements.
stats, and tracking structures accordingly. . . . . . L
This alternating adaptation, coupled with multi-objective selec-
tion, steers the search toward balanced outcomes, preventing

impact, and collision events that drive the tallies that aRrersistent dominance by either side and promoting robustness

later mapped to the multi-objective co-evolutionary scores fif0SS opponent behaviors. We implement this framework
Section IV. in a modular wargame engine, mirroring the co-evolutionary

design with per-generation evaluations and analysis to monitor
balance and strategic diversity.
IV. OPTIMIZING WARGAMES
Before we describe the procedure for creating a two-ageht Problem Formulation and Two-Agent Structure
balanced game using a computational framework, we mustFollowing the foundation established by Guha et al. [1], we
assume that the agents are smart and will always play at tHeiimulate the wargame as a two-agent, multi-objective com-
best level. This calls for nding optimal inter-linked strategiegetitive co-evolutionary problem. Each agent controls its set
for both agents. One way to arrive at such strategies is @bdecision variables and attempts to minimize two con icting
employ an optimization algorithm to minimize or maximizeobjectives.
agents' objectives by using simulated outcomes of the gamegormal problem de nition: Let X o R "°" and Xyef
with strategies of decision variables. Due to the involvemeR'*" denote the offense and defense strategy spaces, where
of two agents, every strategy of an agent can only be evaluated = 7 and nger = 15 are the dimensionalities chosen for
along with an opponent agent's strategy. Since both agents @@gh space. A strategy x 2% represents an offense strategy
assumed to be smart, this calls for an interlinked coevolutioen guration, and y 2 Xsef represents a defense con guration.
ary optimization algorithm to arrive at the optimal solutions. When an offense’s strategy x competes against a defense's
Section VIII-D provides a comparative study with randonstrategy y in a simulation, we obtain a four-dimensional
strategies, making the importance of using an optimizatiofbjective vector, two con icting objectives for offense and two
based strategy development clear. Despite a growing interé@# icting objectives for defense:
in systematic and cqmputatlona}l means for game design [1_4]f'(x; V=1 2Tocy)f STocy)f Sl y)if eyl T: (7)
[17], here, we provide an optimization based game design ) )
approach for arriving at a balanced game. Cost. callculauon: The total cost for each strategy imple-
As discussed earlier, most existing multi-agent systerffi€ntation is computed as follows:

nd optimal strategies for each agent by optimizing a single _ Xo off oy
objective as a goal. The use of a single-objective coevolution- Corr(x) = Wi i(Xi); (8)
ary optimization algorithm usually leads to a single optimal
strategy for each agent. We propose here a more practiéhlere W' are cost weights from the con guration, ang(x;)
approach, in which each agent appropriately optimizes two &&aps variable xto its cost contribution. For count variables,
more con icting objectives (such as economic balance and(Xi) = Xi (direct multiplication), while for continuous

i=1

target hits in terms of mission effectiveness), so that th@riables, i(xi) =(xi * i)=(ui " i) (normalized to [0; 1]),
optimization produces a trade-off set of Pareto-optimal (P@here [i;ui] are the variable bounds? Similarly, for defense,
strategies. With the availability of multiple strategies obtained et

by the coevolutionary approach for each agent, they can select Caeily) = wi () )

an appropriate preferred strategy as a response to a specic =1

opponent's action, thereby making the approach more realisticSimulation outcomes: The simulation produces damage
practical, and human-centric. For this purpose, we emplayicted D inicteq (X;Y), representing total damage dealt to
a multi-objective coevolutionary optimization algorithm—alefenders when offense x competes against defense y.



VI. INTEGRATION WITH PROPOSED PLAYABLE GAME [ Offense Population J [ Defense Population ]

FRAMEWORK Nof Strategies N gef Strategies
First, we provide the details of the proposed playable game \ /
framework as a coevolutionary optimization algorithm. Flisj: ]
Offense variables (7D): The offense strategy space includes Evaluation
target composition (counts of standard, fast, armored, missile, Matrix
low-altitude, and high-altitude targets) and speed modier
(affects ta_rg_et velocity in simulation). Table | provides a Aggregate objectives
complete listing. across opponents

Defense variables (15D): The defense strategy space
includes asset composition (SAM, SHORAD, MANPADS
counts), engagement parameters (range, multi-target threshold, [
burst size, power allocation, ammo conservation), tactical pa-
rameters (threat prioritization, angular lead, tracking sensitiig. 5. Competitive evaluation and aggregation: each offensive strategy is
ity, counter-evasion, interception method), deployment strate Iuittzdtﬁg:usnst all defensive strategies, and objectives are aggregated to
(defender positioning), and early warning range. Table | detalls P '
how each variable affects simulation dynamics.

Objective formulation: We choose four objectives in astrategy x, we collect all objective values from the row i of
way so that there are two distinct objectives that are eithpt:
minimized or maximized to suit each agent's overall goal. FOf=fF Yiij;:2]:j=1;:: N ge@; (13)

Pareto-optimal
strategies

f270GY) = (C o) C aety))X); (10) Where F[i;j;: 2] we extract the rst two objectives (offense
ffﬁ(x; V)= D inicted (X Y)(Y); objectives) from the evaluation matrix. Similarly, for defense

F06Y) = € o) C o)) Par®= f Py o ¥ we collect
fgef(x; y) =D in icted (X,y) p def(y) = f é)ff(xly) FjdEf =fF t[l,], 2 :] i=1:00N oftd; (14)
(11)

The mirrored objectives create a competitive relationshi
offense minimizes §™ (seeking a cost advantage) angff
(seeking to maximize damage, hence minimizing negative _ )
damage), while defense minimizeg®f (seeking a cost ad- B Alternating Co-Evolution Cycles
vantage of its own) and$f’ (seeking to minimize damage). Rather than evolving both populations simultaneously, we
Both agents use minimization, making the problem compatilédéternate which population adapts while the other remains
with standard multi-objective optimization algorithms. Thexed. This creates focused evolutionary pressure and prevents
conversion of four objectives into two allows interactions tboth sides from drifting simultaneously.

where F[i;]; 2 ] the last two objectives (defense objectives)

be visualized easily on a 2D plot. Cycle structure: The algorithm uses a cycle parameter
[ off; defl that species how many consecutive generations
A. Competitive Evaluation and Aggregation each population evolves. For example, with cycle [5;5], the

The core of co-evolutionary optimization is competitivél€nse population evolves for 5 generations while defense
evaluation: each strategy must be assessed against mulfif[@ains xed, then defense evolves for 5 generations while
opposing strategies to ensure robustness rather than over ttffifnSe remains xed. This pattern repeats throughout the

to a single opponent. optimization. _ _

Evaluation process: At each generation t, we maintain two Evolutionary operators: During each evolution phase, we
populations: Be = X 1;:::;Xn,,d Of size Ng and P, = apply standard NSGA-II operations:

1,111 Yngd Of size Nier. For each pair (xy; ), we execute Selection: Tournament selection (tournament size 3)
a simulation to obtain f(xy;). Figure 5 shows a sketch of based on non-dominated rank and crowding distance. The
the evaluation process. tournament winner is the individual with the best rank, or

Evaluation matrix: We construct an evaluation matrix' 2 if ranks are equal, the individual with the largest crowding
RNot N aer4  where: distance.

FUinji]1=f(x i3y1) Crossover: Simulated binary crossover (SBX) with dis-

o i . ot o . tribution index . = 20 for real variables [20], uniform
= F0 Xy ) 2 iy ) Footxiny; )i £25(xisy;) crossover for integer variables (50% probability of swap-
(12) ping parent values).

This requires fo N def simulation runs per genera’[ion_ Mutation: POlynomial mutation with distribution index
The matrix P captures all pairwise competitive interactions ~ m = 20 for real variables [21], random selection from
between the two popu|ations_ bounds for integer variables.

Objective aggregation: To assign tness to each strategy, The alternating structure (shown in Figure 6) ensures that as
we aggregate its performance across all opponents. For offense population improves, the other must adapt to counter those



TABLE |
DECISION VARIABLES AND THEIR EFFECTS IN THE CO-EVOLUTIONARY SIMULATION

Agent Variable Type Effect on Simulation
standard_count Integer [0,50] Number of standard targets deployed
fast_count Integer [0,40] Number of fast targets deployed
Offense armored_count Integer [0,30] Number of armored targets deployed
(7D) missile_count Integer [0,36] Number of missile targets deployed
low_alt_count Integer [0,40] Number of low-altitude targets deployed
high_alt_count Integer [0,30] Number of high-altitude targets deployed
speed_modifier Real [0.5,2.0] Multiplies target velocity: V. new = V pase Speed_modi er
sam_count Integer [0,30] Number of SAM systems deployed
shorad_count Integer [0,50] Number of SHORAD systems deployed
manpads_count Integer [0,60] Number of MANPADS systems deployed
engagement_range Real [100,800] Maximum engagement distance: d engagemerange
power_allocation Real [0.3,1.0] Base hit probability: P pase= power (1 d=r) where d is distance, r is range
ammo_conservation Real [0.1,1.0] Ammunition capacity: ammo = 1000 ammo _conservation
Defense multi_target_threshold  Integer [1,20] Maximum simultaneous targets: max engage= Min(threshold; ammo)
(15D) burst_size Integer [1,20] Ammunition consumed per engagement
threat_prioritization Real [0,1] Target selection: > 0:5 prioritizes high-value, 0:5 prioritizes closest
angular_lead Real [0.1,5.0] Lead calculation factor: lead = 1 + angular_lead V target 0:01
tracking_sensitivity Real [0.1,5.0] Hit probability multiplier: P hit / tracking _sensitivity
counter_evasion Real [0.1,1.0] Evasion reduction: P eyade= P pase (1 counter _evasion)
interception_method Real [0,1] Engagement approach: factor = 0:5 + 0:5 interception _method
deployment_strategy Real [0,1] Defender positioning: 0 = concentrated center, 1 = spread across full width
early_warning_range Real [500,2000] Detection range for incoming targets
Initialize ) dominated (ND) strategies, the second front contains strategies
both populations | dominated only by the rst front, and so on. Lower front
¢ members are preferred.
(" Evolve offense _ DlverS|ty_ maintenance: _Wlthln each front_, we identify
7 off generations isolated (with far-away neighbors) ND solutions and prefer
J ~ ¢ 7 them over crowded ND solutions.
/ . . . . . .
J p oot T Survival selection: Each population maintains a xed size.
efense xe : . .
K during offense evolution After creating offspring through cro;sover and mutation, we
! - J merge parent and offspring populations together, then select
! ¢ . survivors using non-dominated rank (preferring lower ranks)
! Evolve def(ta_nse and isolated members. This ensures both convergence toward
! SNSRI the Pareto front and diversity along it.
“ ¢ Balance assessment: The co-evolutionary process naturally
| [ Offense xed | promotes balance through competitive pressure: as one pop-
N durlngl dt?fense ulation improves, the other must adapt. The alternating cycle
| L evolution J structure prevents either side from dominating for extended
¢ periods. Analysis of saved generation data (objectives, strate-
o \{ Repeat unti J gies, and evaluation matrices) enables post-hoc assessment
termination . . .
of balance through metrics such as objective spread, strategy

Fig. 6. Alternating co-evolution cycles: populations take turns evolving whildiVersity, and convergence patterns across generations.
the opponent remains xed, creating competitive pressure.

D. Adversarial Training

improvements, creating an arms race that naturally drives bothl he co-evolutionary framework inherently provides adver-
sides toward balanced, robust strategies. sarial training: each strategy is evaluated against multiple
opposing strategies, ensuring robustness rather than over tting
o ) to a single opponent. The alternating cycle structure and multi-
C. Multi-Objective Selection and Pareto Fronts objective selection further promote diverse, robust strategies
Each population maintains its own Pareto-optimal fronthat perform well across varied opponent behaviors.
representing trade-offs between the agent's objectives. The coThe above operations, when applied to a set of initial
evolutionary process pushes these fronts toward better regiosasdom populations of strategies multiple times, two different
of objective space while maintaining diversity using two maiRareto fronts (PFs)—one for offense and one for defense—are
principles: obtained. This pair of PFs depends on the game hyper-
Non-dominated sorting: A strategy dominates another if itparameters, which were kept xed. Any change in any of
is better in at least one objective and no worse in any objectithe hyperparameters will create a different pair of PFs. While
Using this domination principle, the entire offense/defeng#aying in the game by involving both agents in tandem, a
population is sorted, so that the rst front contains all nondecision-making strategy will be needed to choose the most



appropriate PO strategy. The end of the process will determiRareto front when that agent controls all decision variables,
the outcome (economic balance and mission effectivenebs}h its own and the opponent's.

for each player. More about decision-making and their effect This corresponds to a multi-objective collaborative opti-
on the nal outcome can be found elsewhere [3]. With thenization scenario, obtained by applying an evolutionary multi-
fundamental description of the coevolutionary multi-agembjective optimization algorithm (NSGA-II [2] is used here).
game playing strategy development procedure, we are n&armally, for offense:

ready to describe a method to evaluate the balancing nature CPFo = argmin xox oz wf off (x: y): (15)

of a game. T ) ]
where the minimization is taken component-wise to obtain the

VIl. TOWARDS GAME BALANCE ideal point. Similarly, for defense:

- i defry.\/)-

We distinguish two complementary notions of game balance CPFo = argminxox yyzx al - OGY): (16)
used in this paper: We obtain these aspiration points through single-sided
1) Full-game Balance: The game hyper-parameters afeSCA™ll optimization [2], where one agent controls all

off T N get decision variables. This produces a collaborative

adjusted so that, under full collaboration among thg

agents, neither agent holds a structural advantage in egg_reto front (CPF) for each agent. Let Cf°Benote the Pareto

nomic balance. This is enforced by calibrating the co ont when oﬁenee controls all variables, representing the best
coef cients (Section VII-A2) so that the two aspirationClense can achieve with a fully cooperative opponent. Let
points are symmetric about the origin, ensuring that tt%EFD denote the analogoue front fer defense. The aspiration
starting point of the game is inherently neutral. ThiQoINts Ao and AD_ are _th_e ideal points of these_two fronts,

is a fundamental prerequisite: without it, one agent gle component-wise minima of these collaborative fronts, as

structurally favored before any competition begins. shown in Figure 7.

2) Meta-game Balance: When both agents play competi-
tively using their best strategies found via coevolution,
the game should not systematically favor either side.
This is quantied by our proposed Balance Indicator
metric (Section VII-B6), computed over round-robin
match-ups of Pareto-optimal strategies. In this study,
meta-game balance is achieved by forcing each agent
to adopt a speci ¢ decision-making value function that
re ects a particular trade-off between economic and
mission objectives.

A critical aspect of arriving at a balanced game is to deter-
mine if the game is biased towards any particular agent. This
requires playing the game with different optimal strategies
many times and determining how often an agent wins, loses,
and ties. Thereafter, we need to create a normalized metric
that will take these numbers and provide a balance indicator
value. If the balance indicator value is close to zero for a
speci c game, we can call the game balanced. We describe
each aspect for computing the balance indicator metric in the
following subsections.

A. Achieving Full-game Balance

Two computational steps are used for this purpose. Fig. 7. Initial objective space showing the collaborative Pareto fronts CPF
for offense, CPEF for defense) and their aspiration points dA Ap).

1) Determining Ideal Aspiration Points: The two ObjeC-rhe dashed lines meeting at O marks the mid-point where both agents'

tives, economic balance and mission effectiveness, have fune@nomic balance values lie on either side. The economic balance: The
mentally different structures. Economic balance possessesTigsion effectiveness varies between zero and a large valu€i*METhe

. . blue region indicates the area in which competitive coevolutionary strategies
innate zero point where both agents expend equal resourggpiie.

while mission effectiveness has no such natural reference. This L .
asymmetry motivates a principled approach to establishing thez) Adjusting Game Hyper-parameters to Achieve Symme-

initial objective space try: For a game to be innately fair, the aspiration points should
To establish meaningful bounds on mission effectivene&e, symmetrie abou_t the origin inthe no.rmialized -objective
we introduce aspiration points, the theoretical upper boun bace. Speci cally, if we project both aspiration points onto

each agent could achieve under idealized conditions. What € elcaogomlc p;lance faX|s n a eommon reference frame, they
the best an agent can achieve if the opponent fully cooperaté guld be equidistant from zero:

The aspiration point Afor an agent i is the ideal point of its Ao +Ap.=0; 17)



where Ao, denotes the economic balance component wélues, corresponds to zero economic differential and a neutral
the offense aspiration point, andpA denotes the same formission effectiveness outcome.
defense, transformed to the offense coordinate system via sign

ip.

B. Achieving Meta-game Balance

If the above equation is not true for a game, we adjust the . . _
hyper-parameters of the game so this happens for the gama) Round-Robin Competitive Game Outcomes: Next, for

to be neutral to start with. Then, we normalize econom
balance values so that the reviseg /A= 1 and A p; = 1.

For the game scenario, we apply a Bayesian optimizatiGR
procedure, presented in Appendix A, by optimizing all gam%n
hyper-parameters to nd a symmetric cost structufe) that

Fge above symmetric game, we consider each offense PO
strategy from the multi-objective competitive coevolutionary
timization run and pair it with each defense's PO strategy
d simulate the game to obtain two objectives—economic
balance and mission effectiveness.

ensures the innate mid-point coincides with the zero economic?) Choosing Value Functions for Agents for Determining

balance point.

Win, Loss and Tie: To adjudicate outcomes, we use a value

Table Il presents the calibrated (optimized) cost coef Cien{gncﬂon concept as a trade-off line in the normalized objective

for both agents. These values form the parameter basis forf:ﬂ

subsequent co-evolutionary experiments.

TABLE Il

CALIBRATED COST COEFFICIENTS OBTAINED VIA BAYESIAN

OPTIMIZATION TO ACHIEVE SYMMETRIC ASPIRATION POINTS.

Agent Variable Cost (w;)
standard_count 50
fast_count 304
armored_count 262

Offense  missile_count 168
low_alt_count 173
high_alt_count 23
speed_modifier 169
sam_count 461
shorad_count 244
manpads_count 278
threat_prioritization 440
engagement_range 170
multi_target_threshold 174
ammo_conservation 212

Defense power_allocation 962
angular_lead 212
burst_size 113
tracking_sensitivity 439
interception_method 357
counter_evasion 869
deployment_strategy 246
early_warning_range 174

ce for each agent. A value function line for an agent
ndicates an identical value for all points falling on it.

For the offense, whose goal is to have a smaller economic
balance and higher mission effectiveness, a value function line
will be leaning towards the right with an angle in [0;90]
degrees, as shown in Figure 8. Notice that both axes are now

normalized to lie within [1;1]. Such a line will cause a

The calibrated costs re ect the relative strategic value of
each decision variable. For offense, fast targets carry the

highest per-unit cost (304), re ecting their dif culty to inter-

cept, while high-altitude targets are least expensive (23). For
defense, power allocation commands the highest cost (962), in-
dicating its critical role in engagement effectiveness, followegly. 8. For offense, a linear value function leaning towards the right is shown.
by counter-evasion capability (869). These asymmetric cdstund-robin events can be judged by projecting their objective vectors to an
structures, when combined, yield symmetric aspiration poirﬂghogonal projected line for which the offense's value gets better towards its

and ensure that the innate tie point lies at the origin of the

objective space.
After this symmetry in § objective is held on the economictransiate into an additional mission effectiveness ( ME), and

balance axis, the mission effectiveness values are normalizgek versa. The angle =tat ME=EB) for the value

to lie between 1 and 1 using &, and Ay, values:

aSpiration point.

trade-off—an additional expenditure ( EB) for offense should

function line should lie in [0; 90] degrees. Any two points (for
example, 1 and 2 in the gure 8) on such a line will have the

2(f2 A po).

o= 1+ :
2 Aoz A b2

(18) same value to the offense. As we draw parallel lines above

the indicated line passing through the origin, the value of the
This way the origin (0; 0) is equidistant from both aspirationgoints on such a line increases for offense. For example, any
This means a perfectly symmetric and normalized gansrategy point on the V3 line has a better value than a point

where neither side has systematic advantage in their outcoomethe V2 or V1 line.



To quantify the actual value, if we draw an orthogonal
line to the value function line and project all the round-robin
objective points on it, the projected point will indicate the
value of the point. This orthogonal line will lie with an angle
in the range [0; 90] of degrees from the vertical axis. Therefore,
instead of drawing the value function line, it is enough to
draw the orthogonal projection line and project every round-
robin point on it to determine if it indicates a better value
for the offense. For example, of the four round-robin points,
points 1 or 2 will be better valued by the offense than event 4,
which will be judged better than event 3, simply because the
projected points for 1 and 2 lie closer to offense's aspiration
point Ag.

The defense will also have a similar value function for its
own decision-making. An increase in economic balance means
less expenditure for defense. With less expense, it is expected
that the mission for defense (damage to its resources) will be
large. Thus, the value function will also have a positive slope
( 2 [0;90] deg). The projection line will also be inclined
towards the left with an angle from the vertical axis. Figure 9
shows two projected lines derived from two different value
functions—one for offense and one for defense. Round-robin
points are projected on each line. For defense, point 4 ISJUdg@Ej 10. Round-robin tournament visualization in the normalized [1; 1]

. jective space. The 312 outcome points use a dual color-coding scheme
the best, followed by points 3'_1 and then 2, whereas f at simultaneously displays verdicts from both value functions. The |l
offense, the best to worst order is (1, 2), 4 and 3. color of each point indicates the g~Ap verdict: blue Il for offense

wins, red Il for defense wins, and green |l for ties. The edge (boundary)
color of each point indicates the 3D, verdict: orange edges indicate
offense wins (249 match-ups, 79.8%), purple edges indicate defense wins
(31 match-ups, 9.9%), and gray edges indicate ties (32 match-ups, 10.3%).
The black anti-diagonal line connects the aspiration poings A (1; 1)

(blue star, upper-left) and A = (1; 1) (red star, lower-right), de ning

the offense value function. The vertical purple line connects B (0; 1)

(purple diamond) and B = (0; 1) (orange diamond), de ning the defense

value function. Shaded background regions indicate offense-favorable (blue),
defense-favorable (red), and tie (green hatched) zones based on the offense’s

value function projection. Gray lines show perpendicular projections from
outcome points to the aspiration line.

Ap =(1; 1) and passes through the origin (O) with =45
deg:
o f= fi: (19)

The direction vector along this line is:

Vo = Ao Ap =(2;2); ¢o = pl—i( 1;1): (20)

For an outcome (round-robin) poi@, the perpendicular
projection onto ¢ yields a signed distance from the mid-point:

do(Q)= Q 0o = —Qb;—qzz (21)

Fig. 9. Different value functions for offense and defense make a different ; ; [
order of values of round-robin events. The order of better values for offenseThe Interpretation Is:
is ((1,2), 4, 3) and for defense it is (4, 3, 1, 2). d o > 0: outcome favors offense (toward ),

d o < 0: outcome favors defense (towardpA, and

3) Speci ¢ Value Functions : For illustrating the procedure do 0: outcome is near the tie point.
of determining whether a game is balanced, we choose thd=or the defense, we choose an extreme value function,
offense's projected line as the line joiningoAand A,. which is horizontal, meaning that the mission effectiveness
Naturally, the offense's value function is a = 45 degis in nitely more important than expenditure. Thus, the or-
line in the normalized objective space. Figure 10 shows ttteogonally projected line is vertical (shown in Figure 10) and
projected line. The projected line conneéts = (1;1) to any value having a small mission effectiveness is better for
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the defense. The projected line for defense passing througth) Pre-calculations of Balance Indicator Metric: To quan-
the origin makes an angle =0 deg from vertical: tify overall game balance with a single scalar, we de ne
the offense advantage metricoA2 [1;+1], which will

p: f1=0: (22) |ead to the de nition of the balance indicator. This metric
The direction vector i$p = (0; 1). The signed distance from aggregates the cross-tabulation matrix involving nine win-loss-
the mid-point along this line is: tie combinations into a measure of bias toward either agent.
_ To systematically analyze the relationship between the two
db(Q)= Q ¥p = Q2 (23) perspectives, we construct a 3 3 cross-tabulation matrix
From the defense perspective, this projection directly answehé; Where rows correspond to (.)ffense verdicts and columns
how well did defense prevent damage? correspond to defenge verdicts:
dp > 0: offense inicted signi cant damage, outcome Moo Mor Mop
does not favor defense, M= 4Mro Mt Mmpd; (27)
dp < 0: offense inicted minimal damage, outcome Mpo Mpr Mpp
favors offense, and _ o o where the rst subscript denotes the offense’s verdict (O =
dp O neither side achieved decisive mission advanyffense is favored, T = tie, D = defense is favored) and the
tage, outcome is a tie. second subscript denotes the defense's verdict with identical

Our approach allows each agent to use a different valnetation for favor, tie or against favor.

function. In fact, we keep the game hyper-parameters xed, For our the game shown in Figure 10, the cross-tabulation
and change relative value functions to attempt to make theatrix is:

game balanced. However, let us rst evaluate the nal win, 4 4 0 05
loss and tie outcomes for these two value functions. M= =6 0 0°: (28)
4) Computing Win, Loss and Tie: In practice, exact ties 239 32 31

are rare. We therefore de ne a tie region around the mid-poigt, -, entry M is the count of round-robin point that

using a threshold expressed as a percentage of the projectipn judged win, loss or tie by both agents and has a speci ¢
span. For our example game shown in Figure 10, there arg & rpretation:

total of Nmatchups = 312 of round-robin points, shown with
different symbols. Let gax and dyn denote the maximum
and minimum signed projected distances among all outcome
(round-robin) points from the origin. The tie threshold is then
de ned as follows:

M oo = 4: Unanimous offense wins: Both agents agree
that offense is favored, representing clear offense victo-
ries with both economic advantage and mission success.
M pp = 31: Unanimous defense wins: Both agents agree
defense is favored, representing clear defense victories

= (d max d min); (24) where defense achieved both cost ef ciency and damage
. . prevention.
where = 0:05 (5%) is the tie tolerance parameter. _ M 17 = 0: True ties: Both agents classify the outcome as a
The tie region for each value function is the set of poinis  tie. The absence of true ties indicates that the game rarely
whose projection falls within  of the tie point: produces outcomes where both objectives are perfectly
T~ =f O id i : 25 balanced.
o _ © _ Q:Jdo(Q) _ o9 (25) M op = 0: Mutual victory claims: The offense thinks it is
Similarly, the tie region for defense is de ned as follows: favored, while the defense thinks it is favored. This would
. . indicate offense achieved both economic and mission
To =fQ:jdo(Q) o0 (26)

advantage, while defense achieved mission advantage. A
Note that due to different ranges of maximum and minimum large value of this component means a disagreement in
projected distances, the tie regions for both agents can be outcome between both agents. No such outcomes exist
different. for our example game.

The tie boundaries appear as parallel lines (or planes in M po = 239: Mutual loss claims: The offense nds
higher dimensions) parallel to each value function, creating that the points are in the defense's favor, while the
bands around the mid-point. In Figure 10, these boundaries defense thinks the point is in the offense's favor. A
are shown as dashed green lines, with the tie region shaded in large value of this component means a disagreement in
green. outcome between both agents. For our example game,

For each round-robin poin®, there can be three outcomes  this represents the dominant category (76.6%), meaning
for each agent (favorable, unfavorable, and tie), making a total a severe disagreement in the outcome of both agents's
of 3 3 or nine scenarios. For example, @ point's offense performance on the game.
projection may indicate that it is in offense' favor, but the M or =0, M 1p = 0: Victories against tie: While the point
defense's projection may also indicate that it is in defense's fa- favors the offense (or defense), the other agent thinks it
vor. Such disagreements must be resolved by examining which is a tie. No such match-ups are found for both offense
verdict is closer to the tie boundary, attributing the outcome to  and defense for our example game.
the more decisive situation. We present an analytical approach M 1o = 6, M pt = 32: Ties against Loss: While offense
in the next subsection. (or defense) considers the point makes a tie, the opponent
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thinks the other side has won. For our example game,A point with a red Il but orange edge represents a matchup
for six match-ups, while offense marks a tie, the defensehere defense won on the offense's projected line, but of-
thinks offense has won. However, for 32 match-ups, whifense won on the defense's projected line. This combination
defense thinks it has made a tie, offense thinks thdominates the plot, re ecting the 239 disagreement match-ups

defense has won. p (76.6%) identi ed in the cross-tabulation analysis.

The matrix satis es the constraint ;; Mj =N match-ups= 6) De ning Balance Indicator Metr_ic: Fir_st, we de ne
312 (for the example game). We now use this matrix to identiffe offense advantage as the normalized difference between
different outcomes. offense-decisive and defense-decisive outcomes:

De nition (Decisive Outcomes): An outcome is offense- Ndec N dec

.. . . A= —© "D . (33)
decisive, if at least one value function declares offense as the o Nies
winner and neither declares defense as the winner. Formah%te that defense advantage, Ais the negative of the 4.
N3C=M g0+ M or + M 10; (29) Thus, we de ne the balance-indicator metric as follows:
the sum of upper right diagonal (without diagonal) entries. BI=JA oj=]jA D] (34)

Symmetrically, an outcome is defense-decisive, if at least oner

. . . he metric has the following interpretation:
value function declares defense as the winner and neither 9 P

= +1: Offense wins every resolvable matchup

declares offense as the winner: o .
(complete offense dominance)
N3€=M pp+M pr + M 1p; (30) A o = 0: Equal decisive wins for both agents (perfect
. . . . . balance)
the sum of lower right diagonal (without diagonal) entries. Ao = 1: Defense wins every resolvable matchup

De nition (Resolvable Outcomes): The set of resolvable

outcomes excludes true ties and disagreements where both (complete defense dominance)
agents claim victory: For our example game,

Nres= N &+ N &= N naehups M 11 M o0 M po; (31) NG*=4+0+6=10; (35)
. . _ Ngec=31+32+0=63; (36)
the sum of all except the right diagonal entries.

The co-evolutionary process (Section V) yields §f%% = Nres=10+63=73; 37)
13 offense Pareto-optimal strategies andiPf= 24 defense Ao = 10 63 = 3 0:726 (38)
Pareto-optimal strategies. A round-robin tournament evaluates 73 73 '
every possible matchup: Ap =0:726; (39)

Bl = 0:726: (40)

N match-ups= JPES® JPF 2% =13 24 =312 (32)
o . The offense advantage of A 0:726 indicates a sub-
Each matchup (x y; ) produces an outcome poingQn the n%tgmtial defense bias for the game. Among the 73 resolvable

objective space, which is then normalized and projected o ) . : .
i . . . match-ups (those with clear winners), defense wins 63 while
both value functions. The resulting signed distances determmf? . .
! .2 : offense wins only 10. The remaining 239 match-ups (76.6%)
the verdict from each perspective: offense win, defense win . . )
or tie are trade-off outcomes where the two perspectives disagree;
L . . . . these are excluded from the advantage calculation because
Figure 10 visualizes all 312 outcome points in the NO%they represent inherent game complexity rather than systematic
malized [ 1; 1] objective space. The aspiration poiy = biaZ P 9 piexity y
(1;1) and Ap =(1; 1) de ne the corners of the compet- '
itive landscape (corresponding to the original h = 0:5 anti-
diagonal). The tie poinPt = (0;0) lies at the origin, with . _ .
tie boundaries (green dashed lines) at 2:5% of the projection The cross-tabulation analysis for the above game (with set
span for the offense and 4:6% for the defense. hyperparameters and individual value functions) reveals two
The dual color-coding in Figure 10 reveals the verdidiritical matters. First, the disagreement ratgd#M op = 239
distribution from both perspectives simultaneously. Offense&@nstitutes 76.6% of all match-ups, which is quite large for the
perspective (Il color and background region) is mentione@dents agreement con dence to acceptable. We can enforce
below: an arti cial upper limit on the disagreement proportion for this
Blue Il / Blue region: Offense wins (4 match-ups, 1.3%) PUTPOSe. Second, the balance indicator value is 0.726, which

Red Il / Red region: Defense wins (302 match-ups is quite high for the game to be called balanced. We discuss
96.8%) " these aspects more in the following subsections.

VIIl. CREATING A BALANCE GAME

Green Il / Green hatched region: Ties (6 match-ups,
1.9%) A. Disagreement Rate

Defense's perspective (edge color) is presented below:  The disagreement rateys is the proportion of match-ups
Orange edge: Offense wins (249 match-ups, 79.8%) Where the two value functions yield contradictory verdicts:
Purple edge: Defense wins (31 match-ups, 9.9%) _ Mpo+Mop.

Gray edge: Ties (32 match-ups, 10.3%) dis = (41)

N match-ups
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For the current value functionsgs = 239=312 0:766. a and FP,at a distance proportional to golden number ' =
This high disagreement rate undermines the utility of thel + = 5)=2 0:618:
adjudication framework: if most outcomes cannot be decisively
classi ed, the framework provides limited insight into game x; =a+(1 )b a); x .,=a+()b a): (44)
balance.

For this study, we de ne a well-designed value functiolt each iteration, the algorithm evaluates the objective and
that should satisfy 4is 0:50, ensuring that the majority of constraint violation at both interior points {>and x), then
match-ups receive consistent verdicts from both perspectivggscards the sub-interval containing the worse point and the
When disagreements exceed 50%, the value functions ae@rest boundary point according to the constrained domi-
fundamentally misaligned with the game's outcome structurgance relation. The search terminates when the interval width

and the resulting balance metrics become unreliable. falls below a tolerance or after a maximum number of
iterations.
B. Minimizing Balance Indicator Algorithm (Constrained Golden Section Search): The

To obtain a near-zero balance indicator value from f@llowing constrained version of the golden section search
defense-biased game, we keep the defense value function smoposed for the rst time, despite the existence of the
as before ( = 0 deg) and vary the offense's value functiortinconstrained GSS for a long time [22]:
by varying in the range [0; 90] deg. The idea here isto nd 1) Initialize: a = min, b = =2, where in 5 10 °
a suitable value function for the offense, so that it can bring  prevents numerical issues.
the game in its favor in order to make the overall game more2) Compute interior points: x= a + 0:382(b a), x » =

balanced. a+0:618(b a).
We formulate a single-objective constrained optimization 3) Evaluate (Bk; CV1) at x1. and similarly for (Bl,; CV>)
problem: _ for x,.
2(8"':'9) BI(); 42) 4) If X1 ¢ X2, setb X, Xo X 1, recompute x =
subjectto gis() 0:5: a+0:382(b a).

5) Else, set a X1, X1 X 2, recompute x = a +
1) Golden Section Search with Constraint Handling: 0:618(b a).

Golden section search (GSS) [22]-[24] is a computationally 6) Repeat steps 3 to 5 until (b a)

effective single-variable unconstrained optimization algorithm. 7) Return x = (a + b)=2 and the best feasible BI(x)

However, there does not exist a constrained version of this value.

popular algorithm. Here, we propose a modi cation to th . N N i
GSS algorithm to handle a constraint that eliminates one si%ge operator . is the constrained-domination operator de

; nef\d above. The GSS converges linearly, reducing the search

of the search space. For this purpose, we de ne a constrai i . :

violation metric CV() as follows: interval by a factor of 0:618 at each iteration. F_o_r_a t_olerance
' of =1 deg (0.01745 rad) at the end and an initial interval

CV()=h gs() 0:5i (43) width of =2, approximately 10 iterations, suf ce.

- .Under the assumption of uni-modal Bl function in the
where hi is a bracket operator that returns the operand,. i o . : ) :
o . . : : interval 2 [0; =2] and infeasible region exists only on a
it is positive and zero, otherwise. Thus, if for any if the

constraints is violated, the CV takes a positive value. Thséngle side, it can be proven that the constrained minimum

higher the CV value, the constraint is violated with a larg will never be eliminated by this constrained GSS algorithm.

. . . : .~ _~1he proof is provided in the Appendix A.
margin; hence, is worse. The following constrained domination . )
2) Results of Golden Section Search: Applying the con-

check compares two solutions and decides which is better: </ - . _
De nition (Constrained Dominance): A solution 1 is said stra_lned g_olden section se_a_rch algorithm, we obtain the fol-
to constrained dominate a solution (written ; . ,)ifany |Owing optimal angle for minimum BI:
of the following conditions hold:
1) , is feasible and; is not: CV( 1) =0 and CV( ;) >
0.
2) Both are infeasible, but; has smaller constraint viola-  Figure 11 shows the Bl landscape over the full search space,
tion: CV( 1) < CV( »). produced by evaluating 20 uniformly distributed values.
3) Both are feasible, and; has better objective value: 3) Comparison of Two Value Function Outcomes: Table IlI
CV( 1)=CV( 2)=0and BI( 1) <BI( »). summarizes the dramatic improvement in adjudication quality
This dominance relation ensures that feasible solutions @&€hieved by the optimized value function.
always preferred over infeasible ones, regardless of their a) Disagreement Reduction:: The most signi cant im-
objective values. Among infeasible solutions, those closer poovement is the reduction in disagreement rate frop=
feasibility are preferred. Only when both solutions are feasibi®:6% to gis = 49:7%. The optimized value function satis es
does the objective value determine the winner. the feasibility constraintgs < 50%, ensuring that the majority
The GSS algorithm maintains a search interval [a;b] amd match-ups (157 out of 312, or 50.3%) receive consistent
two interior points ¥ and % positioned equidistantly from verdicts from both perspectives.

34:9 ; Bl 0:197: (45)
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TABLE Il

COMPARISON OF ADJUDICATION METRICS BEFORE AND AFTER VALUE

FUNCTION OPTIMIZATION. THE OPTIMIZED VALUE FUNCTION REDUCES
DISAGREEMENTS BELOW 50% WHILE ACHIEVING NEAR-ZERO OFFENSE

ADVANTAGE.

Metric Original Optimized

Aspiration Points ([0; 1] normalized)

Ao (1:000; 1:000)  (0:849; 1:000)
Ap (0:000;0:000)  (0:151; 0:000)
Line angle (deg) 45:0 34:9
Offense Perspective
Offense wins 4 (1.3%) 54 (17.3%)
Fig. 11. The balance indicator is BI( ) = jAo ( )j evaluated at 20 uniformly Defense wins 302 (96.8%) 218 (69.9%)
spaced angles 2 [0;90] in degrees. Where is the angle the aspiration  Ties 6 (1.9%) 40 (12.8%)
line makes with the vertical axis. Blue bars indicate feasible con gurations R :
(CV = 0, disagreement fraction 50%) and red bars indicate infeasible ﬁross(gﬁgﬁli?ntg?s offense) 4 54
ones (CV > 0) lie on a single (right) side of the search space. The Bl MOO (Uunanimous defense) 31 a1
decreases monotonically across the feasible region (blue bars, . 35 deg) M pD (disagreement) 239 155
as the aspiration line tilts further from vertical, reaching a minimum feasible Digg reement rate: 76.6% 49:7%
sample at  31:5 deg (Bl 0:35). Beyond this point the coarse 20-point 9 dis : :
sweep immediately enters the infeasible zone ( rst red bar at 36 deg), but Balance Metrics
the BI function continues to decrease before hitting the feasibility boundary. N dec 10 94
The constrained golden section search (tol =120 rad) samples this narrow N(aec 63 63
gap with ne resolution and locates the feasibility boundary precisely at Nll')es 73 157
34:9 deg, where the BI has fallen further to Bl 0:197, the lowest Ao 0:726 +0:197
achievable value under the constraint. The original diagonal ( = 45 deg) lies Balance Indicator Bl 0:726 0:197

deep in the infeasible region (rightmost red bars), con rming that restoring
feasibility requires rotating the aspiration line toward vertical.

M po decreased from 239 to 155: Fewer disagreements
where offense thinks defense wins and defense thinks
offense wins.

M pp and Mpt remain unchanged at 31 and 32 respec-
tively, as the defense's value function is not changed.

b) Balance Improvement:: The offense advantage im-
proved dramatically from A = 0:726 to A o = +0:197.
While not exactly zero, this represents a shift from strong
defense bias to near-balance:

A o =0:197 (0:726) = 0:923: (47)
Fig. 12. Signed disagreement fraction;s () 0:50 evaluated at 20 The offense-decisive count increased from 10 to 94, while
uniformly_Spatzed ang(')eso 2 [r?: 90] deg. Blue b_arsdi)ndiczte Leisiblejefense-decisive remained at 63. The resolvable match-ups
con gurations ( gs < 0:50, i.e. the constraint is satis ed), and red bars P
indicate infeasible ones §s 0:50, constraint violated). The horizontal more than doubled from 73 to 157, providing a much larger
dashed line at y = 0 marks the feasibility boundary; bars above this linand con dent sample size for balance assessment.
violate the constraint. The green dotted vertical line at 34:9 deg is The balance indicator of +0:197 indicates a slight offense
the precise feasibility boundary located by the constrained Golden Sectj . _
Search (C-GSS) (tol = 182 rad), which falls between the last feasiblelB,rés in the game. @ remarkable change from, the defense
coarse sample (  31:5 deg) and the rst infeasible one (36 deg). biased game). This arises because the constraint 50%
Along with the Bl plot (Fig. 11), this view reveals that our proposed C-GS§fg binding. As depicted in Figures 11 and 12, a tighter
is able to nd the minimum BI solution by making the constraint active. N ; 0 0 ;
smaller Bl is possible with any other feasible value. OCQnStramt (say 40% or 30%) will cause the B_l value to be
higher than 0:197. The proposed C-GSS algorithm has found
the most balanced value function that satis es the feasibility
requirement.
3 c) Geometric Interpretation:: Figure 13 visualizes the
round-robin outcomes under the optimized value function.

The cross-tabulation matrix transforms from:

2 3 2
4 0 O 54 0 O

Moig=46 0 05 ! M oxn=440 0 09: Compared to Figure 10, the aspiration line has rotated toward
239 32 31 155 32 31 vertical, and the tie region (green hatched area) has expanded
(46)  and shifted.

The key changes are: The rotation has several geometric consequences:

M oo increased from 4 to 54: More match-ups are unan- 1) Steeper offense value function: The projection line is
imously classi ed as offense wins. closer to vertical (35 vs. 45 deg), meaning a smaller
M 1o increased from 6 to 40: More match-ups where the  slope of its value function. This indicates that offense
offense makes a tie but defense declares offense's win. must provide more preference to economic balance than
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The defense's value function is parameterized by the angle
that the D1!D2 secondary aspiration line makes with the
vertical axis in normalized space. By analogy with the offense

parameterization, tilting by gives:

D°™ = 0:5+3tan; 1:0 ;  D3"™ = 0:5 itan; 0:0
(48)
At =0 deg the line is vertical, meaning the defense judges
outcomes solely by mission effectiveness; as increases, the
defense incrementally incorporates economic balance into its
value function. The constrained optimization problem takes the
same form as Eq. (42), now with as the decision variable
and the offense's aspiration line held xed:

min BI();
2(0; =2) (49)
subjectto  4is() 0:5:

The same constrained GSS algorithm (Section VIII-B1) is
applied, with the cross-agreement advantage metric now com-
puted from the xed offense line and the rotating D1!D2
line.
1) Results: Applying the constrained golden section search
to Eq. (49) yields:
Fig. 13. Round-robin tournament visualization with the optimized value
functions: = 34:9 deg and = 0 deg. As in Figure 10, the dual color- 11:98 ; Bl = 0:000: (50)
coding scheme displays verdicts from both perspectives: Il color indicates ] ] ] ) )
the offense verdict (blue = offense wins, red = defense wins, green = tieffpe optimal defense line endpoints in normalized space are:
while edge color indicates the defense verdict (orange = offense wins, purple

= defense wins, gray = ties). The disagreement rate has decreased from 76.6% D ; = (0:606; 1:000); D, = (0:394; 0:000); (51)
to 49.7%, and the offense advantage has improved from 0:726 to +0:197.

corresponding to a half-width h= 0:106 and a line angle

of 78:02 deg with the economic balance axis. The constraint
mission effectiveness to achieve a better balance in tiiglation is CV( ) = 0, conrming that the solution is
game. Calculations reveal that while defense cares origasible (qis = 39:7% < 50%).
about mission effectiveness, if offense expects 0.7 unitsTable IV summarizes the adjudication metrics after defense
( tan( )) of mission effectiveness for a unit increas@ptimization.
in its economic balance as its value function, the game

becomes more balanced than the previous example. TABLE IV
2) Aligned perspectives: The offense and defense vaIueOPTIGEi\‘#’O'EA(T'ON:“ﬁ,TgRéCDSEé;TE/TTzEgE:‘sNES‘éA;L)’(EE;i’ieﬂgg 40
functions are more aligned, reducing the angle between ' DEG. '
them and hence the disagreement rate.
3) Expanded tie region: The tie boundaries at 2:5% Metric After Offense Opt.  After Defense Opt.
of the projection span now encompass more outcome$efense Line (D1!D2, normalized)
increasing the tie count from 6 to 40. Bl (852883 cl)fggg) (gfggig 35888)
4) Shifted offense region: The offense-favorable region Lif]e angle (deg) (©: 00 ) (©: 1198 )
has expanded, causing a balance in the game from the .
. def f d Cross-Tabulation
previous defense-favored game. Moo (unanimous offense) 54 54
Mpp (unanimous defense) 31 54
Mpo (disagreement) 155 124
Lo . . Disagreement rateg; 49:7% 39:7%
C. Optimizing with Defense's Value Function g ds ° °
Balance Metrics
The constrained optimization of the offense's value functionN & 94 94
. . . . . ec
in Section VIII-B achieved a balance indicator of BI0:197,  No 16537 fgs
. .. . res
a marked |mpro_veme_nt over the orlglnal value_z of 0:726, y_e'rAO +0:197 0:000
the game remains slightly offense-biased. This residual biaBalance Indicator Bl 0:197 0:000
arises because the constraints 0:50 is binding at the
offense's optimal angle = 34:9 deg: no further rotation of a) Perfect Balance:: With = 11:98 deg the game

the offense's aspiration line can reduce Bl without violatingchieves & = 0 exactly what it means—the number of
the disagreement constraint. To drive Bl to exactly zero, wefense-decisive and defense-decisive match-ups are equal:
therefore x the offense's value function at = 34:9 deg and N = N 3¢ = 94. The resolvable match-up count increases
turn to optimizing the defense's value function. from 157 to 188, providing a larger and more con dent






	Introduction
	Related Work
	Playable Two-Agent Game Framework
	Optimizing Wargames
	Multi-objective Co-Evolutionary Optimization Approach
	Problem Formulation and Two-Agent Structure

	Integration with Proposed Playable Game Framework
	Competitive Evaluation and Aggregation
	Alternating Co-Evolution Cycles
	Multi-Objective Selection and Pareto Fronts
	Adversarial Training

	Towards Game Balance
	Achieving Full-game Balance
	Determining Ideal Aspiration Points
	Adjusting Game Hyper-parameters to Achieve Symmetry

	Achieving Meta-game Balance
	Round-Robin Competitive Game Outcomes
	Choosing Value Functions for Agents for Determining Win, Loss and Tie
	Specific Value Functions 
	Computing Win, Loss and Tie
	Pre-calculations of Balance Indicator Metric
	Defining Balance Indicator Metric


	Creating a Balance Game
	Disagreement Rate
	Minimizing Balance Indicator
	Golden Section Search with Constraint Handling
	Results of Golden Section Search
	Comparison of Two Value Function Outcomes

	Optimizing with Defense's Value Function
	Results

	Coevolution Is Necessary: Random Strategies Do Not Achieve Balance
	More Degrees of Freedom for Optimization

	Conclusions and Future Studies
	References
	Appendix

