A Multi-objective Coevolutionary Approach to Game Balance
using Hypervolume Movement Metrics

Shashank Raj*
rajshash@msu.edu
Michigan State University
East Lansing, USA

Bradley Feest
bradley.Feest@ngc.com
Northrop Grumman
Falls Church, USA

Auden Garrard
garrardw@msu.edu
Michigan State University
East Lansing, USA

Ryan McKendrick
ryan.mckendrick@ngc.com
Northrop Grumman
Falls Church, USA

Kalyanmoy Deb
kdeb@msu.edu
Michigan State University
East Lansing, USA

COIN Report: 2026007

Abstract

Achieving balance in competitive games is extremely difficult: even
small design asymmetries can create unfair advantages that under-
mine gameplay quality. We show that co-evolutionary algorithms
can automatically detect and quantify game imbalance, providing
multiple objective metrics that complement traditional manual de-
sign methods. Our approach employs competitive co-evolution
between two populations representing opposing players’ strate-
gies, using alternating multi-objective evolution cycles, to prevent
dominance and promote balanced competition. The key innovation
is a novel hypervolume-based “movement” metric that measures
how much each player sacrifices due to competitive pressure, di-
rectly quantifying the game balance. We illustrate our approach
through three comprehensive case studies spanning unbalanced
and balanced game configurations. Results demonstrate that our
proposed multi-objective coevolutionary search approach quanti-
fies imbalance in terms of unequal movement from cooperative to
competitive Pareto fronts by both agents, and can successfully iden-
tifies when a balanced game has occurred. This work establishes
co-evolutionary optimization as a practical tool for automated game
balance assessment, with applications extending beyond games to
generic competitive multi-agent system requiring fairness guaran-
tees.

CCS Concepts

« Computing methodologies — Artificial intelligence; Evolu-
tionary algorithms; Multi-agent systems.

Keywords

co-evolution, game balance, multi-objective optimization, competi-
tive co-evolution, evolutionary algorithms

1 Introduction

Achieving balance is a fundamental objective of game design. Game
balance directly impacts player experience and game quality. Unbal-
anced games, are exemplified by strategy and gameplay uniformity
due to a singular, or small number of overpowered game param-
eters or play. Balanced games maximize player decision making,
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creativity, engagement, and enjoyment by maximizing the number
and diversity of effective game parameters and play. This concept
of balance applies to the entirety of a game, or to specific meta-
games within the broader game, such as competitive meta-games.
Traditional approaches to game balance rely heavily on iterative
playtesting, and designer intuition. Playtesting is time-consuming,
and designer intuition while valuable is biased. Often deep game
imbalances go unnoticed, emerging from complex game and player
interactions.

Co-evolutionary algorithms appear to offer an innate and princi-
pled, method of game balance assessment. The core insight is that
game balance can be framed as a competitive multi-objective opti-
mization problem: two opposing sets of systems (or populations)
adapt to each other over time, each pursuing conflicting objectives.
By co-evolving two populations representing these systems, we
can observe how competitive pressure affects the performance of
each, revealing quantitative measures of imbalance that would be
difficult to obtain through manual methods.

Recent work has demonstrated the effectiveness of competitive
co-evolution for multi-agent optimization problems. Guha et al. [4—
6] applied two-population competitive co-evolution using NSGA-II
to optimize wargame strategies, showing that co-evolving popula-
tions can discover robust strategies through adversarial adaptation.
This work established the foundation of evaluating each strategy
against the entire opposing population and aggregating results
to obtain separate Pareto fronts for each agent. However, these
studies focused on strategy optimization rather than balance assess-
ment, and they relied on surrogate models due to computational
constraints.

Our contribution extends this line of research by applying com-
petitive co-evolution directly to game balance assessment. Assess-
ments were made directly on the game under test and introduce
a novel “movement” metric that quantifies how much each player
sacrifices due to competitive pressure from an idealized best case (a
collaborative opponent). This metric provides a direct, quantitative
measure of overall game balance: when both players experience
a near-equal movement, the game is considered balanced; when
movement differs significantly, imbalance is detected and can also
be quantified. The movement metric connects to classical game
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theory principles, establishing a theoretical foundation for balance
assessment through competitive co-evolution.

We demonstrate the effectiveness of our approach through three
comprehensive case studies representing different balance scenar-
ios. Results show that the algorithm successfully identifies imbal-
ance, quantifies the degree of unfairness, and confirms when games
are truly balanced. The co-evolutionary process naturally reveals
balance through the competitive dynamics: as populations adapt
to each other, the movement metric captures the relative sacrifice
each side makes, providing actionable insights for game designers.

This work establishes co-evolutionary optimization as a practical
tool for automated game balance assessment. Beyond games, the
methodology applies to any competitive multi-agent systems re-
quiring fairness guarantees, such as auction mechanisms, resource
allocation protocols, or adversarial Al systems. The key algorithmic
contributions, alternating evolution cycles that prevent dominance
and the movement metric for balance quantification, are general
techniques that can be adapted to various competitive optimization
domains.

The remainder of this paper is organized as follows. Section 2 re-
views related work in co-evolutionary algorithms and game balance.
Section 3 formulates game balance as a competitive multi-objective
optimization problem. Section 4 presents our co-evolutionary frame-
work, including the alternating cycle mechanism and movement
metric. Section 5 describes the experimental setup and case studies.
Section 6 presents results demonstrating the algorithm’s ability to
detect and quantify imbalance. Section 7 discusses implications and
limitations, and Section 8 concludes.

2 Related Work

Competitive game optimization presents unique challenges because
two systems adapt to each other over time while pursuing conflict-
ing objectives. Earlier approaches typically optimized one side in
isolation or used single-objective formulations, which led to biased
outcomes that fail to capture the competitive dynamics essential
for balanced gameplay.

Gubha et al. [4] introduced a practical two-agent, multi-objective
competitive co-evolution framework for adversarial strategy op-
timization. Because high-fidelity simulators are computationally
expensive, they trained surrogate models of key objectives from
simulation data and then co-evolved two populations (offense and
defense) using competitive NSGA-IIL. Each candidate strategy was
evaluated against the entire opposing population, and performance
was aggregated to produce separate Pareto fronts for both agents.
They also proposed decision-making procedures to select actionable
strategies from the two Pareto-optimal (PO) sets.

Building on that foundation, later work introduced progressive
shrinking to make decision-making more realistic [5]. The idea
is to fix low-variation or operationally constrained variables be-
tween iterations, so that strategy changes are feasible and consistent
with prior moves. This reduces the number of free variables over
rounds and allows faster re-optimization while preserving strategic
continuity. A follow-up article further integrated regularity-based
decision-making and offered a complete end-to-end workflow for
co-evolutionary optimization and selection in two-agent competi-
tive scenarios [6].
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These studies stand on a broader body of research in EMO and
co-evolution. NSGA-II is a widely used baseline for finding Pareto-
optimal trade-offs [2]. Recent studies have demonstrated the power
of evolutionary algorithms for diverse optimization challenges,
from large-scale parallel computing [10] to high-performance search
algorithms [11], showing their effectiveness across different prob-
lem domains. Surveys and studies in co-evolutionary multi-objective
algorithms discuss both competitive and cooperative settings, as
well as their dynamics and robustness [1]. Goh et al. [3] explored
both competitive and cooperative co-evolutionary approaches in
particle swarm optimization, showing how different interaction pat-
terns affect algorithm performance. Meneghini et al. [8] developed
competitive co-evolutionary algorithms for robust multi-objective
optimization, focusing on worst-case minimization. In competitive
settings similar to ours, two (or more) populations adapt against
each other and are evaluated using pairings, with aggregate fitness
(e.g., mean or worst-case) used for selection.

In the game optimization literature, prior work has focused on
simulation platforms and optimization of specific tactical choices.
Examples include distributed game simulation design [9], tactical
optimization in competitive scenarios [7], and the use of Al methods
in decision-making processes [12]. These efforts highlight the need
for scalable modeling and decision support, but they do not address
the two-sided optimization and balance problem directly.

In contrast, our work takes the co-evolutionary structure of prior
surrogate-based approaches and applies it directly to the game
under test, using adversarial co-evolution to actively assess and
achieve game balance. We retain the two-population, pairing-and-
aggregation setup from prior studies, but we operate on real-time
game dynamics and focus our evaluation on balance quantification.
The key distinction is our introduction of the movement metric,
which directly measures game balance by quantifying the relative
sacrifice each player makes due to competitive pressure. This met-
ric connects to classical game theory principles [13], providing a
theoretical foundation for balance assessment that complements
the empirical co-evolutionary process. Our approach therefore ex-
tends prior work by targeting balance as a first-class outcome, with
the movement metric serving as a novel contribution to both co-
evolutionary algorithms and game balance assessment.

3 Problem Formulation

We formulate game balance assessment as a two-agent, multi-
objective competitive co-evolutionary optimization problem. Fol-
lowing Guha et al. [6], each agent controls its own set of decision
variables and pursues conflicting objectives, creating a natural com-
petitive dynamic that reveals balance through the co-evolutionary
process.

3.1 Two-Agent Competitive Structure

Let Xog € R7ff and X € R74f denote the offense and defense
strategy spaces, where =, and =4.f are the dimensionalities of each
space. A strategy G € X,g represents an offense configuration, and
~ € Xyef represents a defense configuration. When offense strategy
G competes against defense strategy ~ in a simulation, we obtain a
four-objective vector:

(6 ~) = [5°7(6 ~) 5,7(G ~) 56 ~) 5 )P ()



A Multi-objective Coevolutionary Approach to Game Balance using Hypervolume Movement Metrics

where the rst two objectives correspond to the o ense agent's
two con icting objectives and the last two correspond to the same
for the defense agent.

F»8e 9%,
Evaluation
Matrix

O ense Population
#, strategies

Defense Population
# gef Strategies

Aggregate objectives
across opponents

[ )
[ )

Figure 1: Competitive evaluation and aggregation: each of-
fense strategy is evaluated against all defense strategies, and
objectives are aggregated to compute tness.

Pareto-optimal
strategies

3.2 Objective Formulation

The objectives capture two key aspects of competitive gameplay:
economic balance and mission e ectiveness. The total cost for each
strategy is computed as:

©
E

8=1

[o}
8

0 1G°= e )

whereFg are cost weights, andg'G® maps variableg to its cost

contribution. For count variablegjg!G® = G (direct multiplication),

while for continuous variableqg!GP® =G *Dg ¢ (normal-

ized to »0¢ 1¥4), wherg B4 are the variable bounds. Similarly:
Eer

1.0 — Fgef qgl___gon
9=1

def (3)
The simulation produces damage in ictedi, icteq G ~Crepre-
senting total damage dealt when o ensgcompetes against defense

~. Both strategies must satisfy budget constraints 1G°® , and

def~° def- Violations are penalized using quadratic penalty
factors:
2
maxiQe o 1G° o
% 1G°=1, > — @)
(o}
2
max*0e ger~°
Paef0 =1 def def® *, ®)

def

For the experiments presented in this paper, budgets are set to as-
tronomically high values (o = gef = 808000 cost units) relative
to typical strategy costs, ensuring that budget constraints are never
violated and penalty factors remain at their baseline value of 1.0.
This design choice allows us to focus on the core co-evolutionary
dynamics and balance assessment without budget-induced con-
straints, enabling further extensive study of the balance mecha-
nisms. However, the penalty framework is fully implemented and
ready for future research where budget constraints may be tight-

The objective-pairs for both agents are written as:
50160 =1, 160 o0 % 1G%

0 _
@ 1Ge~% = nicted 1G*~° ef~Oe

§d€f1G.~o =1 ,1G0 4f~%° 2, 1GO= 510 1G°~2°
@deflG"O = inicted 1G*~° Fefi~° = 520 1Ge~0"

The mirrored objectives create a competitive relationship: of-
fense minimizess® (seeking cost advantage) ai§l (seeking to
maximize damage, hence minimizing negative damage), while de-
fense minimizes5®®f (seeking cost advantage) ad®’ (seeking
to minimize damage). Both agents use minimization, making the
problem compatible with standard multi-objective optimization
algorithms such as NSGA-II [2].

3.3 Balance as an Optimization Outcome

The key insight is that game balance emerges naturally from the
competitive co-evolutionary process. When both populations evolve
against each other, the relative performance of each side reveals
whether the game is balanced. If one side consistently achieves
better outcomes (lower objective values) despite competitive pres-
sure, imbalance is detected. Conversely, when both sides achieve
similar performance levels under competitive conditions, balance
is con rmed. This formulation transforms game balance from a
subjective design goal into a quanti able optimization outcome
that can be measured through the co-evolutionary algorithm.

4 Multi-objective Co-Evolutionary Algorithm

Our co-evolutionary framework employs competitive evaluation,
alternating evolution cycles, and multi-objective selection to assess
and achieve game balance. The algorithm maintains two popula-
tions representing opposing players, evaluates strategies through
pairwise competitions, and uses the resulting performance data to
quantify balance.

4.1 Two-Population Competitive Co-Evolution

The core of co-evolutionary optimization is competitive evaluation:
each strategy must be assessed against multiple opposing strategies
to ensure robustness rather than over tting to a single opponent.
Evaluation process: At each generatiorG we maintain two pop-
ulations:PS ={Gye”""+G gofsize#t, andPG,=f~10"""*#,9
of size# 4er. FOr each paitGe ~°, we execute a simulation to obtain
f1Ge —°.
Evaluation matrix: We construct an evaluation matrix F¢ 2
Rfo # def 4 where:

F»8e Qe Y =1
- 50 1Ge ~0e §) 1Ge ~°e QjeﬁCir-g"' %jefl(%.__go )
This requires#, # gef Simulation runs per generation. The
matrix F°captures all pairwise competitive interactions between
the two populations.
Objective aggregation: To assign tness to each strategy, we

aggregate its performance across all opponents. For o ense strategy
G, we collect all objective values from row 8 df.F

Fo =fFC»80 901 241 9 = 1o iaiett

(6)

@)

8)

9)

ened to explore resource-constrained scenarios and their impact where F»8+ 99/extracts the rsttwo objectives (0 ense objectives)

on game balance.

from the evaluation matrix. Similarly, for defense strategy, we



collect:
FOol = fFC580 902 14 1 8 = 17" o # (10)

where F»8+ @+ ¥extracts the last two objectives (defense objec-
tives).

Z-score ltering: To improve robustness against evaluation
noise and outliers, we apply Z-score Itering before aggregation.
For o ense strategyG, let {9y = F°»8+ 92/denote the o ense
objectives from matchup8¢ 9%e compute the mean and standard
deviation:

1 O o _M 1 O
fo fg S —
f2F IFg' 1 1

if
f2FQ

(11)

~0 ~ 0 02,
8 ngoj 8

where the variance is computed element-wise. For each matchup

18+ 9°, we compute Z-scores for both objectives:

J{g»:Va "2 »:Vij
lgpva=bo 8 77,

1 2 fle2ge
f9 »¥,n

(12)
wheren =100 prevents division by zero. We keep only matchups
where both objectives satisfy the threshold:

o, ltered _ <o
F8 - f8

o :lg®1¥% threshandlge»2% thresh ¢ (13)

where lihresh = 270 is the threshold.
Aggregated tness: The nal aggregated objectives for o ense
strategy @are:

1 O

-0, ltered :
JFS J fZFé], Itered

° 1G9 = fo (14)

with analogous computation for defense strategies.
4.2 Alternating Co-evolutionary Cycles

Rather than evolving both populations simultaneously, we alternate
which population adapts while the other remains xed. This creates
focused evolutionary pressure and prevents both sides from drifting
simultaneously, which is crucial for balance assessment.

Cycle structure: The algorithm uses a cycle parameteg © gief/s
that speci es how many consecutive generations each popula-
tion evolves. For example, with cyclé5%the o ense population
evolves for 5 generations while defense remains xed, then defense
evolves for 5 generations while o ense remains xed. This pattern
repeats throughout the optimization.

Evolutionary operators: During each evolution phase, we ap-
ply standard NSGA-II operations [2]:

Selection: Tournament selection (tournament size 3) based on
non-dominated rank and crowding distance. The tournament win-
ner is the individual with the best rank, or if ranks are equal, the
individual with the largest crowding distance.

Crossover: Simulated binary crossover (SBX) with distribution
index[ > = 5 for real variables, uniform crossover for integer vari-
ables (50% probability of swapping parent values).

Mutation: Polynomial mutation with distribution index[< =7
for real variables, random selection from bounds for integer vari-
ables.

The alternating structure ensures that as one population im-
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Initialize
both populatlons

Evolve 0 ense
% generatlons

during o ense evolution

Evolve defense
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O ense xed
during defense evolutio|

[ )
-~ )
,’// [ Defense xed }
[ )
[ )

o

Figure 2: Alternating co-evolution cycles: populations take
turns evolving while the opponent remains xed, creating
competitive pressure.

Repeat until
termination

robust strategies. This mechanism is essential for balance assess-
ment: if one side can consistently dominate despite the other's
adaptation, imbalance is revealed.

4.3 Multi-objective Selection

Each population maintains its own Pareto-optimal front, represent-
ing trade-o s between the agent's objectives. The co-evolutionary
process pushes these fronts toward better regions of objective space
while maintaining diversity.

Non-dominated sorting: After competitive evaluation and ag-
gregation, we apply non-dominated sorting to each population
separately. Strategies are ranked into fronts based on Pareto dom-
inance: a strategy dominates another if it is better in at least one
objective and no worse in any objective. The rst front contains
all non-dominated strategies, the second front contains strategies
dominated only by the rst front, and so on.

Crowding distance: Within each front, we compute crowding
distance to promote diversity. Crowding distance measures how
isolated a solution is in objective space solutions with larger crowd-
ing distances are preferred as they help maintain a well-distributed
Pareto front.

Survival selection: Each population maintains a xed size (typ-
ically 50 individuals). After creating o spring through crossover
and mutation, we merge parent and o spring populations, then
select survivors using non-dominated rank (preferring lower ranks)
and crowding distance (preferring larger distances within the same
rank). This ensures both convergence toward the Pareto front and
diversity along it.

4.4 Balance Assessment via Movement Metric

The key contribution of our approach is the movement metric,
which quanti es game balance by measuring how much each player
sacri ces due to competitive pressure. This metric connects the co-

proves, the other must adapt to counter those improvements, creat- evolutionary process to classical game theory principles, providing

ing an arms race that naturally drives both sides toward balanced,

a theoretical foundation for balance assessment.
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Cooperative optimization baselines: To establish theoretical
upper bounds, we run cooperative optimizations where one player
controls both o ense and defense variables, optimizing only their
own objectives idealizing the fact the opponent fully cooperates
with the agent currently optimizes its moves. This represents the
maximum claim each player can achieve if unopposed. Cooperative
0 ense optimization yields Pareto fronP g,,, with hypervolume
HVZoop @nd cooperative defense optimization yielﬂé'gép with

hypervolume H\ES, .

Co-evolutionary equilibrium: The co-evolutionary process
converges to a competitive equilibrium where both players optimize
against each other. This equilibrium yields Pareto froft§,e, and
paef with hypervolumesHV?,., and HVYEL | representing what
each player can achieve in competitive play.

Movement de nition: Movement quanti es the sacri ce (per-
formance loss) incurred due to competitive pressure. For o ense

and defense, movements are de ned as:

Movemeny = HVZy, HV Zoey (15)
Movementer = HVion, HV fof (16)

Movement measures the gap between maximum claim (coop-
erative) and competitive equilibrium (co-evolutionary). A larger
movement indicates greater sacri ce, meaning the player was pulled
further away from their theoretical best case during competitive
co-evolution.

Balance condition: A game is considered balanced when move-
ment values for o ense and defense are approximately equal:

jMovemeny Movementgef N paanc® a7)

wherenyaanceiS a tolerance threshold (typically 0.05 0.10 in nor-
malized space). When movement values are roughly equal, both
sides experience similar competitive pressure and sacri ce sim-
ilar amounts of performance relative to their theoretical upper
bounds, indicating fair and balanced competitionMbvemeng
Movementes, the game favors o ense (o ense sacri ces less). Con-
versely, if Movemerng  Movement gef, the game favors defense.
Theoretical foundation: The movement metric connects to
von Neumann's game theory framework §, where each player
has a maximum justi ed claim. In our multi-objective setting, these
claims are represented by cooperative Pareto fronts. Equal move-
ment values imply that both players sacri ce equally due to com-
petitive pressure, which is equivalent to game balance (fairness) in
the von Neumann sense. This theoretical connection justi es using
equal movement as a quantitative measure of game balance.

5 Experimental Setup

We conducted co-evolutionary optimization experiments to assess
game balance across di erent con gurations. This section describes
the algorithm parameters, baseline comparisons, evaluation metrics,
and case studies.

5.1 Algorithm Con guration

The algorithm parameters were selected to balance exploration and
exploitation while maintaining computational feasibility. Table 1
shows population and evolution parameters, Table 2 details the
evolutionary operators, and Table 3 speci es robustness parameters.

Table 1: Population and Evolution Parameters

Parameter Value
Population size (# , # def) 50
Maximum generations 200

Alternating cycle (»g *@ef¥s)  [5, 5]

Table 2: Evolutionary Operators

Operator Parameter
Crossover probability (2) 0.9
Mutation probability (% ) 0.3
SBX distribution index (p) 5
Polynomial mutation index (k ) 7
Tournament selection size 3
Duplicate elimination Enabled

Table 3: Robustness Parameters

Parameter Value
Z-score ltering threshold (lthresh) 2.0
Numerical stability epsilon (n) 1y

5.2 Baseline Comparisons

To assess the e ectiveness of co-evolutionary optimization and es-
tablish theoretical upper bounds, we compare against two baseline
approaches:

Cooperative with 0 ense: Optimizes both o ense and de-
fense variables together, but only from the o ense perspective
(optimizing o ense objectives). This establishes the theoretical up-
per bound: What is the best o ense can achieve if it could control
both o ense AND defense strategies? Uses regular NSGA-II (not
co-evolutionary NSGA-II).

Cooperative with defense: Optimizes both o ense and de-
fense variables together, but only from the defense perspective
(optimizing defense objectives). This establishes the theoretical up-
per bound: What is the best defense can achieve if it could control
both defense AND o ense strategies? Uses regular NSGA-II (not
co-evolutionary NSGA-II).

Both baselines use the same NSGA-II algorithm and objective for-
mulations, but operate on a single population with the opponent's
variables also optimized from the optimizing side's perspective. This
allows us to quantify the bene t of competitive co-evolution versus
isolated optimization and provides the reference points needed to
compute movement metrics.

5.3 Evaluation Metrics

To assess game balance and the e ectiveness of co-evolutionary
optimization, we employ several quantitative metrics derived from
multi-objective optimization theory.

Hypervolume: Hypervolume (HV) is a widely-used metric for
assessing the quality of Pareto-optimal fronts. For a Pareto front
P =ff;e”""# gin objective space, the hypervolume is the volume
of the region dominated by P with respect to a reference point r:

|

HViPero=Vol  ff%:f 0 rg «
f2pP

(18)

where denotes Pareto dominance (assuming minimization). In
our 2D objective space, this reduces to the area of the dominated
region. To ensure comparability, we normalize objectives using



ideal and nadir points computed from all evaluations:

ff ideal

= fradr 7 deal’ (19)
where i@ = min;, ¢ f and f"24" = max, ¢ f are computed element-
wise over all evaluation§ . After normalization, the reference point
becomes r = »1+1¥and hypervolume values range from 0 to 1.

Movement Metric: Movement quanti es the sacri ce or per-
formance loss incurred due to competitive pressure by comparing
co-evolutionary results against cooperative optimization baselines.
For o ense and defense, movements are de ned as:

(20)
(21)

Movement HVCoop HV Soev?

Movementes HVEeh, HV Sor)

Movement measures how much better the cooperative hyper-
volume is compared to co-evolutionary hypervolume. A smaller
movement value indicates less sacri ce and better competitive per-
formance relative to the theoretical upper bound. Equal movement
values between o ense and defense indicate equal sacri ce, sug-
gesting balanced competitive pressure.

Balance Assessment: A game is considered balanced when the
movement values for o ense and defense are approximately equal:

HV Movement = jMovemerny Movementgefi N paiancg (22)

wherenyaanceiS a tolerance threshold (typically 0.05 0.10 in nor-
malized space). When movement values are roughly equal, both
sides experience similar competitive pressure and sacri ce similar
amounts of performance relative to their theoretical upper bounds,
indicating fair and balanced competition.

Random Sampling Baseline: We employ uniform random sam-
pling to establish baseline performance distributions. For each strat-
egy space, we generate random populations by sampling uniformly
from the variable bounds, providing an unbiased baseline repre-
senting the performance distribution of random strategies without
optimization. We generate populations of si#&ampe = 500 for
both o ense and defense, resulting #sample # sample= 256000
pairwise evaluations that characterize the objective space without
evolutionary bias.

5.4 Decision Variables

The optimization operates on two sets of decision variables: o ense
variables £, = 7) and defense variablesgs = 15). Table 4 lists
all variables used in the optimization, along with their types and
bounds.

5.5 Three Case Studies
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Table 4: Decision Variables Used in Co-Evolutionary Opti-

mization

Agent  Variable Type Bounds
standard_count Integer [0, 50]
fast_count Integer [0, 40]
armored_count Integer [0, 30]

88959 missile_count Integer [0, 36]
low_alt_count Integer [0, 40]
high_alt_count Integer [0, 30]
speed_modifier Real [0.5, 2.0]
sam_count Integer [0, 30]
shorad_count Integer [0, 50]
manpads_count Integer [0, 60]
threat_prioritization ~ Real [0, 1]
engagement_range Real [100, 800]
multi_target_threshold Integer [1, 20]
ammo_conservation Real [0.1,1.0]

(Dl%fg?se power_allocation Real [0.3, 1.0]
angular_lead Real [0.1,5.0]
burst_size Integer [1, 20]
tracking_sensitivity Real [0.1,5.0]
interception_method Real [0, 1]
counter_evasion Real [0.1,1.0]
deployment_strategy Real [0, 1]
early_warning_range Real [500, 2000]

Table 5: Cost structure: Case 1 (Expensive-O ence)

Variable Unit Cost for O ense  Unit Cost for Defense
standard_count 5

fast_count 8

armored_count 12

missile_count 15

low_alt_count 6

high_alt_count 9

speed_modifier 4

sam_count 2000
shorad_count 1200
manpads_count 600
threat_prioritization 1200
engagement_range 1000
multi_target_threshold 600
ammo_conservation 800
power_allocation 2000
angular_lead 400
burst_size 200
tracking_sensitivity 1600
interception_method 1200
counter_evasion 1800
deployment_strategy 800
early_warning_range 1200

5.5.2 Case 2: Expensive-Defence Configuration. Table 6 shows the

cost structure the Expensive-Defence case with larger resources for
gg.rése.é:al‘%grg:%g a%vggéhc?orr?ﬂs&?rgt%% P ]ngle 7 shows the cost struc-
ture for the balanced case with similar resource values. Figure 5
shows the respective PFs.

6 Results

Two-objective PFs for each of the three cases obtained by our multi-

objective coevolutionary algorithm are shown in Figures 3, 4. and 5.
Two cooperative PFs (o0 ense and defense) obtained by NSGA-Il are

We analyze three distinct scenarios to evaluate game balance under also shown in each gure. While the convex hull of all evaluated

di erent con gurations. Each case uses the same co-evolutionary
algorithm parameters (Table 1) but varies cost structures to create
di erent balance conditions. The cases are designed to test the
algorithm's ability to detect imbalance, quantify advantages, and

strategies are marked with an encompassing dashed boundary to
indicate the extent of all strategies evaluated by the proposed co-
evolutionary algorithm, the convex hull for each individual agent's

PO strategy with respective all opponent's PO strategies are also

validate balanced designs. Tables 5, 6, and 7 show the cost structuresshown in dashed boundaries to have a better understanding of

for each case.

the dependence of a strategy on opponent's strategies. The yellow

5.5.1 Case 1: Expensive-O ence Configuration. Table 5 shows thgegion is obtained by computing 250,000 random pairs of strategies.

cost structure for the Expensive-O ence case having larger re-
sources compared to o ense. Figure 3 shows the individual and
competitive fronts.

The hypervolume movement metric quanti es how much each
player sacri ces due to competitive pressure, providing a direct
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