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Learning for effective problem information from already explored search-space in an optimization run, and utilizing it to improve
convergence properties, have presented important directions in Evolutionary Computation research. In this paper, we propose an
approach that generates pairs of previous and current generation solutions—learns the salient patterns using a machine learning (ML)
model—and uses the learnt ML model to progress/improve some offspring solutions in an adaptive manner. This approach, constituting
the above three modules, is referred to as Innovized Progress (IP) operator in this paper. On a number of test and engineering problems
involving two and three objectives, with or without constraints, we demonstrate faster convergence behaviour when an Evolutionary
Multi-objective Optimization (EMO) algorithm is integrated with the proposed IP operator, as compared to the original EMO algorithm
without the IP operator. The results are encouraging, pave a new path for the performance improvement of EMO algorithms, and set
the motivation for further exploration on more challenging problems.
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1

INTRODUCTION

Optimization is an iterative process which usually starts with one (for point-based methods) or more (for populationbased methods) random solutions. For our discussions here, we restrict ourselves to population-based optimization
algorithms. The solutions are modified by using a series of predefined operators in the hope of arriving near to the true
optimal solutions. For multi-objective optimization, a number of Pareto-optimal (PO) solutions are our target and hence
population-based methods are ideal for finding a set of well-diversified and well-converged solutions [Coello et al. 2002;
Deb 2001].
Recent studies in EMO have focused on an online innovization approach [Deb and Datta 2012; Gaur and Deb 2017;
Ghosh et al. ress] which attempts to extract inter-variable patterns or relationships that exist among non-dominated
solutions and use them back as additional operators (apart from crossover and mutation) in subsequent generations. The
online innovization studies [Bandaru and Deb 2011; Dudas et al. 2013], so far, have been restricted to certain structures
of relationships, despite some limited generic studies [Bandaru and Deb 2013]. These studies provide a promising
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direction for exploration via genetic operators and exploitation via these inter-variable relationships derived by learning
from elapsed generations within an optimization run.
In this paper, we propose a generic online ML-assisted knowledge extraction method to capture the directional
improvements of solutions in the variable space, particularly suited for EMO algorithms. Then, we use the learnt ML
model, here artificial neural network (ANN), to facilitate a leaping transition or progress the EMO’s offspring solutions
in the learned directions. However, this proposition is not exclusive to ANN as the ML method; other methods such as
random forests, extreme learning machine, etc., could be used as well. Together, we call it an innovized progress (IP)
operator, that constitutes three modules: (a) training-dataset generation, (b) ML training, and (c) offspring’s progression. In
the training-dataset generation module, a solution from previous generations is mapped to a non-dominated solution in
the current generation, with the help of reference-vectors set up at the start of the EMO algorithm. The variable vectors
of these mapped pairs of solutions are then used as the training dataset for training the ML model in ML training module.
In the offspring’s progression module, this trained ML model is then applied to progress/improve some of the offspring
solutions (created by an EMO algorithm’s usual genetic operators) at a regular interval of generations. This innovized
progress (IP) operator is expected to improve the offspring solutions by the knowledge, here directional improvements,
learned and captured in the ML model from evolution in earlier generations, without requiring any additional function
or solution evaluations.
Any EMO algorithm, combined with such a learning-based operator, has a better prospect of converging faster than
the original algorithm without this operator. The concept of learning during an optimization run is not new; the recent
online innovization studies and developments in machine learning algorithms give us the motivation to launch this
study. However, it is important to not confuse this learning mechanism as anything similar to (i) a local search, as the
transition may not restrict the progressed solution to be local to the operand point and there is no effort to repeatedly
use the ANN to guarantee convergence, or (ii) a surrogate-modeling method, as no effort is spent here in modeling the
objective or constraint functions, rather the mapping between a variable vector and its improved version is achieved.
In the remainder of this paper, a brief overview of the learning-based multi-objective optimization algorithms and
current state-of-the-art in online innovization is provided in Section 2. The proposed IP operator and its integration
with an EMO algorithm is outlined in Section 3. The working principle and properties of the proposed operator along
with differences from local-search and surrogate-modeling methods are discussed in Section 4. Results and discussion
are presented in Section 5. Results on real-world problems are presented in Section 6. Finally, conclusions of the study
are presented in Section 7.
2

LEARNING-BASED IMPROVEMENTS IN MULTI-OBJECTIVE OPTIMIZATION: PAST STUDIES

Since early nineties, many efficient EMO algorithms (EMOAs) were proposed. For complex problems, the usual genetic
operators, such as crossover and mutation, when used alone, are not effective enough to reach to the optimal solution
set quickly [Li et al. 2013; Pelikan et al. 2002]. Evolutionary computation (EC) researchers have devised customized
operators and custom initializations to handle different complexities [Coello and Lamont 2004; Deb and Myburgh
2017]. However, to keep the algorithms generic, researchers have also resorted to online learning and adaptations
to improve the efficiency of convergence. Among various methods, estimation of distribution algorithms (EDAs)
[Miuhlenbein and Paaß 1996], Bayesian optimization algorithms (BOAs) [Pelikan et al. 1999] and like have attempted to
learn the inter-variable linkage information from past generations and utilized the information to create new solutions.
Evolutionary algorithms (EAs) are hybridized with local search (LS) methods to aid in local convergence of best EA
solutions [Ishibuchi and Narukawa 2004; Jaskiewicz 2002]. Complex fitness landscapes are intentionally smoothed using
COIN Report Number 2021003

A Learning-based Innovized Progress Operator

3

simplified surrogate models so that a broad search of good regions can be expedited [Emmerich et al. 2006; Hussein
et al. 2018]. Recently proposed online innovization methods learn variable relationships in certain predefined functional
forms from non-dominated solutions and utilize the learnt functionals to repair offspring solutions [Gaur and Deb 2017;
Ghosh et al. ress]. While all these ideas can be generically implemented without any problem heuristics to improve
an EMO’s performance, in this paper, another such generic online adaptation approach is proposed (IP operator) that
learns from the history of evaluated solutions (not from current generation alone) and uses the learnt information to
improve/progress the offspring population. Next, a few specific past efforts are discussed, followed by their differences
from the proposed operator.
S-MOGLS–A hybrid algorithm (EA and LS), which uses the weighted sum of different objectives as the fitness
function for the local search step, was proposed in [Ishibuchi and Narukawa 2004]. Apart from this, neighborhood
search (NS), a fundamentally different approach from local search, was combined with EMO to propose C-MOGLS
[Murata et al. 2002]. Two additional approaches with weighted-sum methods were proposed in [Goel and Deb 2002],
where the former used local search once the optimization run was finished, while the latter used local search with
NSGA-II and applied it to all offspring generated in all generations. Even though the weighted-sum approach produced
better results, one of the critical issues was that the offspring population could also be degraded by the local search
[Ishibuchi and Narukawa 2004]. Further, an Achievement Scalarizing Function (ASF)-based approach was presented in
[Sindhya et al. 2008], where an ASF function was used as the fitness function for performing the local search.
However, local search requires additional function evaluations beyond the offspring evaluations which happen every
generation. To deal with these additional function evaluations associated with local search methods, there are some
studies which use a surrogate-modeling approach to perform the local search [Lima et al. 2009, 2006]. These methods
combine a structural hill-climber for local search with the Bayesian Optimization Algorithm (BOA) [Pelikan et al. 1999],
in which the search neighborhoods are defined by the dependency groups learned by the probabilistic model of BOA.
Despite these efforts, the choice between using surrogate-modeling and using actual fitness-evaluations only was
inconclusive, since different dynamics were observed for different problems [Lima et al. 2006].
Exploitation of the underlying problem structure, in terms of inter-variable or variable-objective dependencies, in
order to converge towards the optimal solution, is not new. Estimation of Distribution Algorithm (EDA) emerged as a
new class of EMO algorithms starting in 1996 [Miuhlenbein and Paaß 1996]. EDA was designed to directly extract the
global search space statistical information from the search and build a probabilistic model of elite solutions. The model
would then be used to sample new solutions for further iterations. Although EDA has been applied to multi-objective
optimization, there are two major issues: (i) how to select parents and (ii) how to build the probability distribution
model [Chen et al. 2006]. In order to deal with real-valued problems, several approaches have been proposed to extend
EDA, such as mapping from the original problem search space to a new domain, and then mapping the solution back
to the problem domain [Xu et al. 2014]. MONEDA–Multi-objective Neural EDA uses a modified growing neural gas
network for the model-building step [Luis et al. 2008]. This is a custom-built model specifically for this optimization
task. However, the results documented were only on DTLZ problems with objectives ranging from 𝑀 = 3 to 9 and the
GAs used for benchmarking are NSGA-II and SPEA2, which are known for solving two- and three-objective problems
well, but have difficulty with more objectives.
Apart from MONEDA, ANNs (or other ML methods) have been used in the domain of EMO for surrogate- or
meta-modeling methods, particularly in problems where the actual function evaluations are computationally very
expensive. The idea is to model the variable-objective relationships locally and use it to evolve towards a better solution
in the surrogate model space, which may also represent a better solution in the actual problem space. Thus, such an
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Table 1. Relevant Operational Differences between EMOAs like NSGA-II/III, MOEA/D, MO-EDA (Multi-Objective Estimation of
Distribution Algorithm), Surrogate-Assisted EA(s), EMO-LS (EMO with Local Search) and EMO with proposed IP operator. The steps
that involve potential use of ML are marked in color. Notation: C+M: Crossover + Mutation, 𝑋 : Decision Space, 𝐹 : Objective Space

Operation
New Solutions
FE(s)
Improvement step
Total FE(s)
Mapping

NSGA-II,III
C+M
𝑁
None
𝑁
-

MOEA/D
C+M
𝑁
None
𝑁
-

EMO-LS
C+M
EMO: 𝑁 , LS: 𝑁𝐿𝑆
Local Search
𝑁 + 𝑁𝐿𝑆
-

MO-EDA
Sampling
𝑁
None
𝑁
-

Surrogate-Assisted EA
C+M
Exact: 𝑁 , Approx.: 𝑁𝑎𝑝𝑝.
None
𝑁
𝑋 →𝐹

EMO with IP
C+M
𝑁
IP operator
𝑁
𝑋 →𝑋

approach may require fewer actual function evaluations in order to converge. There are other models used as well,
including gaussian regression models [El-Beltagy et al. 1999], and gaussian random-field models [Emmerich et al. 2006].
As concluded in [El-Beltagy et al. 1999], for a dataset size 𝑁 , the computational complexity of model building is of
𝑁 3 order. This means that the computationally efficient algorithm will involve fitting multiple local meta-models to
alleviate the evaluation burden in the actual problem space. A relatively recent study [Hussein et al. 2018] explores
different meta-modeling frameworks and proposes a unified algorithm which can switch between different frameworks
during the optimization run to ensure earliest convergence. Together with the surrogate fitting, a local or global search
optimization algorithm is deployed on the surrogate surface to improve the solution quality, and the optimal solutions
found in the surrogate space are then evaluated on the actual (expensive) fitness function, thereby reducing the overall
number of actual function evaluations required.
The proposed innovized progress operator in this paper should not be confused as a local search operator or another
surrogate-modeling method. Differences with various optimization approaches are summarized in Table 1. One distinct
difference is that the IP operator progresses a variable vector (𝑋 ) to another and hopefully better variable vector (𝑋 ). Also,
the use of ANN as the underlying ML model should not be misconstrued as anything similar to surrogate-modeling. To
highlight, we mark the use of ANN (or ML) in other approaches for their purpose in yellow color. Some EDAs may
use an ANN for feature extraction from good solutions to guide sampling of new solutions, and surrogate-modeling
methods may deploy an ANN for decision space (𝑋 ) to objective space (𝐹 ) mapping in order to approximate and in turn
reduce some function evaluations.
The differences of our approach from local search methods and surrogate-modeling methods are further elaborated
in Sections 4.4 and 4.5, respectively.
Online Innovization
Innovization is a two-step task proposed first by Deb in 2003 [Deb 2003] and exemplified on a number of engineering
problems in 2006 [Deb and Srinivasan 2006]. The first step is to obtain a set of high-performing trade-off solutions
pertaining to a problem, which can be achieved by optimizing the problem for a minimum of two conflicting objectives,
such as cost and quality. The second step is to analyze the high-performing solutions to reveal relationships among
problem variables, objectives, and constraints, that are common to majority of the solutions. Online innovization denotes
the discovery of innovized relationships present in the non-dominated solutions at any intermediate generation during
an optimization run, and their subsequent use within the same run to enhance the convergence properties of the
solutions [Bandaru and Deb 2011; Gaur and Deb 2017; Ghosh et al. ress]. These relationships are used to repair the
offspring solutions of subsequent iterations (created by genetic operators), in order to force the solutions to possess
some properties of the good solutions found thus far [Gaur and Deb 2017].
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While there is no doubt about the advantage of using learnt information during an optimization run to improve
its convergence, important issues of concern are: the process of learning, the type of information to be extracted, and
the process of utilizing the learnt information in subsequent generations. The proposed IP operator is motivated by
the online innovization concept, but uses the history of solutions (from previous generations) by first classifying the
solutions based on their location in the objective space, and then learning the directional improvements (transition
patterns) through an ANN (the ML method), to apply to newly created offspring solutions. As shown previously by
[Mittal et al. 2020b], using an ANN to repair (now referred to as progress) the offspring solutions shows promise. In
this study, we explore, extend and evaluate the concept to various multi-objective problems, revealing insights for its
working, accompanied by explanations.
3

PROPOSED INNOVIZED PROGRESS (IP) OPERATOR

The proposed IP operator can be used with any base EMOA, such as NSGA-II [Deb et al. 2002], NSGA-III [Deb and Jain
2014; Jain and Deb 2014], MOEA/D [Zhang and Li 2007], or others. The proposed operator constitutes three modules:
(a) training dataset generation, (b) ML Training, and (c) offspring’s progression. In the first module, an input archive
of population members from the past few generations is preserved and a mapping scheme (guided by the dual goals
of an EMOA – convergence and diversity) is used to map those solutions to the selected non-dominated solutions in
the current generation, yielding the training-dataset. Then, in second module, this dataset is processed and used for
ML training, or here, ANN training. Finally, the trained ANN is used to improve/progress some of the the offspring
solutions in the third module. These three modules are discussed in more detail in the following subsections, followed
by their integration with EMO algorithm(s).
3.1

Training Dataset Generation

At generation 𝑡 of an EMOA, let the parent and child populations, each sized 𝑁 , be referred to as 𝑃𝑡 and 𝑄𝑡 , respectively.
Also, let the parent population members from current and 𝑡𝑝𝑎𝑠𝑡 previous generations constitute an input archive 𝐴𝑡
(sized 𝑆), to provide inputs for the input-target (or input-output) dataset for ANN training. Let 𝑋 and 𝐹 represent the set
of variable and objective vectors, respectively.
It is critical that the dataset, to be used for ML training, be prepared in such a manner that the IP operator achieves
the goals of an EMOA, namely convergence-to and diversity-across the Pareto-front (PF). Towards this realization: (a)
reference points must be created that are well distributed across the 𝐹 -space, (b) a non-dominated member in 𝑃𝑡 is
associated with each reference point, and referred to as the target point in 𝐹 -space for that reference point, and (c)
each member in 𝐴𝑡 is associated with one of the reference points (hence, to its target point), and referred to as the
input point in 𝐹 -space. That is, the members of 𝐴𝑡 serve as inputs or starting points, and non-dominated members of 𝑃𝑡
serve as their target points. The 𝑋 vectors underlying all input-target points (that is, vectors of differences between
input and target vectors in the design variable space) constitute the input-output dataset for ML training. Implicitly,
the subsequent ML training on the input-output dataset is about learning the transitions in 𝑋 space that lead to better
convergence (transition of inputs to targets), while maintaining diversity across the 𝐹 -space. Finally, this learnt ML
model, for the desired transitions in 𝑋 -space (that reflect good transitions in 𝐹 -space), is implemented through the
offspring’s progression module on some fraction of 𝑄𝑡 (discussed later).
While the overarching principle is highlighted above, the training-dataset generation procedure is summarized in
Algorithm 1, and the associated details are as follows. For generating the reference-point set R (dimensions=𝑀, size=𝑁 ),
Das-Dennis method [Das and Dennis 1998] has been used. The number of reference points is set to be identical to the
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population size 𝑁 . In order to have the same number of reference points as 𝑁 , the number of gaps (𝑝) as defined in the
√
Das-Dennis method, is chosen as 𝑝 = 𝑁 − 1 and 𝑝 ≈ ⌊ 2𝑁 − 1.5⌋, for two- and three-objective problems, respectively.
The choice of 𝑝 is just to make the number of reference-points equal to 𝑁 .
Notably, the association of target or input points with the reference points is based on computation of ASF [Wierzbicki
1980], with a uniform weight vector 𝑤 = (1, 1, . . . , 1)𝑇 of size 𝑀 × 1, and normalized objective function values described
by Equations 1-3. In that, 𝑍 ideal and 𝑍 nadir represent the ideal-point and nadir-point for the archive 𝐴𝑡 ; 𝐹𝑖,𝑘 represents
the 𝑘 𝑡ℎ objective value for 𝑖 𝑡ℎ Archive member; and 𝐹¯𝑖,𝑘 represents the corresponding normalized objective value.
The use of ASF for association, instead of an alternative perpendicular distance measure (as used in NSGA-III [Deb
and Jain 2014]), has the following benefits: (i) it is a single-valued measure that accounts for the distance from the
reference vector as well as improvement in its direction, and (ii) it is computationally less expensive than calculating
the perpendicular distance.
𝑆

𝑍𝑘ideal

=

𝑍𝑘nadir

=

𝐹¯𝑖,𝑘

=

min 𝐹𝑖,𝑘 ,

(1)

𝑖=1
𝑆

max 𝐹𝑖,𝑘 ,

(2)

𝑖=1

𝐹𝑖,𝑘 − 𝑍𝑘ideal
,
𝑍𝑘nadir − 𝑍𝑘ideal

∀𝑘 = 1, . . . , 𝑀

(3)

Algorithm 1 Data_Generation(R, 𝐴𝑡 , 𝑃𝑡 )
Require: Reference points R, input-archive 𝐴𝑡 , current population 𝑃𝑡 , population size 𝑁
1: {𝑋 𝐴 , 𝑋 𝑃 } ← Variable vectors in 𝐴𝑡 and 𝑃𝑡
2: {𝐹 𝐴 , 𝐹 𝑃 } ← Objective function values in 𝐴𝑡 and 𝑃𝑡
3: Compute 𝑍 ideal & 𝑍 nadir from 𝐹 𝐴
¯ ¯
4: { 𝐹 𝐴 , 𝐹 𝑃 } ← Normalized 𝐹 𝐴 and 𝐹 𝑃 using 𝑍 ideal and 𝑍 nadir
¯
5: 𝑇 ← BestASF(R, 𝐹 𝑃 , 𝑋 𝑃 , 𝑁 )
6: 𝐼𝑛𝑝𝑢𝑡 ← 𝑋 𝑃 \𝑇
7: 𝑂𝑢𝑡𝑝𝑢𝑡 ← RefASF(𝐼𝑛𝑝𝑢𝑡,𝑇 , R, 𝑁 )
8: 𝐷𝑡 ← [𝐼𝑛𝑝𝑢𝑡, 𝑂𝑢𝑡𝑝𝑢𝑡]
9: return Training dataset 𝐷𝑡

%Eqs. 1-2
%Eq. 3
% Target Set 𝑇

As evident, Algorithm 1 uses external functions, namely, BestASF and RefASF, individually presented in Algorithms 2
and 3, respectively. The BestASF function associates with each reference point a target—the non-dominated member
in 𝑃𝑡 which offers the best (lowest) ASF value. Similarly, each input point (𝐴𝑡 member that is not a target w.r.t. any
reference point) is associated with a particular reference point by the RefASF function. In effect, these two functions
provide all the input-target pairs of points whose underlying 𝑋 vectors constitute the input-output dataset for ANN
training.
Figure 1 symbolically illustrates the generation of input-target pairing among members in 𝐴𝑡 and 𝑃𝑡 , via their
association with a common reference point. For better visualization, reference points have been replaced by the
direction vectors (𝑅1 to 𝑅6 ) passing though the reference points. The 𝐴𝑡 members are shown with circular markers,
with the non-dominated solutions (A to G) marked in red. With respect to each reference line, those red points which
have incoming blue arrows happen to be the target points by virtue of minimum ASF. Interestingly, point E despite
being non-dominated fails to qualify as a target because its adjacent vectors (R4 and R5) have found other points with
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Algorithm 2 BestASF(R, 𝐹¯𝑃 , 𝑋 𝑃 , 𝑁 )
Require: Reference points R, Normalized Objective values 𝐹¯𝑃 , Variable vectors 𝑋 𝑃 , Population size 𝑁
1: 𝑇 [1×𝑁 ] ← ∅
% initialize an empty target set
2: for 𝑖 = 1 to 𝑁 do
% for each reference point in R
3:
for 𝑗 = 1 to 𝑁 do 
% for each member of 𝐹¯𝑃

¯
𝑀
𝑃
4:
𝐴𝑆𝐹 𝑗 ← max𝑘=1 𝐹 𝑗,𝑘 − R𝑖,𝑘
5:

𝐼 ← arg min𝑁
𝑗=1 𝐴𝑆𝐹 𝑗

6:

𝑇𝑖 ← 𝑋𝐼𝑃

7:

return Targets 𝑇

Algorithm 3 RefASF(𝐼𝑛𝑝𝑢𝑡, 𝑇 , R, 𝑁 )
Require: input solutions 𝐼𝑛𝑝𝑢𝑡, target solutions 𝑇 , Reference points R, population size 𝑁
1: 𝑆 ← Number of data points in 𝐼𝑛𝑝𝑢𝑡
2: 𝐹 ← objective values in 𝐼𝑛𝑝𝑢𝑡
3: for 𝑖 = 1 to 𝑆 do
%for each member of 𝐼𝑛𝑝𝑢𝑡
4:
for 𝑗 = 1 to 𝑁 do 
%for each reference point in R

𝑀
5:
𝐴𝑆𝐹 𝑗 ← max𝑘=1
𝐹𝑖,𝑘 − R 𝑗,𝑘
6:
7:
8:

𝐼 ← arg min𝑁
𝑗=1 𝐴𝑆𝐹 𝑗
𝑂𝑢𝑡𝑝𝑢𝑡 (𝑖) ← 𝑇𝐼
return 𝑂𝑢𝑡𝑝𝑢𝑡

better ASF-values, namely, D and F, respectively. Hence, all points with circular markers that are not targets (including
E) qualify as inputs. This figure also broadly captures the sense as to how the input-target pairings, well spread across
the 𝐹 -space, may facilitate both convergence and diversity, post-ANN-training and subsequent offspring’s progression.
3.2

ML Training

After the training dataset is generated at generation 𝑡 by the above procedure, an ML model, here ANN, is trained to
capture the 𝐼𝑛𝑝𝑢𝑡-𝑂𝑢𝑡𝑝𝑢𝑡 relationships of the decision variable vectors. In this study, the architecture of the ANN used
for training is fixed and the numbers of neurons in input and output layers are set equal to the numbers of variables in
the optimization problem. Apart from these two layers, the ANN (used here) is fixed to have two hidden layers with
30 neurons each. This creates 900 (30 × 30) weights between the two hidden layers, requiring at least that many data
points to train the ANN. If the archive size is around 1,000 (which is reasonable to accumulate after a few generations),
and assuming that there are about 100 Target points and the remaining 900 Input points, the data generation step will
create a training dataset of size 900. For experiments mentioned in the later sections, the loss function used is the Mean
Squared Error, the activation function is sigmoid, and the optimizer is Adam1 . The authors claim no preference towards
the chosen loss function or activation function; some other variants may be tried in further studies. However, the Adam
optimizer is chosen since it has an adaptive learning rate (reducing the number of pre-defined parameters that must
be set). Also, if the loss function does not show improvement in 50 epochs, the learning process is terminated. The
maximum epoch limit is kept as 2,500. This reduces the chances of over-fitting, keeping the learning generalized.
1 The

parameter settings for Adam are taken as default from https://keras.io/api/optimizers/adam/
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Fig. 1. A schematic for data generation for ANN training.

As per the authors’ observations towards better training, the batch size for each iteration is kept as one-fifth of the
size of the training dataset. The loss-function-based termination and the adaptive learning rate reduce the number of
tunable parameters to only two, i.e., 𝑡 freq and 𝑡 past , a parametric study of which is performed in a later section.
Dynamic Normalization of the Training Dataset. There is another step which is essential before the generated 𝑋 -space
dataset for the input-output pairings (Section 3.1) can be subjected to the ANN training. This step, which we call dynamic
normalization of any particular 𝑋 -vector, draws its motivation from the following:
(a) the scales and ranges of different variables may be different
(b) at iteration 𝑡, the range explored by a particular variable (𝑥𝑘𝑢,𝑡 − 𝑥𝑘𝑙,𝑡 ) as a fraction of its total permissible range
(𝑥𝑘𝑢 − 𝑥𝑘𝑙 ), may differ from that of another.
These possibilities may bias an individual variable’s contribution to the total error, leading to a biased training/learning,
since most learning methods, including ANN, rely on minimization of some error function to be able to modify the
parameters, and yield a Predict function. In the case of an ANN, these parameters are nodal weights and their
respective bias values. In learning as a classifier, Mean Squared Error (MSE) works well in one or two dimensions, but
our output dimensions are equal to the number of variables (maximum 30 in the examples solved in this paper). Hence,
the contribution of each variable to the value of MSE must be “evened out", on both accounts ((a) and (b)) above, towards
which we propose dynamic normalization based on Equation 4.
𝑥𝑘 − 𝑥 min
𝑥¯𝑘 = max 𝑘 min ,
𝑥𝑘 − 𝑥𝑘
where




𝑥𝑘min = 0.5 𝑥𝑘𝑙 + 𝑥𝑘𝑙,𝑡 , and 𝑥𝑘max = 0.5 𝑥𝑘𝑢 + 𝑥𝑘𝑢,𝑡 .
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This normalization, which gives equal importance to a variable’s absolute and current range, is employed twice in every
generation of the underlying EMOA:
(1) to normalize the generated dataset before the ANN is trained.
(2) to normalize each offspring before it is progressed, and then to de-normalize the progressed offspring back to the
original variable-space (in 𝑥𝑘 ∈ [𝑥𝑘𝑙 , 𝑥𝑘𝑢 ]).
3.3

Offspring’s Progression

In this module, the trained neural network is used to progress the offspring solutions obtained after applying the
crossover and mutation operations at generation 𝑡. There are three steps in this progress module, as described below.
3.3.1 Select and Progress. Once the offspring population 𝑄𝑡 is created using the conventional genetic (crossover and
mutation) operators on 𝑃𝑡 , 50% of 𝑄𝑡 members are selected randomly to be subjected to progress. Interestingly, random
selection does away with the need for function evaluation a priori. While the percentage of 𝑄𝑡 members to be progressed
may be varied, the rationale for the choice of 50% lies in the quest to balance the potential gains and the risk associated
in utilizing the trained ANN for progressing the offspring solutions. It may be noted (Section 3.1) that the input-target
pairing done in the 𝐹 -space is directly mapped onto the input-output pairing in the 𝑋 -space, based on which the
ANN is trained. In highly nonlinear problems, this mapping may not allow the ANN to capture the true inter-variable
relationships. In such a scenario, relying 100% on the ANN training and progressing the entire 𝑄𝑡 may be a risky
proposition. Notably, before the selected 𝑄𝑡 members are progressed by the trained ANN using the predict function,
they are normalized using equation 4. Once progressed, these modified offspring solutions are de-normalized back to the
original variable-space.
3.3.2 Near-bound Restoration. Consider a problem where some of the optimum solutions are characterized by extreme/bound values for a particular variable 𝑥𝑖 . Hence, it is desirable that the progress module push 𝑥𝑖 to its extreme.
However, during the initial or even intermediate generations of the underlying EMOA, the training dataset may
predominantly contain 𝑥𝑖 values away from its extremes. Hence, the trained ANN may be biased against the extreme
values for 𝑥𝑖 . Consequently, if a natural offspring (created by conventional genetic operators) possessing a near-extreme
value for 𝑥𝑖 is subjected to progress, it is likely that 𝑥𝑖 gets pushed in the direction opposite to what is desired. In such a
case, progressing 𝑥𝑖 could be self defeating. To help avoid such instances, it is important that variables with values very
close to their extremes not be progressed. From an implementation perspective, where the entire chromosome of a
selected 𝑄𝑡 member is progressed, it is imperative that the progress be undone for variables with values in very close
vicinity of their extremes. To this effect, we propose that in a progressed 𝑄𝑡 member, the original values be restored for
all variables having values within 1% of either extreme.
3.3.3 Boundary Repair. In case progressing an offspring pushes any of its variable values beyond its respective permissible bound, we propose that it be replaced by that bound. Notably, in the EMO domain, there are three common
methods to prevent an operation from setting a variable’s value outside its bound. These include: (i) replacing by the
variable value at its respective bound, (ii) mapping the value inwards, as much as it was outside the bound, and (iii)
choose an arbitrary value within the variable bound. Our choice, in the context of the IP operator, is the first method.
Since the ANN is not developed as a pre-optimization step, but instead is learned during the optimization process,
we call this an Innovized Progress operator, as the learning resembles the innovization process of learning patterns of
solutions from current non-dominated solutions [Deb and Srinivasan 2006].
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Integration with NSGA-II and NSGA-III

The proposed IP operator is presented in Algorithm 4 along with the underlying EMO algorithm, here NSGA-II or
NSGA-III. The pseudo-code represents an intermediate generation of the EMO algorithm with the IP operator related
steps. Lines 3-6 make a check on whether to learn or not—that is, if a sufficient number of generations has passed since
the last progress, as per 𝑡 freq , and if at least half of the parent population has become non-dominated. Lines 7-10 consist
of the first two modules of the IP operator with mapping of individuals, normalization of variables, and training of the
neural network as discussed in Sections 3.1 and 3.2. Lines 14-25 illustrate the progress module discussed in Section 3.3,
addressing 50% selection from the offspring, predictions from the trained ANN, and exemption if a variable lies in
the vicinity of its either bound. Finally, as given in Line 25, all offspring selected from 𝑄𝑡 into 𝐼 are replaced by their
respective progressed offspring given in 𝑅. Since the offspring population is evaluated post-progress, the number of
function evaluations remains the same as in the original EMO algorithm. In principle, such a learning-based progress
operator can be used with any population-based EMO algorithm. The IP related steps will remain same as given in
Algorithm 4, however the other steps may change due changes in the underlying EMO algorithm.
Algorithm 4 Generation 𝑡 of NSGA-II/NSGA-III with IP Operator
Require: Reference Set R, Parent Population 𝑃𝑡 , Archive data 𝐴𝑡 , Collection 𝑡 past , Frequency 𝑡 freq
1: 𝐴𝑡 ← (𝐴𝑡 ∪ 𝑃𝑡 ) \𝑃𝑡 −𝑡 past
2: 𝑓 𝑙𝑎𝑔 ← False
3: 𝑐𝑜𝑢𝑛𝑡𝐴𝑁 𝑁 ← rem(𝑡, 𝑡 freq )
4: if 𝑐𝑜𝑢𝑛𝑡𝐴𝑁 𝑁 == 0 then
% Generate Data for ANN
5:
𝑛𝑑𝑜𝑚 ← Number of non-dominated individuals in 𝑃𝑡
6:
if 𝑛𝑑𝑜𝑚 ≥ 𝑁 /2 then
7:
𝐷𝑡 ← Data_Generation(R, 𝐴𝑡 , 𝑃𝑡 )
8:
Compute Dynamic Normalization bounds: 𝑥 min & 𝑥 max using Eq. 4
9:
𝑁 𝐷𝑡 ← Normalize 𝐷𝑡 using 𝑥 min & 𝑥 max
10:
Train ANN using 𝑁 𝐷𝑡 to develop Predict()
11:
𝑓 𝑙𝑎𝑔 ← True
12: 𝑄 𝑡 ← Crossover + Mutation(𝑃𝑡 )
13: if 𝑓 𝑙𝑎𝑔 ← True then
%Innovized Progress
14:
𝐼 ← Randomly selected 50% 𝑄𝑡
15:
𝑟𝑎𝑛𝑔𝑒𝑘 ← 𝑥𝑘max − 𝑥𝑘min , using absolute variable-bounds specified in the problem
16:
for 𝑖 = 1 to 𝑁 /2 do
17:
𝑡𝑒𝑚𝑝 ← Normalize 𝐼 (𝑖) using 𝑥 min & 𝑥 max , (Dynamic Normalization Bounds from line: 8)
18:
𝑅 (𝑖) ← Predict(𝑡𝑒𝑚𝑝)
19:
𝑅 (𝑖) ← Denormalize 𝑅 (𝑖) using 𝑥 min & 𝑥 max , (Dynamic Normalization Bounds from line: 8)
20:
for k = 1 to 𝑛𝑣𝑎𝑟 do

(𝑖)
(𝑖)
21:
𝑣𝑖𝑐𝑖𝑛𝑖𝑡𝑦 ← min |𝐼𝑘 −𝑥𝑘min |, |𝑥𝑘max −𝐼𝑘 |
22:
if 𝑣𝑖𝑐𝑖𝑛𝑖𝑡𝑦 ≤ 0.01 ∗ 𝑟𝑎𝑛𝑔𝑒𝑘 then
(𝑖)
(𝑖)
23:
𝑅𝑘 ← 𝐼𝑘
24:
25:
26:
27:
28:

Boundary Repair on 𝑅 (𝑖)
Replace 𝐼 (𝑖) by 𝑅 (𝑖) in 𝑄𝑡
Evaluate 𝑄𝑡
𝑃𝑡 +1 ← Survival Selection in 𝑃𝑡 ∪ 𝑄𝑡
return Next Parent Population 𝑃𝑡 +1
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INVESTIGATING THE PROPOSED IP OPERATOR

The concept of using an ANN-assisted learning approach to an EMO algorithm, as proposed here, may seem to be
similar to certain existing practices used with EAs. We consider a few of them here and distinguish how the proposed
approach is different from or similar to each of them. Beyond this point, NSGA-II and NSGA-III with the proposed IP
operator are referred to as NSGA-II-IP and NSGA-III-IP, respectively.

4.1

New Performance Indicator

Apart from analyzing the hypervolume (HV) improvement with the proposed IP operator over the EMO algorithm
without progress, we visualize the number of function evaluations saved. At generation 𝑡 of an EMOA run with population
size 𝑁 , typically the function evaluations spent can be given as 𝐹 𝐸 𝑝𝑟𝑜𝑔𝑟𝑒𝑠𝑠 = 𝑡 × 𝑁 , with hypervolume 𝐻𝑉 𝑡 . Given that
the proposed operator potentially ensures faster convergence, the EMOA run without the IP operator would achieve the
same hypervolume in 𝑡 + Δ𝑡 generations, spending time on Δ𝑡 × 𝑁 extra function evaluations. These extra evaluations
are saved using the IP operator. Hence, we map these percentage function evaluations saved (𝑆) at every generation,
given as,

Δ𝑡 × 𝑁
Δ𝑡
× 100% =
× 100%.
(5)
𝑡 ×𝑁
𝑡
Further, this 𝑆-metric is calculated for individual runs and their median is plotted (Figure 2b) similarly to median
𝑆𝑡 =

HV plots used in many EMO studies. In Figure 2b, it can be observed that the saved evaluations are zero initially for a
few generations. That is due to our initial criterion that the progress does not occur until at least 50% of the current
population members are non-dominated. The mean (shown using a horizontal line) is calculated from the first non-zero
value until the final generation. It may happen that the HV achieved using the IP operator was not possible to achieve
by the same EMOA without IP until the final generation calculated. In this case, the 𝑆-metric plot is terminated once
the maximum hypervolume obtained by the base EMOA (without IP) is achieved, as occurs in Figure 8b. In this case or
similar cases, the mean-line is not shown since the complete information to calculate the mean value is not available.

4.2

Two-objective ZDT1 Problem

First, we discuss and analyze the performance of NSGA-II-IP on the ZDT1 problem. Figure 2a shows the variation of
hypervolume (HV) of 31 runs with and without the IP operator. The hypervolume has been computed with reference
𝑝𝑜𝑝𝑠𝑖𝑧𝑒

points [𝑃, 𝑃] and [𝑃, 𝑃, 𝑃] for two- and three-objective problems, respectively, where 𝑃 = 𝑝𝑜𝑝𝑠𝑖𝑧𝑒−1 . The median HV
variation is shown in a thick black line. The parameter settings for the underlying EMO (NSGA-II) and the IP operator
are given in section 5.2.
From Figure 2a, it is evident that the proposed approach is able to converge faster (higher HV at earlier generations)
than the standard NSGA-II algorithm. In addition, Figure 2b shows the median percentage evaluations saved (𝑆-metric,
Section 4.1), which directly quantifies the benefit of using the proposed operator. Even though the hypervolume
difference is smaller at later generations as compared to the earlier generations, the percentage evaluations saved is
around 60% at the end of 100 generations. This indicates that NSGA-II (without IP) would require 60% more function
evaluations (here, equivalent to 60 more generations) to achieve the same hypervolume as obtained by NSGA-II with the
IP operator (NSGA-II-IP). Also, the mean line suggests that if the EMOA run had to be terminated at any intermediate
generation due to limited function evaluations (as is the case with many real-world problems), the expected number of
additional function evaluations needed to achieve a similar result without using the proposed IP operator is 43% more.
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IP operator with NSGA-II.

Fig. 2. Results for problem ZDT1.

Effectiveness of the IP operator. As mentioned earlier in Section 3.3, the predict function is used to improve a selected
offspring solution x and produce an output variable vector y. Although the learning for updating x to y is done
in the design variable space, the respective objective vector of the learned variable vector is expected to be better
(non-dominated). However, x is progressed without knowing/evaluating the fitness of y or x.This movement has its
roots in the foundation of our method in the training-dataset generation module. The training dataset is generated such
that it can be used to try to map a past solution (good or bad) to a good solution.
For illustration purpose, the median run is chosen with our proposed algorithm applied to ZDT1. At generation 20,
the original offspring population (before progression) is shown in Figure 3a with red crosses, along with the progressed
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(a) Offspring population [HV=0.92084] and progressed population [HV=0.99748] at generation 20 for a random seed run
of proposed algorithm on ZDT1.
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(b) Percentage of progressed and total offspring that survive to
the next generation in ZDT1, indicating better survivability of
progressed solutions.

Fig. 3. Analysis of IP Operator on ZDT1.

To analyze further, the proportion of total offspring population (𝑁 ) and progressed offspring sub-population (0.5 × 𝑁 )
which survived to the next generation are computed after every five generations (in which the progress was done) and
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are plotted in Figure 3b. It is revealing that about 60% - 80% of the progressed solutions are good and survived to the
next generation in the early generations. With further generations, the proportion settles to somewhere around 40%,
which is a reasonably good outcome of our proposed ML-assisted IP operator. It is also clear from the red line with
crosses that a large proportion (around 25%) of the complete offspring population survive to the next generation. This
indicates the importance and effectiveness of the proposed IP operator from start to end of the optimization procedure.
4.3

Comparing with a Linkage-Preserving Offspring Creation Method

One of the ways to enhance the performance of a single-objective EA or a multi- or many-objective EA is to use a
linkage-preserving crossover operator which preserves the variable interactions among variables, rather than using a
variable-wise crossover, such as the SBX operator used above. One way to introduce linkage preservation is to use
differential evolution (DE), which adds a reduced value of the vector difference of two population members to a third
population member. If population members are lined up in certain way to have better fitness values, such an operator
captures the directional spread of the points and automatically restricts the new points to lie along the underlying
direction. In the parlance of our approach, the learning aspect to create new solutions from the current population is
directly embedded in the offspring population creation process.
To compare our proposed IP approach with the above linkage-preserving DE approach, we create two, 10-variable,
bi-objective linked problems, presented below:
Problem L1:
Minimize

𝑓1 (x) = (1 + 𝑔(x))𝑥 1,

Minimize

𝑓2 (x) = (1 + 𝑔(x))(1 − 𝑥 10.5 ),
Í10
𝑔(x) = 𝑖=2
|𝑥𝑖 − (0.2 + 0.6𝑥 1 ) 2 | 0.6,

Where

𝑥𝑖 ∈ [0, 1],

(6)

∀𝑖 = 1, 2, . . . , 10.

Problem L2:
Minimize

𝑓1 (x) = (1 + 𝑔(x))𝑥 1,

Minimize

𝑓2 (x) = (1 + 𝑔(x))(1 − 𝑥 10.5 ),
Í
Í
𝑔(x) = 𝑖 ∈𝐼1|𝑥𝑖 − (0.2 + 0.6 cos(0.5𝜋𝑥 1 ))| + 𝑖 ∈𝐼2 |𝑥𝑖 − (0.2 + 0.6 sin(0.5𝜋𝑥 1 ))|,

Where

𝐼 1 = {𝑖 |𝑖 is odd and 2 ≤ 𝑖 ≤ 10},

(7)

𝐼 2 = {𝑖 |𝑖 is even and 2 ≤ 𝑖 ≤ 10},
𝑥𝑖 ∈ [0, 1],

∀𝑖 = 1, 2, . . . , 10.

The 𝑔() functions in these problems are formulated such that the optimal value of variable 𝑥𝑘 is dependent on the value
of 𝑥 1 for 𝑘 ≥ 2. Both of these problems are solved with four algorithms: NSGA-II with variable-wise SBX operator
(no IP), NSGA-II modified with DE operator (as crossover), MOEA/D (with 70% neighborhood mating probability and
SBX crossover), and NSGA-II with our IP operator (NSGA-II-IP). Since the DE operator can create offspring in which
individual variables may lie outside their respective variable bounds, a variable-boundary repair is needed after the
mating step. In this study, any variable which goes out of bounds is replaced with a randomly selected value within the
respective variable bounds, as is done in [Li and Zhang 2009]. The final fronts obtained by solving Problem L1 with the
aforementioned four methods (with 𝑁 = 200, termination at 1,500 generations) are shown in Figure 4. It is evident that
NSGA-II and MOEA/D (both with SBX-crossover) failed to preserve the diversity well and provided a scattered solution
set, whereas NSGA-II (with DE operator) and our NSGA-II-IP approach are able to arrive at a well-distributed front. A
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Fig. 4. Final non-dominated sets obtained on Problem L1 with four different algorithms including NSGA-II with the proposed IP
operator (NSGA-II-IP).

HV plot (with reference-point = [1.1, 1.1]) (Figure 5a) shows generation-wise evolution of the performance of all four
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Fig. 5. Median HV for different algorithms on the proposed problems L1 and L2.

Similar results are also observed for Problem L2, as is evident from the HV curves plotted in Figure 5b. The HV
metric values are obtained from 31 independent runs. This clearly indicates that a linked offspring generation process
does not produce comparable learning as fast as our proposed IP operator.
Interestingly, if the original ZDT1, ZDT2 and ZDT3 problems are optimized using the NSGA-II-DE approach without
any ANN-assisted learning, we obtain worse performance than the original NSGA-II with the SBX operator, as shown
in Table 2. Since 𝑥𝑖∗ = 0.5 for (𝑛 − 1) variables with 𝑖 > 2 for each Pareto-optimal solution for these problems, the DE
operator does not particularly produce any advantage in making solutions achieve the above condition. Independent
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mating of 𝑥𝑖 values through the SBX operator produces a more efficient search for these problems. However, the table
shows that our proposed ANN-assisted NSGA-II with the SBX operator produces yet better performance.
Table 2. HV-metric comparison for NSGA-II with DE and SBX along with ANN-assisted NSGA-II with SBX (NSGA-II-IP).

Problem
ZDT1
ZDT2
ZDT3

NSGA-II-DE
0.666709
0.330388
0.518096

NSGA-II-SBX
0.677412
0.343361
0.534394

NSGA-II-IP
0.679193
0.345448
0.535027

As an experiment with Problem L1 (Equation 6), 100 solutions are randomly generated in the variable space and
are evaluated to show the respective points in objective space. The solutions are then progressed using the last trained
ANN-model during the EMO run of problem L1 with IP operator. In the objective space, the randomly created population
(in red circles), current population from the EMO run (in blue circles), and the progressed population (in green circles)
are shown in Figure 6a. The solutions before and after the progress are joined via thin black lines indicating the
improvement provided by the IP operator. We also show the random population and progressed population in two
dimensions (𝑥 1 and 𝑥 2 ) of the 10-variable space in Figure 6b. The true Pareto-optimal solutions are also shown as a blue
dotted line in the two-variable space. This figure clearly illustrates the effectiveness of using the learning-assisted IP
operator in an EMO algorithm.

(a) Objective space (𝑓1 -𝑓2 )

(b) Variable space (𝑥 1 -𝑥 2 )

Fig. 6. Random points before and after being progressed by the IP operator for Problem L1. Both variable and objective-space plots
clearly reveal how random points are mapped closer to the respective Pareto region by the learnt ANN.

4.4

Comparing with a Local Search Method

The proposed ANN-assisted learning approach attempts to improve an offspring solution x to an improved solution y.
However, this operation should not be confused with a local search operator.
Implementing a local search in a multi-objective optimization algorithm is always tricky, as the local search usually
means searching for the best solution in a local neighborhood with respect to a single objective function. Since a
multi-objective optimization involves more than one conflicting objectives, it gets tricky to define a single objective
function for improvement. However, a number of suggestions have been made in the literature [Ishibuchi and Narukawa
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2004; Jaszkiewicz and Slowinsky 1994; Lara et al. 2010]. Our ANN-assisted IP approach implicitly contains all objective
information through the ANN learning process. The information about a good-diversity set of non-dominated solutions
with respect to all objectives is captured through an ANN and used for improving dominated solutions. In our approach
of modifying x to an improved solution y (as shown in Figure 6), no additional function evaluation is needed, as would
be needed in a local search method. Moreover, the change in an offspring solution from x to y made by the ANN may be
substantial (Figure 6b) and may not necessarily be local. Thus, our proposed ANN-assisted IP operator is quite different
from the usual local search methods.
4.5

Comparing with a Surrogate-modeling Method

A surrogate- or a meta-model is often constructed (sometimes, using an ANN) and used as a search basis to improve the
selection of points for actual high-fidelity fitness evaluation in many practical problems, in order to reduce the number
of full fitness evaluations required, and hence, the computation time. In the context of multi- and many-objective
optimization algorithms, there has been a surge of studies made recently [Chugh et al. 2018; Deb et al. 2019]. In some
approaches, the surrogate model of each objective and constraint function is formed from already evaluated solutions
using Kriging [Jones 2001], response surfaces [Lian and Liou 2005], radial basis functions [Mullur and Messac 2006],
random forests [Wang and Jin 2020] and even using ANNs. In this sense, one might mistake our ANN-assisted learning
approach as being nothing but a standard ANN-based surrogate-modeling approach, often used in the EA and EMO
literature. But in our approach, we do not make a surrogate model of the objective function on any part of the search
space (𝑋 -𝐹 mapping), like most surrogate modeling approaches do. We instead make a model of the mapping, in the
design variable space, of any solution to a specific currently non-dominated target solution (𝑋 -𝑋 mapping). Our goal in
this study is not to replace the actual objective and constraint computations with their surrogates in any way, but to take
an otherwise dominated population member and attempt to convert it into a competing non-dominated solution directly
by using the learned ANN model (see Figure 6). Both approaches have their merits and scopes, but we would like to
highlight here that there is a substantial difference between our proposed IP operator and standard surrogate-modeling,
as iterated in Table 3.
Table 3. Fundamental differences between an EMO algorithm coupled with surrogate-modeling and the proposed IP operator.

Point of difference
1. Learning with ML model
2. ML model application
3. Offspring’s Evolution
4. Fitness evaluation

EMO with surrogate-modeling
variable-objective (𝑋 -𝐹 ) relationships
Not used to alter offspring’s 𝑋
Bound by genetic operators only
Guided by both approximate and actual
objective values

EMO with IP operator
variable-variable (𝑋 -𝑋 ) relationships
Used to alter offspring’s 𝑋
Bound by both the genetic operators
and the learnt ML model
Guided by actual objective values only

Based on above discussion, in surrogate-modeling, ANN (or any other ML model) is used to approximate the 𝐹 values
of a given solution, whereas, in case of IP operator, it is used to yield an improved solution’s 𝑋 for a given solution,
justifying the second point in Table 3. The third and fourth point in Table 3 are implicit from respective ML model
application in surrogate-modeling and IP operator.
Without any known information about progressing a solution to improve its quality in a generic problem, the IP
operator seeks and captures this information from earlier generations of an optimization run training an ML model
and then apply the trained ML model to improve a solution. This process does not require any additional solution
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evaluations. It does, of course, require a certain amount of computational time to train the ML model, but for most
expensive, real-world problems, that time is dwarfed by the function evaluations saved. The process comes close to
the recently proposed concept of online innovization [Deb and Srinivasan 2006], hence the name innovized progress
operator. Another important distinction is that the knowledge learned in our approach is not fixed from start to
end of an optimization process, but is adaptive with the passing of generations. This is also desired in an effective
operator, as the information to be utilized in the early generations may be quite different from that in later generations.
In this sense, our ANN-assisted learning is more than an improvement/progress step; rather, it is truly an adaptive,
knowledge-learnt-and-augmented (in short, an innovized progress) operator, which does not require any additional
solution evaluations.
5

EXPERIMENTS ON BENCHMARK TEST PROBLEMS

In this section, we report the performance of our proposed IP operator when integrated with NSGA-II [Deb et al. 2002]
and NSGA-III [Deb and Jain 2014; Jain and Deb 2014], for two- and three-objective problems, respectively. NSGA-III
has been chosen for three-objective problems since it is known to have better performance on three-objectives than
NSGA-II [Ishibuchi et al. 2016]. To assess the efficacy of the proposed operator, the methods being compared have the
same EMO algorithm with and without the IP operator, which helps in observing the hypervolume difference and the
𝑆-metric (as described in section 4.1).
5.1

Test Suite

Several two- and three-objective test problems with varying degrees of difficulty are used in this paper, to establish
the enhanced performance by the EMOAs with IP operator compared to the base EMOAs. For two-objective (𝑀 = 2)
studies, five test problems taken are from the ZDT test-suite [Zitzler et al. 2000]. The 𝑔() functions of these problems are
modified so that the optimal value of 𝑥𝑘 is at 0.5 (a non-boundary value) for 𝑘 ≥ 2 to prevent the proposed algorithm
from obtaining any biased advantage owing to its mechanism of boundary repair (Subsection 3.3.3). In effect, success
with these problems will provide support that ANN training is able to capture the recipe of approaching the optimal
value for each variable from both (higher and lower) directions. Besides these, two other problems, namely, F1 [Li and
Zhang 2009] and OSY [Osyczka and Kundu 1995], are also considered, for performance assessment on complex Pareto
sets and constrained problems, respectively. For three-objective (𝑀 = 3) studies, the following problems are considered:
the unconstrained DTLZ1, DTLZ2 and DTLZ4; and the constrained C2-DTLZ2. Their mathematical formulations are
taken from [Deb et al. 2005].
5.2

Parameter Settings and Parametric Studies

As mentioned earlier, the EMOAs employed for two- and three-objective problems are NSGA-II and NSGA-III, respectively. A population size of 100 and 105 is chosen (for 𝑀 = 2, 3 respectively), the SBX operator with probability of 0.9
and distribution index of 10, and polynomial mutation with probability of 0.1 and distribution index of 20, have been
used. The runs for two-objective problems have been concluded at 200 generations and three-objective problems at 400
generations, with an exception for DTLZ1, which is terminated at 800 generations, due to the severe multi-modality of
its Pareto fronts.
With respect to the IP operator, the two additional parameters involved are fixed as 𝑡 past = 5 and 𝑡 freq = 5. The
rationale behind the choice of these parameters lies in the preliminary parametric study, discussed below. The effects of
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these parameters are first studied on two 30-variable test problems, namely modified ZDT1 and ZDT2, for which each
variable is initialized in 𝑥𝑘 ∈ [0, 1] for 𝑘 = 1, 2, . . . , 30.
For the parametric study, we first fix 𝑡 freq = 5, and explore its combinations with 𝑡 past = 5, 10 and 20. The median
hypervolumes (HV) of 31 independent runs are shown versus generations in Figure 7a. Although some differences are
observed in early generations, the performance against the three variants of 𝑡 past seem to become comparable after
about 100 generations. Table 4 shows the median HV values of 31 runs with their respective 𝑝-values from a Wilcoxon
Rank-Sum test for the final non-dominated sets. It is clear that despite no apparent visual difference, the median HV
with its distribution over 31 runs makes 𝑡 past = 5 the best in a statistical sense. Similar observations can also be made
for the ZDT2 problem in Figure 7b and Table 4.
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Fig. 7. Median hypervolume for different 𝑡 past values on ZDT1 and ZDT2.

Table 4. Parametric study of 𝑡 past on two test problems.

Problem
ZDT1
ZDT2

𝑡 past = 5
Median HV 𝑝-value
0.679287
–
0.345576
–

𝑡 past = 10
Median HV
𝑝-value
0.679061 1.13E-02
0.345381 1.61E-02

𝑡 past = 20
Median HV
𝑝-value
0.678997 8.27E-03
0.345073 4.24e-06

Based on the above results, we fix 𝑡 past = 5 and consider its three combinations with 𝑡 freq = 2, 3, and 5. Table 5 presents
the median HV values of 31 runs for the three cases, and the Wilcoxon rank-sum test shows that 𝑡 freq = 5 produces the
best performance at the final generation. A similar trend is evident with 𝑡 freq = 5 for the ZDT2 problem, as in Table 5.
Table 5. Parametric study of 𝑡 freq on two test problems.

Problem
ZDT1
ZDT2
COIN Report Number 2021003

𝑡 freq = 2
Median HV
𝑝-value
0.679045 6.14E-03
0.345139 4.63e-04

𝑡 freq = 3
Median HV
𝑝-value
0.679155 1.67E-02
0.345053 1.31e-04

𝑡 freq = 5
Median HV 𝑝-value
0.679287
–
0.345576
–
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The results clearly reflect that 𝑡 past = 𝑡 freq = 5 could achieve better results in terms of hypervolume as compared to
other variants. However, Figure 7 suggests that there is only a minor difference between these results (even though it
is statistically significant). The choice of these parameters is backed by the fact that lower value of 𝑡 past and higher
value of 𝑡 freq reduce the computational load incurred due to ML training in the IP operator. To conclude, this limited
parametric study leads us to use 𝑡 past = 𝑡 freq = 5, for rest of the experiments of this paper.
5.3

Two-objective Problems

This section compares the performances of NSGA-II-IP and the original NSGA-II on the modified ZDT1, ZDT2, ZDT3,
ZDT4, and ZDT6 problems, and also the F1 and OSY problems.
In all cases, results are summarized for 31 independent runs. Table 6 presents the median HV value of 31 runs and the
respective 𝑝-value comparing the other algorithms with the best-observed algorithm. The best performing algorithm is
marked in bold. It is clear that out of seven problems, NSGA-II-IP performs better in six of the seven problems in terms
of median HV at the final generation. Although in OSY, the median performance of NSGA-II-IP at 200 generations is
better, in this situation the above conclusion does not reach the 95% confidence level (having 𝑝 > 0.05). However, in all
other problems, the conclusions meet the 95% significance level (𝑝 ≤ 0.05). We shall discuss the performance of both
methods on the ZDT4 problem in Subsection 5.5.
Table 6. Hypervolume values for two-objective problems. Best performing framework is marked in bold. Statistically similar results
are marked in italics.

Problem
ZDT1
ZDT2
ZDT3
ZDT4
ZDT6
F1
OSY

Median HV at generation 100
NSGA-II NSGA-II-IP 𝑝-value
0.675527
0.677443
3.84E-11
0.340606
0.342925
1.30E-10
0.532092
0.533652
1.62E-11
0.673986
0.676052
3.00E-01
0.159995
0.166437
7.40E-01
0.669210
0.674327
4.22E-11
0.719774
0.721115
6.37E-01

Median HV at generation 200
NSGA-II NSGA-II-IP 𝑝-value
0.677411
0.679192
1.34E-11
0.343360
0.345447
1.47E-11
0.534393
0.535026
1.34E-11
0.681064
0.680704
3.98E-04
0.296750
0.333949
3.55E-08
0.672666
0.677569
1.33E-11
0.725220
0.726310
5.03E-01

The median percentage of function evaluations saved from 31 runs for problems ZDT2, ZDT6, and IP are shown in
Figures 8a, 8b, and 8c, respectively. It can observed that in both problems a considerable saving in function evaluations
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Fig. 8. Percentage of function evaluations saved using the proposed IP operator with NSGA-II.
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5.4

Three-objective Problems

After the general success of the proposed IP operator on two-objective problems, the IP operator has now been
implemented with NSGA-III for solving three-objective problems. Due to the increase in dimension, the weight vectors
were defined as connecting the ideal point and the reference points on the unit simplex—similarly to the way weight
vectors were defined in MOEA/D and NSGA-III studies. The rest of the procedure is exactly the same as that given in
Algorithm 4.
Median percentage of function evaluations saved using NSGA-III-IP for 31 independent runs on the three-objective
DTLZ1 problem are shown in Figure 9a. It can be seen that NSGA-III-IP performs better, and at one point, it achieves a
hypervolume that cannot be achieved in 800 generations using NSGA-III without the IP operator.
Table 7 presents the median HV values at the final generation and an intermediate generation, along with the
respective 𝑝-values on a Wilcoxon rank-sum test with its competitor. NSGA-III-IP performs the best on all four problems
and statistically better (with 𝑝 ≤ 0.05) over 31 runs on DTLZ1 at the final generation, although in an early generation,
NSGA-III-IP is clearly better other three of four problems considered. The variations of median percentage of saved
Table 7. Hypervolume values for three-objective problems. The intermediate value is chosen at 50 generations after first non-zero
hypervolume is achieved. Best performing framework is marked in bold and statistically similar results are marked in italics.

Problem
DTLZ1
DTLZ2
DTLZ4
C2-DTLZ2

Median HV at Intermediate Generation
Generation NSGA-III NSGA-III-IP 𝑝-value
337
0.088835
0.092270
1.92E-01
50
0.417371
0.421934
1.56E-07
55
0.419410
0.425679
6.19E-05
50
0.352503
0.357135
1.17E-03

Median HV at Last Generation
Generation NSGA-III NSGA-III-IP
800
1.025494
1.026061
400
0.442056
0.441596
400
0.442040
0.442212
400
0.382367
0.382412

𝑝-value
4.60E-04
9.05E-01
2.40E-01
5.87E-01

function evaluations 𝑆 for unconstrained DTLZ1 and DTLZ2 and for constrained C2-DTLZ2 problems are shown in
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Figures 9a, 9b and 9c, respectively. About 25-40% savings are obtained with NSGA-III-IP.
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Fig. 9. Percentage of function evaluations saved using the proposed IP operator with NSGA-III.

5.5

Proposed Approach on ZDT4

We observed from Table 6 that the final generation’s hypervolume by NSGA-II-IP operator is slightly worse compared
to the original EMO algorithm on problem ZDT4. However, NSGA-II-IP has better HV at generation 100.
The HV metric evaluates both convergence and diversity of non-dominated solutions. In ZDT4, NSGA-II works with
less diversity in early generations and spreads population diversity in later generations. It is clear that if a population at
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generation 𝑡 does not have a good distribution of points on the entire Pareto front, the ANN learning for mapping past
points to current target points cannot introduce additional diversity. The median generation where at least 50% of the
population becomes non-dominated (when the IP operator is triggered) is at generation 64 (marked as single vertical
line in Figure 10a and as red dots in Figure 10b) for the specific run. It is evident from both plots that at generation
64, the population has reached very near to the Pareto front. However, Figure 10b also depicts that when the learning
starts, the population covers only a portion of the Pareto front. It may be unreasonable to expect such a learning-based
operator to generate diverse solutions in places where there are no representative target solutions to learn from. At the
same time, Figure 10a also shows that the presence of IP operator did not worsen NSGA-II’s performance from start to
the end of the run.
This raises an important issue about the proposed IP operator. If in a problem, the working of the base EMO algorithm
cannot discover a diverse set of non-dominated points early in its search, and instead gets close to the Pareto front with
a small diversity, the use of the IP operator may not be helpful in enhancing the diversity of non-dominated solutions.
This scenario can arise due to the following circumstances: (i) there are not enough training data representing certain
parts of the Pareto-optimal front, (ii) there is an imbalance in data across the entire Pareto front, and (iii) some parts of
the Pareto-optimal front are more difficult to learn (involving complex relationships) than other parts. We are currently
pursuing ways to redefine target points by including less-crowded but dominated, and less-crowded but infeasible
population members. Also, a controlled and continually-evaluated use of the IP approach is another strategy worth
pursuing. Nevertheless, the clear advantage of a faster convergence in most problems studied here makes the proposed
learning based IP approach appealing to pursue further detailed studies.
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Fig. 10. Performance analysis on ZDT4.

6

EXPERIMENTS ON REAL-WORLD PROBLEMS

Finally, we consider two real-world engineering design optimization problems, demonstrating an advantage of the IP
operator in practical problems. These include the TRUSS [Deb and Srinivasan 2006] and the VALVE [Mittal et al. 2020a]
problems.
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Problem TRUSS

The optimal design of the two-bar structure (originally described in [Deb and Srinivasan 2006]) requires the simultaneous
minimization of two objectives, i.e., the total volume (𝑉 ) of material in the structure and the maximum stress (𝑆) developed
in either of the structural members. The corresponding multi-objective optimization problem is described with three
variables (x = (𝑥 1, 𝑥 2, 𝑦)) and one constraint 𝑔1 (x).
This problem is solved using NSGA-II with and without our proposed IP operator. All GA parameters were the
same as described earlier in Section 5. Figure 11a illustrates the median-HV results from both algorithms taken over 31
independent runs. At the end of 200 generations, the median-HV value for NSGA-II is 0.865994 and for our approach
is 0.866832. These values and the HV-plot suggests better performance of our algorithm in terms of both speed of
convergence and better final solution.
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Fig. 11. Analysis of Problem TRUSS.

6.2

Problem VALVE
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Fig. 12. Analysis of Problem VALVE.
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This is a two-objective optimization problem to find the optimal design parameters of the secondary valve to support
the main two-way spool valve (originally proposed in [Mittal et al. 2020a]). It maximizes the assistance of the secondary
valve by minimizing the operator force (𝑓1 ) and simultaneously minimizing the material and surface area required to
build the secondary valve. The parameters for the main valve (𝑘 1, 𝑑 1, 𝑥 1, 𝑦1 ) are taken from an existing valve block being
used in a backhoe loader. The secondary spool-valve parameters, i.e., 𝑘 2 , 𝑑 2 , 𝑥 2 and the lever ratio 𝑚 are the four design
variables. The problem has one constraint 𝑔1 (x) which limits the minimum value of force exerted by the operator.
This problem is solved using NSGA-II with and without our proposed IP operator. All GA parameters were as described
earlier in Section 5. Figure 11a illustrates the median-HV results from both algorithms taken over 31 independent runs.
Even though the HV plot clearly suggests that the final solutions from both algorithms are similar, the difference in the
HV-curves reveals that the convergence was attained faster with NSGA-II-IP. About 20% gain in function evaluations is
also achieved with the IP operator.

7

CONCLUSIONS

We have proposed a learning-based innovized progress (IP) operator to improve the performance of an EMO algorithm.
The proposed operator first learns how solutions have evolved in previous generations, uses that information to train an
ML model (here ANN), and uses the trained ANN to progress the offspring solutions generated by the underlying EMO
algorithm. As presented in Section 4.2, the proposed operator is able to produce a significant number of better offspring
solutions which result in higher hypervolume gains in the earlier generations. The IP operator was integrated with
two EMO algorithms – NSGA-II and NSGA-III – and tested on 13 test and two real-world problems. The results have
shown that the proposed operator results in faster convergence in a majority of the problems, with a large savings in
terms of function evaluations. The efficacy of the proposed operator has also been visualized by evaluating the function
evaluations saved in achieving solutions of a certain quality, i.e., equivalent hypervolume measure. Two new problems
with linked variables have been proposed which clearly show the benefits of the proposed operator.
We have clearly distinguished our innovized progress operator from other common enhancements used in EAs: (a)
linkage-based offspring generators, (b) local search operators, and (c) meta-modeling approaches. We have argued
that the ML-assisted learning operator progresses the existing population members by using the problem information,
improving their quality. However, our approach is distinctively adaptive, uses no user-defined prior knowledge, uses no
extra function evaluations, and learns from the normal iterations of the optimization algorithm, similar to the online
‘innovization’-based approach proposed recently [Gaur and Deb 2017]. Even though there is a computational overhead
due to ML training, it would be practically acceptable in real-world applications where the overall time spent in function
evaluations is much more significant than the computational time of rest of the optimization process.
It may be noted also that a GA with the learning-based IP operator is a generic approach to solve multi-objective
optimization problems more efficiently. The base EMO algorithms used here (NSGA-II/III) can be substituted with
any other population-based single- or multi-objective methods, like MOEA/D, SPEA2, hybrid GAs, etc. Similarly, the
learning method used here (ANN-assisted) can also be replaced by other machine learning methods, such as decision
trees, Bayesian Networks, random forests, or any other probabilistic modeling technique.
The distinctive contribution of this paper lies in its setting of the foundations for learning-assisted evolutionary multiobjective optimization. The proof-of-principle results presented through 15 different constrained and unconstrained
problems amply demonstrate the usefulness of this approach towards enhancing the performance of EMO algorithms.
In the future, it would be interesting to evaluate the utility of this approach on many-objective problems (involving
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more than three objectives), using different learning techniques (other than ANN), integrating with other EMOAs,
developing a termination criterion for the learning-based operator, and other variations.
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