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Team Unagi - N mm
Prizes P

- @ Q O ur esteemed winners are able to claim the traditional bragging rights and
- & <4 nominate their hacking language of choice. Winners were announced at the ICFP

2025 conference in Singapore. The contest organisers declare that:

First prize

Rust is the programming tool of choice for discriminating hackers. (Teams:
MOYOU and

Second prize
Python is a fine programming tool for many applications. (Team: Heuristic Artis)

Third prize
G++ is also not too shabby. (Team: Purely Functional Networks)

First Prize at the
2025 ICFP Contest &

The author of this article, Takuya Akiba, is a research scientist at Sakana Al.

Summary

Long before | joined Sakana Al as a founding Research Scientist, | was captivated by the world of
competitive programming, and have been active for years with my friends in Team Unagi. This long-
standing passion and teamwork recently culminated in a first place finish at the 2025 ICFP
Programming Contest. This result was driven by a particularly special collaboration: one between our

human team and the Al system | now help develop.

This post shares a case study on how we applied ShinkaEvolve, Sakana Al's evolutionary code
optimization framework, to significantly improve our solution’s performance on a complex task.
Specifically, we provided ShinkaEvolve with our team’s manually-written code, and it used large
language models to iteratively evolve that code to minimize solver execution time. By automatically
optimizing the SAT encoding at the heart of our approach, ShinkaEvolve accelerated our solver by up to
10x. This not only enabled us to tackle large-scale problems that were previously out of reach but also

https://sakana.ai/icfp-2025/ 177


https://sakana.ai/
https://sakana.ai/icfp-2025/
https://sakana.ai/icfp-2025/
https://takiba.net/
https://icfpc-unagi.github.io/
https://icfpcontest2025.github.io/
https://icfpcontest2025.github.io/
https://sakana.ai/shinka-evolve/

25/05/2026, 20:30 ShinkaEvolve in Action: How a Human-AlI Partnership Conquered a Coding Challenge
created a virtuous cycle where insights discovered by the Al directly fed back into and enhanced our

human development process.

The Challenge: An ‘Anything Goes’ Programming Contest

The ICFP Programming Contest (ICFP-PC) is an international competition known for its creative
freedom. With no restrictions on team size, programming languages, or the use of external tools like Al,
the contest is a true test of multifaceted problem-solving. This year’s task was to navigate and map an
unknown maze using a series of ambiguous hints. The objective was to determine the maze’s complete
structure with the fewest queries possible, demanding a strategy that could extract maximum
information from limited clues.

The Name of the Binding

ICFP Programming Contest 2025

TASK DESCRIPTION

C are tasked with c ing a map of a labyrinthine library by collelting information during
repeated exploratory expeditions. This is version 1.2—see the changelog on the task page.

BACKGROUND The Adificium is huge, and only Alonzo

n wwhich our charaéders, Adso & William, encounter the libraryar  and the Abbot know all of its chambers and
the Adificinm, and seck to wncover the screts terein.

passages. Some even say that a curse lies on
the library, and that any who enter unbidden
will never find their way out again. William,
a learned scholar of great intuition and logic,
dismisses such superstitions out of hand, stead-
fast in his determination to uncover the secrets
of the library. He exclaims in the fashion of his
master, Hilbert, “#ir miissen wissen, wir wer-

pso of Milner and his master, William
@ of Backus, have at last arrived at the

famed monastery of St. Kleene, under
the stewardship of the monks of the Holy Order
of Evaluation, home of the world-renowned
Library of Lambdas, where it is said that all of
the world’s functions may be found.

den sissen!” An example of a 4-room A dificium.

Adso, ever doubtful and unsure, inquires of
his master, “How shall we know where to go
without the guidance of the librarian? We do
not even have a map!”

William, a devious glint behind his eyes,
replies, “Well, my dear Adso, we shall have to
make one.”

ICFP Programming Contest 2025 Task description (version 1.2): https.//icfpcontest2025.github.io/specs/task.pdf

Our Strategy: Solving with SAT Encoding

From our initial analysis, we identified that the problem could be solved with very few queries if we
could leverage all available information perfectly. This led us to an approach centered on a SAT
(Boolean Satisfiability) solver. By encoding all constraints and observations into a single logical
formula, we could use the solver to find a valid solution that satisfied all conditions simultaneously.

While powerful, a SAT solver’s performance is critically dependent on the quality of the encoding. A
good encoding makes the problem’s structure clear to the solver, while a poor one can make even a
simple problem computationally intractable. Crafting an efficient encoding is an art, requiring deep
insight and significant trial and error.
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Examples of logical formulae. The SAT problem is to find a variable assignment that satisfies these formulae.

Simply making the formula smaller isn’t always the answer; sometimes, adding well-designed “auxiliary

variables” can guide the solver’s search and dramatically speed up the process. A team member

developed a highly effective initial encoding, but it struggled with the computation time on larger

problem instances, creating a significant bottleneck.

Applying ShinkaEvolve for Optimization

To break through this performance barrier, we turned to ShinkaEvolve. We tasked it with optimizing the

Rust code of our SAT encoding, using the solver’s execution time as the fitness function to minimize.

ShinkaEvolve is an open-source framework we developed at Sakana Al to evolve and optimize the code

of challenging algorithms, powered by an ensemble of large language models (LLMs). As detailed in our

previous posts, it has proven effective on a variety of challenging problems.

e 7 Blog: ShinkaEvolve: Evolving Large Language Models with Genetic Algorithms

. " Paper: ShinkaEvolve: A Large Language Model-driven Framework for Algorithm Evolution

o £ Code: Open Source Github Repository

Problems

ShinkaEvolve ~
Open-ended and sample efficient program evolution

- Circle Packing
- AIME

- ALE-Bench

- MoE Design

+ Your Own Problem

"| Evaluator

Task

Sample X {60 275 /¢
Parent & S 3 A g
Context h 7
\A/ e \} =
Offspring Evaluate | — \ >
Generator Program Feedback , . )
Archiving ]
Evolved Programs w o u .
? Program
v [ Y Y
LLM Ensemble

The ShinkaEvolve framework constructs an archive of evaluated programs, generates new programs, and evaluates their

fitness.

Trial & Error by ShinkaEvolve
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Using our team’s manually-written code as a starting point, ShinkaEvolve began the optimization

process.

» Experiment setting: https://github.com/icfpc-unagi/icfpc2025/blob/main/evo/exp2/main.py
» Prompt: https://github.com/icfpc-unagi/icfpc2025/blob/main/evo/exp2/prompt.md

It performed 320 trials, with the total computational cost for the experiment being around $60.

< Shi . " ion &
& ShinkaEvolve: Open-Ended Program Evolution & sbp_equalize_fm (Gen 317)

Task:  exp2 v/ Result: results 20250906031 ~ @ @l | (O Loaded 321 programs (14:38:61) ‘ B 1D: 7b80d88d-d149- 4002 -af 8d-e813FF95eddy
Parent ID: 38fb162d-bbcf-4dSe-b913-bd4852e37559
Tree Programs Metrics Embeddings Clusters Islands Model Posterior Path -» Best Score: -0.444908

Nodes  Patches Performance

© Best @ init 3000 0.44 Meta Pareto Scratchpad Node Code Diff Eval LLM
@cror O ful gange Info Front Details Log Result
O diff @ island 0
& cross @ Island 1 Total Generations: 318 Best Score: -0.444908 Total API Cost: $61.9061
DR Correct: 68.8% (321/321) Name: sbp_equalize_fm Total Embedding Cost:
@ isand 3 $0.0000
Total Cost: $619061 Generation: 311

Avg CostfProgram: $0.1929

8 Performance Score Progression Min: -4 Max: 0

— [ Gumuiative Max ] Bost Patn [ Cumulative Mean Individual Solutions
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Generation

Scores improve with each generation, with several significant breakthroughs visible along the way.

Results: A 10x Speedup and New Capabilities

The optimization from ShinkaEvolve yielded substantial performance gains:

o Mid-scale problem (18 rooms): Execution time improved from 2.86s to 0.44s (a ~6.5x speedup).

» Large-scale problem (24 rooms): Execution time dropped from 127s to 13s (a ~10x speedup).

This speedup was a breakthrough. It effectively transferred to even larger cases, allowing us to solve
30-room instances within a realistic timeframe—something that was previously impossible. This new
capability was immediately integrated into our submissions, significantly contributing to our team’s
score.
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Al Discovery Gives Hint to Human Insight

Beyond the performance metrics, one of the most compelling outcomes was how ShinkaEvolve’s
findings provided valuable insights that guided our own development. The Al’'s improvements were not

an opaque black box.

generated only for label-compatible (u, v} pairs. This keeps modeling sound while drastically reducing

clause counts where it matters most, improving SAT performance for n=18 in a single explore call

O Gen 154: f_m_t_sbp_diff_crossover

1D: 388ac6lc-efc2-42dc-8c27-23775d2e4a16

Type: cross
Score: -0.827290

Best Solution

The solution’s evolution is visualized via the ShinkaEvolve interactive web interface.

B —
4// Nain solver

fn solve(judge: &mut dyn icfpc2025::judge::Judge) {
// Deterninistic RNG

Description: | merged the strongest-performing elements from the best prior solver (-0.8) with +
selective structure from other versions to improve SAT solving speed and robustness in one turn. Key

points: - Kept the randomized 18n plan (seeded) which empirically worked best. - Used label-bucketing

with per-time candidate sets V and exact-one constraints. - Added a fast distinguishability DP (diff) to

forbid same-room assignments only where needed. - Implemented a strong rectangular first-use

symmetry breaking (SBP) per label bucket and anchared earliest occurrences. - Adopted a compact F +

Tlab + M port pairing model: - F[u][e][] selects target room with choose-one. - Tlab[u] [e] k] selects

target 2-bit abel; linked with ¥ for pruning. - Mu]v[e][f] tes together the port pairing, ensuing

h AMO on

- Plan i - Local 2-literal prune via Tlab on

next observed label. - Exact neighbor identity via F for consecutive timesteps. This crossover retains the
strong SBPs and exact neighbor constraints, while using the structured F/TlabM model which reduced
median time in earlier benchmarks. The result maintains API compatibility and the single-explore

requirement.

O cen 251: equainext_balanced_truncsbp

1D: 381b6162d-bbef-4d5e-b013-b04852e37569

Type: full

Score: -0.800503
Description: Inspired by prior SAT-based solvers, this approach focuses on aggressively shrinking the

1]

search space while keeping clauses highly local and propagation-friendly. The main novelty is a .

“hucket-equaity” scheme tha tes together all occurrences o the same (lbel, door next-labe)tiple:

An example of the code changes proposed by ShinkaEvolve. The box on the left contains some of the ideas that led to the

ShinkaEvolve generated several key improvements, with the most impactful being a change in how the
maze’s topology was represented. Our original encoding used a direct representation: “Door 1 of Vertex

A connects to Door 2 of Vertex B” ShinkaEvolve discovered a more abstract, intermediate representation

breakthrough in our approach.

let mut

g = rar\u chacha: :ChaChal2Rng: :seed_from u64(42);

let use diff =

letn=

judge.num_rooms(};

17 B s SEC i S G ST
let mut plan = vec![];

77°1) Ptén’ (tength 1831

let mut plan = Vec: :with_capacity(n = 18);
for _ in 8..(n % 18) {

Tet

c: usize = rng.random_range(0..6);

plan.push(c);

1/ 2) Exglore once
et labels = judge. explorsiivect ptan. clanel11) 6] .clone();

let m=

labels.len(); // = plan.len(

7/ Compute diff in one backward DP pass:

7/ diff[11(5] is true if positions 1 and j cannot be the same room,

// based on label mismatch or recursive propagation when plan(il == planljl.
let mut diff = mat![false; m; ml;

for 1 in (0..m).rev()

for

b3
I

jan i+ 1.m
if labels[i] != 1ab=l§[]] {
diff(i114] = true
Giff (1] = true;

} else if i < plan.lend) & j < plan.len() & planlil == plan(j] & diff[i + 111 +

diff (1151 = true;
iff(j1[1] = true;

/4 Precompute room groups by label: GIk] = { u | u
Lvs

let mut c [Vetsunm) 4l =
for u in

ectl], vee!ll, vee! [] vec [l]

Glu % 41 nush(u)

let t =

plan.ten();

debug_assert_egt(n, t + 1);

// 3) Distinguishability matrix

by adding an auxiliary variable that meant: “Door 1 of Vertex A first connects to Vertex B

This change allowed the solver to focus on the higher-level decision of “which vertices are connected”
before getting into the details of “which doors are connected; making the search far more efficient.

This core idea was a generalizable principle. Our team later successfully applied this very concept

manually when designing a solver for different problems.
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Conclusion: A Collaborative Model for Problem-Solving

While our success was the result of the entire team’s hard work, from designing the overall approach to
implementing various heuristics across multiple areas and building efficient testing infrastructure, this

case study highlights the powerful role that Al can play in complex software optimization.

It demonstrates a highly effective workflow where humans define the overall strategy and create a
strong baseline, while Al performs targeted, intensive searches for improvements within that
framework. The insights generated by the Al are then interpreted by humans and reapplied to new
challenges. This collaborative and complementary relationship between human and Al expertise points

toward a powerful and productive future for research and problem-solving.
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