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Abstract— Social intelligence has a significant effect on the 
quality of interaction in professional and personal 
communications. Developing technologies and tools to analyze the 
emotion of the audience in a classroom or a work meeting and 
providing the participants with appropriate information could 
augment the social intelligence of individuals. This augmentation 
is even more helpful in a virtual setup where elements such as eye 
contact are absent and hence the emotion and mental state of the 
audience is more difficult to perceive. One important 
psychological metric that could be helpful in this regard is ‘affect’. 
Developing tools to analyze interactions and rate the ‘affect’ of 
individuals is very valuable. To enable this capability within 
limited computational resources such as a laptop or a smart phone, 
the computationally expensive methods such as deep neural 
networks are not suitable. On the other hand, because of the 
complicated nature of human behavior and emotion, hand 
crafting the features for traditional machine learning algorithms 
is not straight forward and universal for different applications. 
Therefore, in this work, we leverage the power of neural networks 
with minimum number of hidden layer and activation nodes to 
achieve high accuracy in classifying ‘positive’ and ‘negative’ 
affect. We analyze individual’s affect in multiple recorded virtual 
meetings in completely natural environment without any 
constraints on the participants in terms of movements, topics to 
talk about, artificially expressing emotions, etc. Action Units are 
extracted from video files and principal component analysis is 
performed to reduce the dimension of the feature space. Aiming at 
classifying subtle ‘positive’ and ‘negative’ affect (as opposed to 
only extreme cases of affect), testing accuracy of 76.8 % was 
achieved.  

Keywords—affect recognition, neural networks, virtual 
meetings, improved interactions, technologies for psychological 
assessments 

 

I. INTRODUCTION 

To have a productive meeting at work or to have an effective 
learning experience in a classroom, we benefit from recognizing 
non-verbal audial or visual cues in our audience. These cues help 
finding out about the emotional states of people and the level of 
their engagement, and consequently, help establishing a more 
effective communication with our audience. However, people 
have different levels of social intelligence, and hence, different 
level of skills in detecting these cues. This directly impacts the 
effectiveness of interactions between people. For instance, a 
study [1]  showed that social intelligence had a significant effect 
on professional performance of mathematic teachers. Thus, it is 

desirable to leverage technologies to help people in perceiving 
these cues in their audience.  

Inability in detecting important cues in an interaction is more 
pronounced in a virtual setting. Distance collaboration has 
become a common practice in the recent years. Many companies 
and universities have opted for facilitating remote working and 
education. Even some companies went on to announce they 
would let their employees work remotely for the indefinite 
future. This trend shows distance collaboration will stay and 
only flourish in the coming years. Thanks to the video 
conferencing technologies, we now can hold these virtual events 
that were not possible not too long ago. However, many 
elements of in-person interactions are missing in a virtual 
environment. For instance, lack of eye contacts, noting the body 
gesture and any other cues that are more easily assessable in an 
in-person meeting are missing in a virtual setup. This leads to a 
less effective communication even for people who are usually 
good at recognizing important cues in an in-person interaction. 
Therefore, utilizing technologies to help people to better 
communicate and have more effective interactions in this type 
of environment is highly desirable. 

Recently, an increasing interest is seen in literature for 
developing technologies that are capable of detecting the 
emotional state of people [2]. Many of these methods rely on 
deep neural network implementation which often is 
computationally heavy and not generally applicable to real-time 
implementation with limited computational resources. On the 
other hand, some of reported works in literature employ machine 
learning algorithms that require less computation, but often 
require hand crafting features which adds to the complexity of 
the problem [3]. Furthermore, these reported works are 
generally bounded to the controlled lab environment [4] where 
the designed experiments induce desired emotions on the 
participants. These experiments therefore have a higher signal to 
noise ratio than a normal interaction in a natural setup. 
Consequently, the developed algorithms might show lower 
performance in a more setup. Moreover, some platforms were 
developed for detecting nonverbal cues from recorded videos [3] 
in a noncontrolled environment, but often  focused on detecting 
very intense emotions which are very different than the base line 
emotion and hence easier to identify. Some other studies [5], [6] 
developed platforms for analyzing and providing real-time 
feedback to the users using innovative visual representation, 
though these works are limited to text-based communication, for 
example only in chatrooms.  
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In this work, we developed a neural network to analyze the 
individual’s affect during a virtual meeting. According to the 
American Psychology Association, together with ‘cognition’ 
and ‘conation’, affect is one of the three identified components 
of mind [7]. According to [7], affect is defined as “any 
experience of feeling or emotion, ranging from suffering to 
elation, from the simplest to the most complex sensations of 
feeling, and from the most normal to the most pathological 
emotional reactions. Often described in terms of positive affect 
or negative affect, both mood and emotion are considered 
affective states.” The contributions of this work are as follows: 

 Analyzing affect where individuals are holding regular work 
meetings in a natural setup without acted sessions.  

 Classification of subtle changes towards positive or negative 
affect as opposed to extreme cases. 

 Implementing neural network with minimum number of 
layers and input nodes and using raw action units as 
opposed to hand crafting the features. 

To the best of our knowledge, this work is the first to achieve 
high accuracy while satisfying all the requirements specified 
above. In section II we present a brief background on the related 
work. Section III discusses preparation of the dataset; section IV 
presents the method and results and finally section V concludes 
the paper and presents discussion on the findings of this paper 
and the path forward.  

 

II. BACKGROUND AND RELATED WORKS 

Reported works on affect recognition in the literature use 
multiple modalities such as audio (tone, pitch, etc.), natural 
language, video, etc. [8], [9]. In [8], researchers use deep neural 
network to analyze audiovisual data for affect recognition. This 
work demonstrates leveraging deep neural network results in a 
significant improvement in the emotion recognition 
performance compared to the traditional methods using hand 
crafted features.  [9] uses deep recurrent neural network to 
analyze the speech. Although these works demonstrate 
promising results, they use computationally expensive methods 
to develop the algorithms which limits the implementation of 
these algorithms for real-time applications where the 
computational resources are limited. Another work in [3] 
compares using logistic regression with linear support vector 
machine (SVM) to analyze videos. By extracting the action units 
(AUs) from the videos and analyzing them with these classifiers, 
the researchers were able to recognize disrespectful interactions 
with accuracy of ~62%. In [10], the researchers built on [3] and 
by adding audio features such as pitch and intensity, an accuracy 
of 79.86% was achieved in detecting disrespectful vs respectful 
interactions using logistic regression model.  

Other researchers used visual data to analyze the 
engagement intensity of people in different occasions such as a 
classrooms [11]–[14]. They use facial expressions and 
physiological sensor data such as heart rate and employ various 
machine learning algorithms to identify the level of engagement 
in students. Other cues such as head motion synchronization and 
empathy in a face-to-face communication have been studied 
using accelerometer in a lab environment [4] and it was shown 

that the level of empathy is mirrored in the frequency and phase 
of head motion synchronization.  

This body of work inspired us to believe that using visual 
features in a natural setup (as opposed to a controlled lab 
experiments) has the potential to analyze the ‘affect’ in 
audience. In order to avoid hand crafting the features and 
simultaneously have a lower computational load compared to 
the deep neural network methods, we chose to implement neural 
networks with only one hidden layer. The goal is to classify 
affects in a natural meeting environment where the extreme 
negative and positive emotions are lacking, and the classifier 
should be trained to detect subtle changes in emotions of 
participants. 

 

III. DATASET PREPARATION 

To perform this experiment, we recorded five work group 
meetings with the duration of approximately 40 minutes to 100 
minutes with an average of ~62 minutes each. The first two 
meetings had 5 participants whereas the last three had 4 
participants, both male and female. Fig. 1 shows a snapshot of 
one of these recording sessions in Zoom. This study has been 
reviewed and approved by the institutional review board office 
at Michigan State University.  

 

 

Fig. 1. An example of the setup for collecting data during a virtual 
meeting using Zoom.  

 

Fig. 2. Developed graphical user interface for labeling ‘affect’ 
[15]. 
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A. Preparing the recorded files 

To simplify the labeling process, a Matlab script was 
developed to identify the conversation segments in each 
recording and generate time stamps accordingly. The recorded 
files were cut into 2522 segments using the MATLAB script 
based on the generated time stamps. For labeling the cut 
segments, a graphical user interface (GUI) was developed using 
the App Designer tool of MATLAB 2019b. This GUI plays each 
segment one by one and lets the labeler assign the proper label 
from within the same GUI. Fig. 2 shows the appearance of this 
GUI which greatly speeds up the labeling process [15]. 

 

B. Labeling 

Three labelers were trained to label the affect level of each 
participant for each segment of the recorded meeting. The GUI 
introduced in the prior section was used to assist with labeling. 
The labelers could play each segment and label it from within 
the app. The segments were played both in the order of 
occurrence and randomly and labeled separately. In this work, 
however, we focused on the labeling that was done in order and 
left the analysis of labeling the segments in a random fashion for 
the future work. The labelers were instructed to label the 
segments as positive, neutral, or negative. The app outputs a text 
file which contains the labels for each video segment. After 
completion of the labeling process, the labels which had a 
majority agreement among the labelers were kept and the rest 
were disregarded. A Python script then reads the labels and 
assigns them to the corresponding features (explained in section 
IV.A.) and makes the dataset to be used with the classification 
algorithms (explained in section IV.B.). 

 

IV. METHOD AND RESULTS 

A. Extracting Facial Action Units 

In this work, we used facial action units (AUs) as features to 
analyze ‘affect’. AUs are representative of movement of 
individual facial muscles and are commonly used as indicative 
of expression of emotions [16], [17]. To extract AUs, we used 
OpenFace [18]–[20], an open source software widely used by 
the community. OpenFace extracts a subset of AUs comprising 
17 different AUs. These 17 features were used for classifying 
different affect levels in the various virtual meetings.  

 

B. Classification 

As described earlier, the video segments have been labeled 
as positive, neutral, and negative. We trained our classifier only 
on positive and negative labels as they are more reliably 
classified. This will be described in more details in this section. 
For the classification, to avoid manually crafting the features for 
the algorithms, we chose to use neural networks as opposed to 
other machine learning algorithms such as logistic regression or 
SVM. Moreover, to avoid heavy computational load as well as 
reducing the chance of overfitting, we chose to implement a 
neural network with only one hidden layer. We first 
implemented the neural network with all the 17 AUs as the input 
features. The videos were recorded at the rate of 30 fps. 

Although the change in the facial expression is not fast and our 
analysis does not need 30 fps, we did not down sample the 
recording for now. Down sampling could be further investigated 
in the future. We just used the fully recorded data for this 
experiment. For each AU, the code takes the average of the 
values over the span of the start to stop time of each video 
segment. Therefore, for each AU, one value is assigned to each 
video segment.  With all the 17 AUs used in the classifier, the 
design suffered from significant variance where despite using 
regularization, training accuracy of 92.9% was achieved while 
the testing accuracy was only 60.7%. To solve this problem, we 
employed principal component analysis (PCA). As shown in 
Fig. 3, to retain at least 80% of variance, we projected the feature 
space to only 10 features and reformed the neural network with 
10 input features and 10 nodes in the hidden layer.  

 

C. Results  

The neural network was trained with 4-fold cross validation 
and the training accuracy and testing accuracy of 81.1% and 
76.8% were obtained, respectively. Considering that we 
performed our experiments on natural setups without any 
constraints on participants, and considering that we did not aim 
at only classifying extreme cases such as disrespectful moments, 
76.8% testing accuracy using a neural network with only one 
hidden layer is achieved. To the best of our knowledge, this 
result has been achieved for the first time in literature and paves 
the path toward real-time analysis of virtual meetings using local 
computational resources on a typical laptop for example. Table 
I summarizes the results of these experiments. 

TABLE I.  TRAINING AND TESTING ACCURACY WITH AND WITHOUT 
IMPLEMENTATION OF PCA 

 Training 
accuracy 

Testing 
accuracy 

17 features (AUs) 92.9% 60.7% 

Reduced feature space using PCA 81.1% 76.8% 

 

V. DISCUSSION AND CONCLUSION 

Providing real-time and rich information about the ‘affect’ 
in a virtual communication could greatly improve the quality of 

 

Fig. 3. By choosing 10 principal components, more than 80% of 
the variance has been retained. 
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interaction. Reducing the computational load is paramount for 
achieving real-time performance of machine learning algorithms 
using limited resources such as a personal computer or a smart 
phone. In this work, we focused on classifying subtle shifts in 
‘affect’ in a completely natural setup without any constraints on 
the participants. We leveraged the power of neural networks but 
limited our design to the simplest neural network architecture 
with minimum number of nodes to help reduce the 
computational load. More investigation into the minimum 
number of frames per second for video recording could help to 
further decrease the time and resources needed for extracting the 
AUs from the video files. PCA was performed to reduce the 
dimension of features from 17 to 10 which helped reduce the 
variance in the results. Considering only positive and negative 
affect, testing accuracy of 76.8 % was achieved which is, to the 
best of our knowledge, the best results within the constraints 
discussed above. One observation in this study was reduction of 
accuracy while trying to classify the ‘neutral’ labels. We 
speculate that ‘neutral’ labels span more diverse characteristics 
compared to ‘positive’ or ‘negative’ labels; therefore, more 
training examples are likely necessary to train the algorithms to 
correctly classify ‘neutral’ instances. The bottleneck is 
increasing the number of ‘neutral’ datapoints alone is not helpful 
as it will result in skewed database which leads the classifier to 
massively develop bias towards identifying ‘neutral’ labels. In 
fact, according to our experience, most of the labels in a given 
dataset have been marked as ‘neutral’. Therefore, for a given 
dataset, during the training phase, many of the ‘neutral’ labels 
were randomly removed to balance the dataset. This means even 
more data points have to be collected so that after balancing the 
dataset, remaining labels would be enough for training the 
neural network to correctly detect ‘neutral’ labels. Tackling this 
challenge is our future focus in this work. 

ACKNOWLEDGMENT  

The authors would like to thank the institutional review 
board office at Michigan State University for helping us to 
prepare for the studies. The authors also thank all the 
participants in and contributors to the studies during collecting 
and labeling data at Michigan State University.  

REFERENCES 
[1] W. Widodo, M. Suendarti, and H. Hasbullah, “Exploring The Effect 

of Knowledge Management and Social Intelligence on Professional 
Performance of Mathematics Teachers: A Mediating by 
Achievement Motivation,” Journal of Xidian University, vol. 14, 
no. 6, pp. 749–757, 2020, doi: 10.37896/jxu14.6/085. 

[2] D. McDuff, K. Rowan, P. Choudhury, J. Wolk, T. Pham, and M. 
Czerwinski, “A Multimodal Emotion Sensing Platform for Building 
Emotion-Aware Applications,” Mar. 2019, [Online]. Available: 
http://arxiv.org/abs/1903.12133 

[3] Samiha Samrose, “Visual Cues for Disrespectful Conversation 
Analysis.” 

[4] T. Yokozuka, E. Ono, Y. Inoue, K. I. Ogawa, and Y. Miyake, “The 
relationship between head motion synchronization and empathy in 
unidirectional face-to-face communication,” Front Psychol, vol. 9, 
no. SEP, pp. 1–10, 2018, doi: 10.3389/fpsyg.2018.01622. 

[5] G. Leshed et al., “Visualizing real-time language-based feedback on 
teamwork behavior in computer-mediated groups,” Conference on 
Human Factors in Computing Systems - Proceedings, pp. 537–546, 
2009, doi: 10.1145/1518701.1518784. 

[6] Y. R. Tausczik and J. W. Pennebaker, “Improving teamwork using 
real-time language feedback,” Conference on Human Factors in 
Computing Systems - Proceedings, pp. 459–468, 2013, doi: 
10.1145/2470654.2470720. 

[7] “https://dictionary.apa.org/affect,” APA Dictionary of Psychology, 
Nov. 2022. 

[8] P. Tzirakis, G. Trigeorgis, M. A. Nicolaou, B. W. Schuller, and S. 
Zafeiriou, “End-to-End Multimodal Emotion Recognition Using 
Deep Neural Networks,” IEEE Journal on Selected Topics in Signal 
Processing, vol. 11, no. 8, pp. 1301–1309, Dec. 2017, doi: 
10.1109/JSTSP.2017.2764438. 

[9] S. Mirsamasdi, E. Barsoum, and C. Zhang, “Automatic Speech 
Emotion Recognition Using Recurrent Neuralnetworks With Local 
Attention,” in IEEE International Conference on Acoustics, Speech 
and Signal Processing, 2017, pp. 2227–2231. 

[10] S. Samrose and E. Hoque, “Quantifying the Intensity of Toxicity for 
Discussions and Speakers,” in 2021 9th International Conference 
on Affective Computing and Intelligent Interaction Workshops and 
Demos, ACIIW 2021, 2021. doi: 
10.1109/ACIIW52867.2021.9666258. 

[11] J. Whitehill, Z. Serpell, Y. C. Lin, A. Foster, and J. R. Movellan, 
“The faces of engagement: Automatic recognition of student 
engagement from facial expressions,” IEEE Trans Affect Comput, 
vol. 5, no. 1, pp. 86–98, 2014, doi: 10.1109/TAFFC.2014.2316163. 

[12] H. Monkaresi, N. Bosch, R. A. Calvo, and S. K. D’Mello, 
“Automated Detection of Engagement Using Video-Based 
Estimation of Facial Expressions and Heart Rate,” IEEE Trans 
Affect Comput, vol. 8, no. 1, pp. 15–28, 2017, doi: 
10.1109/TAFFC.2016.2515084. 

[13] V. T. Huynh, H. J. Yang, G. S. Lee, and S. H. Kim, “Engagement 
intensity prediction with facial behavior features,” ICMI 2019 - 
Proceedings of the 2019 International Conference on Multimodal 
Interaction, no. June, pp. 567–571, 2019, doi: 
10.1145/3340555.3355714. 

[14] A. Kaur, A. Mustafa, L. Mehta, and A. Dhall, “Prediction and 
Localization of Student Engagement in the Wild,” 2018 
International Conference on Digital Image Computing: Techniques 
and Applications, DICTA 2018, 2019, doi: 
10.1109/DICTA.2018.8615851. 

[15] S. Dávila-Montero, “Real-Time Human/Group Interaction 
Monitoring Platform Integrating Sensor Fusion and Machine 
Learning Approaches,” 2022. 

[16] J. Hamm, C. G. Kohler, R. C. Gur, and R. Verma, “Automated 
Facial Action Coding System for dynamic analysis of facial 
expressions in neuropsychiatric disorders,” J Neurosci Methods, 
vol. 200, no. 2, pp. 237–256, Sep. 2011, doi: 
10.1016/j.jneumeth.2011.06.023. 

[17] T. Baltrusaitis, M. Mahmoud, and P. Robinson, “Cross-dataset 
learning and person-specific normalisation for automatic Action 
Unit detection,” in 2015 11th IEEE International Conference and 
Workshops on Automatic Face and Gesture Recognition (FG), May 
2015, pp. 1–6. doi: 10.1109/FG.2015.7284869. 

[18] T. Baltrusaitis, A. Zadeh, Y. C. Lim, and L.-P. Morency, 
“OpenFace 2.0: Facial Behavior Analysis Toolkit,” in 2018 13th 
IEEE International Conference on Automatic Face & Gesture 
Recognition (FG 2018), May 2018, pp. 59–66. doi: 
10.1109/FG.2018.00019. 

[19] A. Zadeh, Y. C. Lim, T. Baltrusaitis, and L.-P. Morency, 
“Convolutional Experts Constrained Local Model for 3D Facial 
Landmark Detection,” in 2017 IEEE International Conference on 
Computer Vision Workshops (ICCVW), Oct. 2017, pp. 2519–2528. 
doi: 10.1109/ICCVW.2017.296. 

[20] T. Baltrusaitis, P. Robinson, and L.-P. Morency, “Constrained Local 
Neural Fields for Robust Facial Landmark Detection in the Wild,” 
in 2013 IEEE International Conference on Computer Vision 
Workshops, Dec. 2013, pp. 354–361. doi: 
10.1109/ICCVW.2013.54. 

  

 

0681
Authorized licensed use limited to: Michigan State University. Downloaded on June 10,2025 at 17:46:40 UTC from IEEE Xplore.  Restrictions apply. 


