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Node-covering, Error-correcting Codes
and Multiprocessors with

Very High Average Fault Tolerance
Shantanu Dutt, Member, IEEE, and Nihar R. Mahapatra, Member, IEEE

Abstract—Structural fault tolerance (SFT) is the ability of a multiprocessor to reconfigure around faulty processors or links in order
to preserve its original processor interconnection structure. In this paper, we focus on the design of SFT multiprocessors that have
low switch and link overheads, but can tolerate a very large number of processor faults on the average. Most previous work has
concentrated on deterministic k-fault-tolerant (k-FT) designs in which exactly k spare processors and some spare switches and links
are added to construct multiprocessors that can tolerate any k processor faults. However, after k faults are reconfigured around,
much of the extra links and switches can remain unutilized. It is possible within the basic node-covering framework, which was
introduced by Dutt and Hayes as an efficient k-FT design method, to design FT multiprocessors that have the same amount of
switches and links as, say, a two-FT deterministic design, but have s spare processors, where s @ 2, so that, on the average,
k = Q(s) (k £ s) processor failures can be reconfigured around. Such designs utilize the spare link and switch capacity very
efficiently, and are called probabilistic FT designs. An elegant and powerful method to construct covering graphs or CG’s, which are
key to obtaining the probabilistic FT designs, is to use linear error-correcting codes (ECCs). We show how to construct probabilistic
designs with very high average fault tolerance but low wiring and switch overhead using ECCs like the 2D-parity, full-two, 3D-parity,
and full-three codes. This design methodology is applicable to any multiprocessor interconnection topology and the resulting FT
designs have the same node degree as the non-FT target topology. We also analyze the deterministic fault tolerance for these
designs and develop efficient layout strategies for them. Finally, we compare the proposed probabilistic designs to some of the best
deterministic and probabilistic designs proposed in the past, and show that our designs can meet a given mean-time-to-failure
(MTTF) specification at much lower hardware costs (switch complexity, redundant wiring area, and spare-processor overhead) than
previous designs. Further, for a given number of spare processors, our designs have close-to-optimal reconfigurabilities that are
much better than those of previous probabilistic designs.

Index Terms—Average fault tolerance, deterministic fault tolerance, fault-tolerant multiprocessors, linear error-correcting codes,
matching, network flow, node-covering, VLSI layout, reconfiguration.

——————————   F    ——————————

1 INTRODUCTION AND MOTIVATION

T is important to design multiprocessors with fault toler-
ance and reconfiguration capabili ties so that they con-

tinue to function correctly and with very li tt le degradation,
in spite of a few processor/ li nk fail ures, and without re-
quiring the appli cations to be coded for fault tolerance. To
achieve this, multiprocessors need to be designed with
structural fault tolerance (SFT), which is the abili ty to recon-
figure around faulty components (processors or li nks) in
order to preserve the original processor interconnection
structure. SFT is also useful in maintaining correct and
nondegraded operation of speciali zed processor arrays li ke
those used for signal and image-processing [21]. The SFT
(or FT, for brevity) design methodologies that we will de-
velop can thus be appli ed to both general-purpose multi-

processors and special-purpose VLSI processor arrays for
signal/ image-processing applications.

A number of researchers have proposed various design
methods for structural fault tolerance in multiprocessors,
for example, [2], [4], [5], [6], [7], [8], [10], [11], [12], [13], [14],
[15], [19], [22], [23], [24], [25], [26], [27], [28]. Most of this
work has dealt w ith the design of deterministic k-fault-
tolerant (k-FT) multiprocessors in which there are k or more
spare processors, and the li nk and switch complexity is
high enough to tolerate any k processor fail ures (but not
more than k processor fail ures) [2], [4], [5], [6], [7], [8], [10],
[11], [12], [13], [14], [15], [19], [27], [23], [24]. Unfortunately,
in such designs, around 50 percent of the redundant
li nk/ switch overhead remains unutili zed, on the average,
after k faulty processors have been reconfigured around. It
intuitively seems possible to utili ze this remaining spare
li nk and switch capacity of the system by putt ing in s > k
spare processors so that, on the average, more than k faults
can be reconfigured around. Looking at this from a differ-
ent angle, we would li ke to design FT multiprocessors in
which the li nk/ switch complexity is kept quite low (for
example, corresponding to that of a two-FT deterministic
design), but many more (s @ 2) spare processors are added
so that k processor faults can be reconfigured around, on
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the average (or with very high probabili ty), where k < s and
k @ 2. This will also lead to very high utili zation of the
spare li nk/ switch capacity. Since the hardware complexities
in almost all multiprocessor systems are wire dominated, it is
important to keep the li nk redundancy as low as possible in
an FT design; the processor complexity is not that critical,
and, thus, adding some excess, say, 5-10 percent, processor
redundancy does not significantly affect the hardware com-
plexity of the system. Since such designs are geared toward
having a large fault tolerance on the average (over all fault
patterns), but the worst-case fault tolerance may be lower, we
call them probabili stic FT designs. Such probabili stic designs
have also been proposed previously, though mainly for 2D
mesh-connected multiprocessors [6], [22], [26], [27], [28]. In
contrast, in this paper, we develop probabili stic designs that
are appli cable to any topology, and, for the special case of the
2D mesh, we compare our resulting designs’ reconfigurabil i-
ties and hardware overheads to those of the best previous
probabili stic designs [6], [27], [28].

In earli er work, Dutt and Hayes developed a very eff i-
cient methodology call ed node-covering for designing de-
terministic k-FT multiprocessors [11], [14], [15]. The basic
node-covering technique will be the underlying design
process for probabili stic FT, with li near codes being used to
determine the interconnection between the external
switches used for reconfiguration in order to obtain very
high average FT.

Before proceeding further, we first define average fault
tolerance as

k i fault that is not

contained in a tolerable fault pattern of a larger size i

avg =

×

å (Probabil ity of tolerating a size-      

         )
i=1

s

A tolerable j-fault pattern will contain i-fault patterns,
where j > i, that should not be counted separately as toler-
able i-fault patterns. Assuming that tolerable i-fault pat-
terns are uniformly distributed over the space of tolerable
and intolerable fault patterns of larger sizes and that pi is
the probabili ty of tolerating any i-fault pattern (this, we
might determine by, say, simulation), we have
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Note that, for a k-FT system, kavg = k.
In Section 2, we briefly describe the node-covering

method for k-FT designs and set the stage for discussing the

probabili stic design method. In Section 3, we begin the de-
scription of the probabili stic method by discussing the con-
cept of partitioning a multiprocessor into intersecting FT
processor groups. In the next section, we give the rationale
for using error-correcting codes (ECCs) as the basis for de-
termining such processor groupings. Section 5 describes
eff icient layouts of some ECC-based FT designs and obtains
the area overheads in each case. Next, Section 6 describes
how w e model and solve the reconfiguration process in our
FT designs as a network-flow problem. In Section 7, we
determine the deterministic fault tolerance (DFT), which is the
maximum number of faults that are guaranteed to be toler-
ated, of each ECC-based design. Section 8 presents com-
parisons of reconfigurabili ties and hardware overheads of
ECC-based FT designs with previous designs. Finall y, we
conclude in Section 9. Due to space constraints, we give some
of our results without proofs, which can be found in [16].

2 THE DETERMINISTIC NODE-COVERING METHOD

In this technique [11], [14], we designate a small subset
cov(v) of nodes (i.e., processors) of the FT multiprocessor G’
to which v can be mapped (i.e., by which v can be replaced)
for reconfiguring around faults. The set cov(v) is call ed the
cover set of v, whil e each node u in cov(v) is call ed a cover of
v, denoted by u % v. The node v is said to be a dependent of
all i ts covers, and the set of dependents of a node u is de-
noted by dep(u). Note that, for SFT, we need some mecha-
nism for each node u to be connected to the neighbors of a
dependent node v in the event it replaces v; we will shortly
describe this mechanism.

A covering graph (CG) of an FT multiprocessor G’ is a di-
rected graph, whose node set consists of all the nodes of G’
(including the spare nodes), and whose arc set is {(u, v) : v Î
V(G) , u Î  cov(v)}, where V(G) is the node set of the non-FT
multiprocessor G; see Fig. 1b. A covering sequence for a node v
in the CG is an ordered subset (v, v1, v2, ¼ , vh) of the node set
of the CG, such that v1 % v, vj % vj- 1, for 1 < j £ h, and vh is the
only spare node in this ordered set. Basically, a covering se-
quence for v specifies a mapping which can be performed
when v is faulty, so that v is replaced by v1, which, in turn, is
replaced by v2, and so on, until vh- 1 is replaced by the spare
node vh, thus configuring it into the system. In order to be able
to reconfigure around any k faults, we need a set of k node-
disjoint covering sequences, one for each fault, in the CG.

In order to provide each node with the necessary
switching capabili ty so that it can connect to the neighbors

Fig. 1. (a) Possible settings of a recon-switch. (b) A standard CG for a two-FT 16-processor system of arbitrary topology arranged on a two-
dimensional layoutÐ the linear ordering /  corresponds to a snake-like row-major ordering of this 2D layout.
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of any dependent node that it replaces, we use a 2 ´  2
switch, call ed a recon-switch, in our designs, whose possible
states are specified in Fig. 1a. This switch has four bidirec-
tional terminals (in spite of their labels, li ke “ v-input”  and
“ h-output,”  these are all bidirectional) and can connect any
pair of them together as shown. These terminals can have
any width (number of wires), and a switch with d wires at
each terminal is termed a d-li nk switch. In a k-FT system,
each processor is connected to its d neighbors via the v-
inputs and v-outputs of k d-li nk recon-switches, as shown in
Fig. 2a for k = 2.

For an eff icient k-FT design, we need a streamli ned way
of all owing a node to replace any of its k dependent nodes.
This is done by determining a li near ordering /  of the
nodes and by li nking the h-outputs of each of the k recon-
switches of node u to the h-inputs of the corresponding re-
con-switches of the node v to its immediate right in /  by
reconfiguration d-links (recon d-links or, simply, recon-links);
see Fig. 2b. The underlying CG of this interconnection
structure is a standard CG in which each node is covered
by the k nodes immediately preceding it in / ; see Fig. 1b.
Now, for node u to replace a dependent, say, w (either
when w becomes faulty or when w replaces one of its de-
pendents in the covering sequence of a faulty node), the d
li nks from u are reconfigured to connect to the h-inputs of
w's recon-switch, after passing through the recon-switch of
any intermediate processor v, and, thereby, to w's neigh-
bors; the li nks from w will be blocked by its first recon-
switch if it is faulty, or a simil ar connection will be estab-
lished from w to the neighbors of the node it replaces (Fig. 2b).
In order to minimize the li nk overhead, /  should be deter-
mined from an optimal 2D or 3D layout of the multiproces-
sor so that adjacent nodes in /  are also adjacent in the lay-
out. Then, since recon-li nks are only required between spa-
tiall y adjacent processors, the wiring overhead of the k-FT
design is minimized. It can be shown that, assuming uni-
formly distributed fault locations, about 50 percent of the
spare li nks and switches remain unutili zed after all k faults
have been reconfigured around in a node-covering k-FT
design [11], [14] (see [16] for proof); this also appli es to
other k-FT designs, e.g., those in [5], [7], [8].

3 INTERSECTING FT PROCESSOR GROUPS

In order to obtain high fault tolerance at reduced recon-
switch and recon-li nk overheads, we need to partition the
processors into small er groups that are individuall y made,

say, k1-FT, using the technique described in the previous
section. The rationale for partitioning into small er FT proc-
essor groups is as foll ows: Assuming the model of uni-
formly and independently distributed processor faults, the
reli abili ty of a k-FT system with N primary processors is

R N N k
i p pk

i N k i

i

k

af b g= +FH IK -
+ -

=
å 1

0

,

where p is the fail ure probabili ty of a single processor. If we
partition the system into t disjoint groups, and make each

group k1-FT, then the system's reli abili ty is ( ( ))R N tk
t

1
. If

k1 = k, then it is easy to see that the partitioned system has
higher reli abili ty at the same recon-li nk and switch cost (but
more spare processor cost, which is not that critical). Even

for k1 < k, we can get the same or higher reli abili ty in the
partitioned system at reduced li nk and switch overheads.

For example, when p = 0.02, the reli abili ty R2(16) of a two-
FT 16-processor system is 0.994, whereas a comparable reli-
abili ty of 0.984 is obtained when the system is partitioned
into four disjoint groups, each of which is made only one-
FT. This disjoint-group based FT design is also termed local
sparing, since each spare can replace processors in only its
local subsystem, and is discussed in [14].

A crucial question is whether these processor groups
should be disjoint or intersecting. Fig. 3a shows a disjoint
grouping of processors into two groups, each of which is
made two-FT, whil e Fig. 3b shows a nondisjoint grouping
of processors into four groups, each of which is made one-
FT. Each group is shown as a thick li ne spanning a li near
processor space. The hardware overheads of the two proc-
essor-grouping schemes are simil arÐ each requires four
spare processors, and two recon-switches and recon d-li nks
per processor (in Fig. 3b, each processor belongs to two
groups, and one recon-switch is used to connect it to one of
its groups and the second one to the other group). It is easy
to see that the intersecting-groups scheme can tolerate all
fault patterns that the disjoint-groups scheme can (assume,
for the moment, that each group can reconfigure around
faults in it w ithout any confli ct w ith reconfigurations in
intersecting groupsÐ we will shortly show that this is true
for our designs). Furthermore, the former scheme can toler-
ate many more fault patterns than the latter. For example,
the three-fault pattern shown in Fig. 3 cannot be tolerated
in the disjoint-grouping case, but it can be tolerated in the
intersecting-groups scheme as foll ows: The leftmost fault
can be reconfigured in Group 4, the middle one in Group 1,
and the third one in Group 2. This simple example clearly
shows that, everything else being equal, an intersecting
processor grouping yields more fault tolerance and reli-
abili ty than a disjoint processor grouping. This is essentiall y
because intersecting processor groups have many more
paths between processors and spares than disjoint groups.
The next crucial question is whether there is a systematic
method to form different types of intersecting processor
groups that have different fault tolerance and hardware
cost properties. The answer to this is in the aff irmative. In
particular, we can draw upon li near error-correcting codes
(ECCs) in order to form processor groupings; different

Fig. 2. (a) Connecting u to its neightbors via its recon-switches. (b) An
interconnection between recon-switches of four consecutive nodes in /
for a two-FT design, and the switch settings for allowing u to replace w
and v to replace x.



1000 IEEE TRANSACTIONS ON COMPUTERS,  VOL.  46,  NO.  9,  SEPTEMBER  1997

ECCs will yield FT designs with different properties with
respect to the above parameters. In Section 4, we show how
ECCs can be used to form (intersecting) processor groups,
and how the deterministic and average error detectabili ty
of an ECC form lower bounds for the deterministic and
average fault tolerance of the corresponding FT multiproc-
essor, and, in general, why they are a good choice to deter-
mine these groupings. Some previous probabili stic methods
[22], [26], [28] have also used intersecting processor groups
for the special case of the 2D mesh topology; their processor
groups are the rows and columns of the 2D mesh, and,
thus, they fortuitously happen to be based on the 2D-parity
code. In Section 8, we compare our designs to some of the
best of such previous designs.

3.1 Switching Structure
The switch implementation of an FT multiprocessor with
intersecting processor groups is an extension of the deter-
ministic (k-FT) node-covering design described in Section 2.
We assume, for simpli city, that each processor group is
made one-FT, and, thus, has a single spare processor. Sup-

pose each processor belongs to dg groups. Then, we connect

dg recon-switches to each processor in series (via v-input
and -output terminals as in k-FT designs). We label the re-
con-switches from top (to which the processor is directly

connected) to bottom as dg -  1, ¼ , 0. For each processor

group Pi, we order the processors in it in some manner
(essentiall y by physical proximity, as described in Section 5),
and connect, say, the ith recon-switches of adjacent proces-
sors in this ordering via their h-inputs and -outputs to form
a chain1; the spare processor is at the end of the chain.

Fig. 4a shows such a recon-switch interconnection for a 4 ́  4
array of processors (this array can correspond to a multi-
processor of any topologyÐ most homogeneous or almost-
homogeneous multiprocessors li ke k-ary n-cubes can be
optimall y laid out so that processors appear in regularly
spaced rows and columns) in which each row and column
corresponds to a distinct processor group. Thus, each proc-
essor belongs to exactly two processor groups, and this
grouping is call ed a degree-two grouping. Fig. 8a shows a
simil ar processor grouping and recon-switch interconnec-
tion for an FT four-dimensional hypercube. Note also that

1. It may not always be possible to connect all processors in a group by
their ith recon-switches throughout, in which case, after connecting the first
few processors by their ith recon-switches, we shift to connecting the rest
via, say, their jth recon-switches; we also connect the last ith recon-switch
of the first subset of processors to the first jth recon-switch of the second
subset of processors.

each Pi can be made two-FT by just attaching a second spare
at the head end of this chain (the first spare processor is con-
sidered to be at the tail end of the chain), without requiring
any extra recon-switches; see the second row of Fig. 4c,
which has two spares sh

* ,1 and st
* ,1 at either endÐ the label-

ing conventions for spares and groups will be specified in

Section 5. When there are two faults in Pi, each can be re-
configured by covering sequences that go in opposite di-

rections in Pi, each toward the nearer spare processor.
The underlying CG of Fig. 4a is shown in Fig. 4b. There

are two sali ent points to note about such a CG for inter-
secting processor groups:

1) The covering arcs in the CG are bidirectional, i.e., the
covering relation is symmetric (if u % v, then v % u).
This is because the recon-switches are interconnected
using bidirectional recon-li nks so that, in Fig. 4a,
processor (2, 1) can replace processor (1, 1) or vice
versa. A lso, note in Fig. 4c that the covering sequences
or reconfiguration paths for faults (1, 0) and (2, 1) are
in opposite directions.

2) The covering relation within each processor group is
also transitive, i.e., if u % v and v % w, where u, v, and
w belong to the same processor group, then u % w.
Again, this is facili tated by the switching structure.
For example, in Fig. 4c, processor (0, 1) directly re-
places processor (2, 1) (since (1, 1) is faulty) by pass-
ing through processor (1, 1)'s zeroth recon-switch.
Note that if (1, 1) was nonfaulty, then bypassing it in
this manner does not hinder its replacing capabili ties
in its column group, i.e., it can replace any processor
in column #1 or can be replaced by any processor in
it. This is because (1, 1) is bypassed by using only the
h-input and h-output li nks of its recon-switch corre-
sponding to its row group, and these li nks are not
useful for (1, 1) to replace or be replaced by proces-
sors in its column group; see Fig. 4c. It is in this sense
that the covering relation within a group is transitive,
i.e., if u replaces a nonadjacent processor in group Pi,
then this does not inhibit the replacement capabili ties
of the bypassed intermediate processors in their other
groups.

We thus have the foll owing result.

THEOREM 1. The covering relation in a CG for any (disjoint or
nondisjoint) processor grouping scheme in which each
group is made k1-FT, for any k1 ³  1, is symmetric and,
within each group, it is transitive.

Fig. 3. (a) A disjoint processor grouping into two two-FT groups; it cannot tolerate the three-fault pattern shown. (b) An intersecting processor
grouping into four one-FT groups that has a similar hardware overhead to that of the disjoint grouping; it can tolerate the three-fault pattern.
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3.2 Reconfiguration
We next characterize the fault patterns that can be recon-
figured around in a design with intersecting groups. We
first define the concept of matching. A matching system is set
up as foll ows. There are two sets: $  of size n and % of size

m. With each element ai of $ , a subset Bai
 of % is associ-

ated. A matching is said to exist between $  and % with re-
spect to the coll ection of subsets { : }B aa ii

Î $  if there is a

one-to-one function f :$  ®  % such that f ( )a Bi ai
Î , for all

i = 1, ¼ , n. The foll owing theorem, known as Hall 's theo-
rem, states the condition under which a matching exists [3].

THEOREM 2 [3]. There exists a matching between sets $  = {a1, ¼ ,

an} and % = {b1, ¼ , bm} if and only if, for any k elements

{ , , }a ai ik1
K  of $ , Baj

k

i j=1U  has at least k elements (of %),

for all k Î  {1, 2, ¼ , n}.

The next theorem establi shes that a matching between the
set of faults and the set of spares in the above sense is suff i-
cient for reconfiguration.

THEOREM 3. Let F be the set of processor faults. For each primary
fault u, let Su be the set of nonfaulty spares in each group
that u belongs to, and, for each spare fault v, let Sv = {v}.
Then, if there is a matching between F and the set S of all
spares, with respect to {Su : u Î  F}, then the set of faults F
is reconfigurable.

PROOF. Let su be the spare matched to primary fault u by the
mapping f : F ®  S (note that we are not interested in
reconfiguring a faulty spare which is mapped to itself
by f ). Then, since, from Theorem 1, the covering rela-
tion within each group is transitive, and since each
spare is associated with a distinct group, (in the
worst-case) su can directly replace u without disturb-
ing any intermediate processor's replacement capa-
bili ties in other groups.2 †

2. Practicall y speaking, having the spare directly replace a distant proces-
sor in its group is not such a good idea, since this makes the li nks from su to
its new neighbors (the previous neighbors of u) very long. Thus, each fault
should be directly replaced by the nearest avail able nonfaulty processor in

Whil e matching is suff icient for reconfiguration, it is not
necessary. For example, in Fig. 4c, there is no matching for
the set of primary faults {(1, 0), (1, 1), (2, 1), (2, 2), (3, 3)},
since both spares in (3, 3)'s two groups are faulty. However,
reconfiguration is still possible as shown in the figure. In
this case, (3, 3) is replaced by (3, 2), which, in turn, is re-
placed by spare st

* ,2 resulting in a ªbendº  in the reconfigu-

ration path. This bend occurs because (3, 2)'s replacement
of (3, 3) is along its column group and then st

* ,2 's replace-

ment of (3, 2) is along its row group. We are thus bending
from a group connected by a higher numbered recon-
switch (#1) to one connected via a lower numbered recon-
switch (#0). The reverse type of bend, i.e., replacement
along a row foll owed by replacement along a column is not
possible because of the contention for the v-li nk connecting
the first and zeroth recon-switch of the processor at which
the bend occurs. Finall y, note in the figure that (1, 0), (1, 1),
and (2, 1) are all replaced by ªmatchedº  spares in their own
groups, and their reconfiguration paths are thus straight.

It is possible to exactly determine a vali d set of recon-
figuration paths for a set of faults in the above-described
switching structure using a network max-flow algorithm, as
described later in Section 6. However, the matching crite-
rion is still i mportant because

1) In most cases, we can determine the reconfiguration
paths by using a simple matching algorithm,

2) It points us to the use of ECCs as a systematic method
for determining FT processor groups, and

3) It is also useful in obtaining the deterministic fault
tolerance of our designs.

4 USING ECCS TO DETERMINE FT PROCESSOR
GROUPS

4.1 Introdu ction
A linear ECC has N information bits and g check-bits that are
related to the information bits by li near or parity equations,
                                                                                                          
the group (to which su belongs), which should also be simil arly replaced,
and so on, until su replaces a processor in this covering sequence for u. Only
in the worst case, for example, when all i ntermediate processors are faulty,
will su need to directly replace u.

Fig. 4. (a) Recon-switch interconnections for intersecting groups along rows and columns; this processor grouping is also the one derived from a
2D-parity ECC. (b) Its covering graph. (c) Illustration of various reconfiguration paths.
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and can be used to determine if there are any errors in the
code word (the combination of information and check-bits),
and possibly correct them. The simplest li near ECC
(hereafter referred to only as ECC) is the single- or 1D-
parity code in which the single check or parity bit

c it
t

N

0
0

1

=
=

-

å ,

where the its are the information bits and å  and + denote
the modulo-2 sum or Exclusive-Or (XOR) operation. In the
rest of this section, all arithmetic will be modulo 2; note that
modulo-2 multipli cation is the same as the AND operation.
A single error in any bit in the code word will result in a
violation of the above equation and thus lead to a detection
of the error. Instead of talking about the parity of all the
information bits, we can talk about parities of various
groups of information bits. An example is the 2D-parity
code, in which the N information bits are arranged in two
dimensions as an n ´  m array, where N = n × m, and each
row and column of this matrix is a group with which a par-
ity check-bit is associated; see Fig. 5a, in which two example
parity equations (for c1 and c5) are also given. The 2D-parity
code can detect any two errors (its deterministic error de-
tectabili ty) and can correct a single error.

Any (li near) ECC is essentiall y a coll ection of parity
equations, one for each group of information bits. We can
construct processor groups from a given ECC in the fol-
lowing manner. Each primary processor is uniquely associ-
ated with an information bit and each spare processor with
a check-bit. Each group and its check-bit in the ECC then
gives rise to a processor group and its associated spare.3

There are five metrics associated with ECCs that are of
interest to FT multiprocessor design:

1) Check-bit overhead, which is the ratio of check to in-
formation bits. This translates to spare-processor
overhead in an FT multiprocessor. If the 2D arrange-

ment is an n ´  n square, i.e., N = n2, then this overhead

3. Note that the two-spare- per-group assignment discussed in Section 3
does not exactly fit an ECC structure (since there is no point in having two
check-bits per information-bit group, both with the same parity equations).
However, it is a natural augmentation of the one spare per processor group
structure derived from the ECC that leads to higher reli abili ty and higher
utilization of the recon-switches and links in the FT multiproce ssor.

is g N n N N= =2 2 .
2) Group size, which is the size of the largest group. This

is important, since, when a single fault occurs that can
be reconfigured using matching (to a spare in one of
its groups), then only the processors in that group
need be involved in the replacement process, and will
not be avail able for the period it takes to reconfigure.
Thus, with a large group size, the avail abili ty of the
multiprocessor decreases. Group size of the square
2D-code is N .

3) Group degree, which is the maximum number of
groups an information bit li es in. In an FT multiproc-
essor, this translates to the maximum number of re-
con-switches and recon-li nks needed per processor.
The 2D-parity code has degree two.

4) Deterministic error detectabili ty (DED), which is the
maximum number of errors that the ECC will always
detect. This provides a lower bound on the DFT
(maximum number of processor faults that can al-
ways be reconfigured around) of the FT multiproces-
sor, as we will shortly see.

5) Average erasure correctabili ty, which is defined simi-
larly to average fault tolerance kavg (see Section 1). The
concept of erasure correctabili ty, which was intro-
duced in [18], w ill be explained shortly. This metric
provides a lower bound on the average fault tolerance
of the multiprocessor, as shown later.

We will describe four useful ECCs, the 2D-parity, full -
two, 3D-parity, and full -three codes, that provide different
trade-offs of these metrics. The partitioned 1D-parity code
yields the disjoint-group or local sparing FT design dis-
cussed briefly in Section 3; however, as we will see in Sec-
tion 8, its features are not as attractive as designs based on
other ECCs that result in intersecting FT processor groups.
Before describing these other codes, we briefly revisit the
theory of error-correcting codes [1] that will be useful in
formulating why ECCs are a good basis for determining FT
processor groupings.

4.2 Relating Error Detection, Erasure Correction,
and Fault Tolerance

A li near ECC can also be described in terms of a g ´  (N + g)
parity check matrix, H = [P| I] shown in Fig. 5b. The N col-
umns of P represent information bits, and the g columns of

Fig. 5. (a) Information bit groups in the 2D-parity code. (b) A parity check matrix H = [P|I] for a linear code with N information and g check-bits.
Multiplying H with a valid code word X results in a vector of zeros.
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I the check-bits. Each row corresponds to a group; the col-
umns that have 1s in a row correspond to information bits
in that group. If vector X is a vali d codeword, i.e., its check-
bits are derived from the information bits using the parity
equations, then H × X = 0 (recall that we are using modulo-2
arithmetic). We next define the concept of li near independ-
ence and then state a basic theorem in error-correction
coding theory. A set S of binary vectors is said to be linearly
dependent, if the modulo-2 sum of some subset of its vectors
yields the 0 vector. If S is not li nearly dependent, then it is
said to be linearly independent.

THEOREM 4 [1]. The DED of an ECC is t if and only if any t col-
umns of its parity matrix are linearly independent.

Simil ar to the matching system between faulty proces-
sors and spares described in Section 3, we can set up a
matching system between bits and parity groups as foll ows.

Let A be the set of information and check-bits i0, i1, ¼ , iN+g

and 3  the set of parity groups in a code. With each bit i j in
A, we associate a subset Pi j

 of 3  of those parity groups that

contain i j. Then, given a subset E of erroneous bits of A,
there is a matching between E and 3 , w ith respect to {Pi j

: i j Î  E}, if there exists a one-to-one function y : E ®  3 , such

that y ( )i Pj i j
Î  for all i j Î  E. We next relate matching and

error detectabili ty of a code; we first state a useful result
from li near algebra [17] given here in a more relevant form.

THEOREM 5 [17]. Any set of m vectors, each of length n, are line-
arly dependent if m > n.

THEOREM 6. If t is the DED of a code &, then there will always be
a matching between any set E of at most t erroneous bits
and the set 3  of parity groups of &.

PROOF. Suppose there is a subset E of t bits for which there
is no matching. Since & can detect any t errors, it
means that the columns of the parity matrix H corre-
sponding to the bits in E are li nearly independent
(Theorem 4). For convenience, let these columns be

H0, ¼ , H t- 1. Note that the set Pi j
 is the set of rows (i.e.,

parity groups) in which the i jth column of H has 1s.

Since there is no matching for bits i0, ¼  it- 1, from

Theorem 2, there is a nonempty subset E¢ of E of size

m £ t whose bits are all contained within l £ m - 1
parity groups. In other words, the m columns in H,

say, H0, ¼ , Hm- 1, corresponding to the bits in E¢, to-

gether have 1s in l £ m - 1 rows and 0s in all other
rows. To determine if these columns are li nearly de-
pendent, we need only consider these l rows, since

their sum will yield 0s in the other g - l rows. Thus,

we can only consider the m subcolumns of H0, ¼ , Hm- 1

of length l that contain only the rows in which at least
one of them has a 1. Since l < m, it foll ows from Theo-
rem 5 that these subcolumns are li nearly dependent,

and, thus, H0, ¼ , Hm- 1 are li nearly dependent. Hence,

H0,¼ , H t- 1 are also li nearly dependent and we reach a
contradiction. †

THEOREM 7. The DFT of a multiprocessor whose FT processor
groups are based on ECC & is lower bounded by &’s DED
when there is one spare per processor group, and by twice
its DED when there are two spares per group.

PROOF. Let & be t error detecting. Then, from Theorem 6,
there is a matching for any t errors. We first consider
the single spare-per-group design. Since each bit cor-
responds to a primary or spare processor in the mul-
tiprocessor, and since the bit-to-parity equation
matching system corresponds to that between faulty
processors and the set of spares, there exists a
matching in the latter system for any t faults. Hence,
from Theorem 3, the t faults can be reconfigured
around. Now, consider the two-spare-per-group de-
sign, and suppose the multiprocessor has 2t faults; we
randomly partition them into two size-t sets F1 and F2.
From the above discussion, the faults in F1 can be
matched to the tail spares in the system (each group
has a spare at the tail of the group, as in the one-spare
case, and a second spare at its head). Note that the
presence of fault set F2 does not hinder the reconfigu-
ration of the faults in F1, since, if the former are in the
matching-based reconfiguration paths of the latter,
then they are simply bypassed. Simil arly, fault set F2

can be matched to the head processors in the system.
In this case, however, the reconfiguration path from
any u Î  F2 to its matched head spare in, say, group i,
might confli ct or overlap with that of a fault v Î  F1

that is matched to the tail spare in group i. This hap-
pens when u is nearer to the tail spare and v nearer to
the head spare in group i. Thus, the matched spares of
u and v can be interchanged, and u can be reconfig-
ured to the tail spare and v to the head spare in group
i without confli ct. Note that there are at most two re-
configuration paths in a group, the above interchange
does not affect any reconfiguration paths in any other
group, and this type of interchange can be made in
every group in which there are confli cts between two
reconfiguration paths. †

In Section 7, we analyze the exact DFT of multiprocessors
based on various codes and show that these are quite
higher than the respective DEDs of these codes.

In general, if r > t errors occur, then they are detectable
as long as the sum of the r columns corresponding to r error
bits is nonzero [1]. Linear independence of the r columns is
suff icient to yield a nonzero sum; however, it is not neces-
sary (for example, a subset of the r columns can be summed
to yield a 0 vector, but the sum of all r columns may not be
zero). A more relevant concept for our purpose is erasure
correctabili ty of a code used in [18], where ECCs were ap-
pli ed to design redundant disk arrays (RAIDs) in which
disk erasures (disk fail ures in which the data on the disk is
lost) can be tolerated by reproducing the data of the fail ed
disks using parity equations. In such RAIDs, each primary
(spare) disk corresponds to an information (check) bit of the
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code. An erasure is essentiall y a loss of bits in a code word
whose locations are known but not values. If these un-
known or lost bits can be reproduced, then we say that the
erasure is correctable. The deterministic erasure correctabil-
ity of a code is the same as its DED [18]. However, its aver-
age erasure correctabili ty is upper-bounded by its average
error detectabili ty, since r > t disk erasures can be corrected
if and only if the r columns corresponding to the fail ed
disks are li nearly independent [18]. The mean-time-to-
fail ure (MTTF) of a RAID derived from an ECC was deter-
mined in [18], and this gives a reasonably good measure of
the average erasure correctabili ty of the code. The next
theorem relates the average fault tolerance of an FT multi-
processor to the average erasure correctabili ty of a code.

THEOREM 8. The average number of erasures that can be cor-
rected by a code & is a lower bound for the average number
of faults that can be tolerated by an FT multiprocessor
whose processor groupings, with one spare per group, are
based on &.

PROOF. Suppose there are r > t errors (erasures in the corre-
sponding RAID) in a code word. These erasures can
be corrected if the corresponding r columns of the
parity matrix H are li nearly independent. Proceeding
in the same manner as in the proof of Theorem 7, we
can see that, in such a case, the corresponding r proc-
essor faults in the FT multiprocessor can be reconfig-
ured to matched spares. Thus, for each correctable
pattern of disk erasures, there is a corresponding
pattern of reconfigurable processor faults. The theo-
rem foll ows from this observation. †

We obtain the foll owing useful coroll ary of this theorem.

COROLLARY 1. The reliabili ty (MTTF) of a code & or of the corre-
sponding RAID system, as determined by its erasure cor-
rectabili ty, is a lower bound for the reliabili ty (MTTF) of
the corresponding FT multiprocessor, with one spare per
group, if we assume that the failure probabili ty of a disk in
the RAID system is the same as that of a processor. Also,
the above metrics for a two-spare-per-group design are
lower bounded by the respective metrics of the correspond-
ing single-spare-per-group design.

In [18], a number of useful ECCs li ke the 2D-parity, 3D-
parity, full -two, and full -three codes were identified that
yield very high MTTF for RAID designs based on these
codes, and which have attractive values of metrics, li ke
check-bit overhead, group degree, and group size. These
metrics are also relevant to FT multiprocessor design as dis-
cussed earli er. In view of this, and Theorems 7 and 8 and
Corollary 1, we choose to use these codes to design FT multi-
processors. Later, we show that the DFT, layout-area over-
head, and reliabili ty of these FT multiprocessors are ex-
tremely favorable. Next, we briefly describe the above ECCs.

4.3 Some Useful ECCs
The 2D-parity code was described earli er; its parity matrix
is shown in Fig. 5c. The 3D-parit y code can be simil arly
formed by arranging the information bits in a three-
dimensional array and associating a parity equation with

each dimensional group. Its check-bit overhead is 3/ N1/ 3, its

group size is N1/ 3, it is a degree-three code and its DED is
three. The full-t wo code is a degree-two two-DED code. It

can be defined in terms of its parity matrix Hfull2 = [Pfull2| I].

Pfull2 consists of all possible distinct columns with exactly two
1s; see Fig. 5d. The number N of information bits in terms of

g is given by N = g(g - 1)/ 2, i.e., its check-bit overhead is ap-
proximately 2 N , and its group size is g N- » -1 2 1.

The full-t hree code is a degree-three three-DED code, and

Pfull3 consists of all possible distinct columns with exactly

three 1s. For this code, N = g(g - 1)(g - 2)/ 6, thus, its check-

bit overhead is approximately (6N)1/ 3/ N = 1.8/ N2/ 3, and its

group size is 3N/ g = (g - 1)(g - 2)/ 2 <  (6N)2/ 3/ 2. The full -
two and full -three codes have the least possible check-bit
overheads of any degree-two and degree-three codes, re-
spectively. The 2D- and 3D-parity codes have better reli-
abili ties than the full -two and full -three codes, respectively,
though, obviously, higher check-bit overheads. However,
as we will see next, w iring overheads for FT multiproces-
sors based on full -two and full -three codes are a li tt le
higher than those based on the 2D- and 3D-parity codes,
respectively.

5 WIRE-EFFICIENT LAYOUTS

5.1 Layout Scheme
In this section, given a regular 2D-square or 3D-cubic lay-
out4 of a non-FT multiprocessor of an arbitrary topology,
we will obtain a simil ar layout of an ECC-based FT multi-
processor by embedding processor groupings defined by
the ECC in the given non-FT processor grid. Embeddings
with minimum edge congestion (the number of recon d-li nks
that get mapped onto a single grid li ne, i.e., the space be-
tween adjacent processor rows/ columns/ heights) will be
used to minimize the redundant wiring overhead, and thus
obtain eff icient FT layouts in a topology independent man-

ner. Let 0, 1, ¼ , g - 1 be the g processor groups in the FT

multiprocessor and let dg denote its group degree (the number
of groups a processor belongs to). Any processor u is associ-

ated with a dg-digit label ( , , , , )b b b bd dg g0 1 2 1K - -  which speci-

fies its location in a dg-dimensional gridÐ for different codes,
these labels will be determined differently. Recall from Sec-

tion 3 that every processor uses dg recon-switches connected

in series and labeled 0, 1, ¼ , dg - 1. (see, e.g., Fig. 4a).
For the 2D- and 3D-parity codes, the processor labels

are the subsets of grid points given by the square

{( , ) : , }b b b b N0 1 0 10 £ < and the cube {(b0, b1, b2) : 0 £ b0, b1,

b2 < N1/ 3}, respectively. Processors in the same row have

different b0 but the same b1 and b2 (for the 3D-parity code)
values, and belong to the same group. These processors are
li nked from the small est- (the head processor) to the larg-
est-labeled processor (the tail processor) via their zeroth

4. Actuall y, as will become clear later, our layout schemes are equall y ef-
fective when the given non-FT layout is rectangular or cuboidal.
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recon-switch. In a single-spare-per-group design, we con-
nect a spare s b b

t
* , ,1 2

 to the tail processor in the group, and, in

the double-spare case, we connect, in addition, another
spare s b b

h
* , ,1 2

 to the head processor via their zeroth recon-

switches. Simil arly, column and height groups are formed,
and have spares connected to them. Note that this layout
has an edge congestion of one (see Fig. 6).

Next, for the full -two and full -three codes, the label
( , , , , )b b b bd dg g0 1 2 1K - -  of a processor u indicates, in addition

to its position, the groups to which u belongs, so that 0 £ bi

< g for each bi. Moreover, now the ith recon-switch is used

to connect u to group bi. Note that any two or three groups
in the full -two and full -three codes, respectively, contain
exactly one common processor. Suitable subsets of grid
points for these two codes that satisfy this requirement and
that give compact 2D and 3D triangular pyramidal layouts

of processors, respectively, are {(b0, b1) : g > b0 > b1 ³  0} (see

Fig. 7a) and {(b0, b1, b2) : g > b0 > b1 > b2 ³  0}Ð these layouts
will be modified to square and cubic layouts, respectively,
in Section 5.2.

We interconnect processors to form groups as foll ows.

For any group j, where 0 £ j < g, let jmax and jmin be the larg-
est and small est digit positions, respectively, over all proc-
essors in the group, at which the group number j appears in
a processor's label. For instance, in Fig. 7a, for group j = 0,

jmax = jmin = 1, and, for group j = 8, jmax = 1 and jmin = 0. The
jth processor group is formed by first li nking all processors

with bk = j, where jmin £ k £ jmax, starting from the first to the

last processor in a (dg - 1)-dimensional radix-g Gray-code
ordering (obtained as an extension of reflected binary Gray

codes) of their corresponding (dg - 1)-digit labels ( , ,b0 K

b b bk k dg- + -*1 1 1, , , ,K , via their kth recon-switches. For in-

stance, if g = 8, dg = 3, k = 1, j = 3, and the set of processors

with b1 = 3 is {(4, 3, 0), (4, 3, 1), (4, 3, 2), (5, 3, 0), (5, 3, 1), (5, 3, 2),
(6, 3, 0), (6, 3, 1), (6, 3, 2), (7, 3, 0), (7, 3, 1), (7, 3, 2)}, then the
two-dimensional radix-8 Gray-code ordering of the corr e-

sponding labels (b2, b0) is (4, 0), (4, 1), (4, 2), (5, 2), (5, 1),
(5, 0), (6, 0), (6, 1), (6, 2), (7, 2), (7, 1),(7, 0).

In the case of the full -three code, we actuall y order the
processors in an almost-Gray-code manner, since not all
(dg - 1)-digit labels above appear in processor labels. Con-
sider group 0 (i.e., j = 0) and k = 2. First, we order proces-
sors with labels of the form (2, * , 0) from the small est to the
largest labeled processorÐ processor (2, 1, 0) is the only
such processor. Then, we order all processors with labels of
the form (3, * , 0) from the largest to the small est labeled
processor and add them to the previous ordering of proces-
sorsÐ processors (3, 2, 0) and (3, 1, 0) are the only such
processors and are arranged in that order. Next, processors
with labels of the form (4, * , 0) are ordered from the small-
est to the largest labeled and appended to the above order-
ingÐ thus, the sequence (4, 1, 0), (4, 2, 0), (4, 3, 0) is appended
to the above ordering, and so forth. A Gray-code (or al-
most-Gray-code) ordering, li ke the ones above, is useful in
minimizing reconfiguration li nk length between adjacent
processors in a groupÐ recall that a processor's label gives its
location in a dg-dimensional grid, and, thus, adjacent proces-
sors in this ordering will be spatiall y adjacent.

Next, the last processor (in the above ordering) with bk = j

is li nked to the first processor with bk+1 = j, for jmin £ k < jmax,
via the kth recon-switch of the former and the (k + 1)th re-
con-switch of the latter. This gives us a total ordering of all
the processors in group j w ith the first processor with
b jjmin

=  at the head of the group and the last processor

with b jjmax
=  at the tail of the group. For instance, in the

Fig. 6. Wire-efficient embeddings of processor groupings in an FT multiprocessor array (of any topology) derived from the 2D-parity code for N =
100 and g = 20.
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full -two code based FT multiprocessor in Fig. 7a, group 8 is

formed by first li nking processors (8, 0), (8, 1), ¼ , (8, 7) in
that order via their zeroth recon-sw itches and processors

(9, 8), (10, 8), ¼ , (14, 8) in that order via their first recon-
switches, and then li nking processor (8, 7) to (9, 8) via the
former's zeroth and the latter's first recon-switches. The
head and tail processors in this group are processors (8, 0)
and (14, 8), respectively. We connect spares sj

t  and sj
h to the

tail and head processors, as in the 2D- and 3D-parity cases,

via the jmaxth and jminth recon-switches, respectively. Note,
again, that the layouts obtained have a congestion of one.

5.2 Area/Volume Overhead
We now give the fractional area (volume) overhead fo of the
2D (3D) layouts of FT designs based on the various codes.
Denote the area (volume) of the non-FT multiprocessor by
A and let a = A/ N be the area (volume) per processorÐ this
area (volume) is assumed square (cubic) and includes the
area (volume) occupied by the actual processor and its
share of the interprocessor wiring. Recall that the recon d-
li nk for each group corresponds actuall y to d sets of wires,
one for each neighbor of a processor, so that its width is d
units.

THEOREM 9. The fractional area overhead of an FT design based
on the 2D-parity code compared to a non-FT design is

fo
ad d
a= +2 2

.

PROOF. The area of the FT design is

N a d N a ad d× + = × + +d ie j e j2 22

(see Fig. 6). Hence, fo
N a ad d Na

Na
ad d
a= =× + + - +( )2 22 2

. †

THEOREM 10. The fractional area overhead of an FT design based
on the full -two code compared to a non-FT design is

fo
ad d
a» +2 2

 for a triangular layout and fo
ad d

a» +2 2 2

 for

a square layout.

PROOF. Recall that for a full -two code ( ) ( )g g g N- -» =1
2

1
2

2

, so

that g g N» - »( )1 2 . First, consider a triangular

layout, as in Fig. 7a, that has a base and height of g - 1
processors each. The area of the FT design is

1
2

2 21 2× - + » × + +g a d N a d adb gd ie j e j,
thus giving fo

ad d
a» +2 2

.

A square layout of the FT design can be obtained
by modifying the triangular layout of Fig. 7a as
shown in Fig. 7b. The polygon of processors ((5, 0),
(14, 0), (14, 10), (11, 10), (5, 4)) and the associated
spares on the right in Fig. 7a remain fixed. The trian-
gle of processors ((1, 0), (4, 0), (4, 3)) is inverted,
fli pped, and placed at the bottom left corner of the
above polygon. The triangle of processors ((12, 11),
(14, 11), (14, 13)) is scanned in row-major order and
placed right to left at the bottom of the above layout,
as shown in Fig. 7b. Spare processors s s st t t

11 12 13, , , and

st
14  are placed appropriately in the last row. For any

N, the above scheme can be used to obtain a square
layout of N  processors to a side, with an edge con-
gestion of ( )g N- + 1 in the leftmost column and

Fig. 7. Wire-efficient embeddings of processor groupings in an FT multiprocessor array (of any topology) derived from the full-2 code in a (a) tri-
angular 2D layout and (b) in a square 2D layout obtained by modifying the triangular layout, for N = 105 and g = 15.
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bottommost row (corresponding to recon li nks con-
nected to ( )g N-  groups in the two displaced trian-
gle of processors above) and one in all other rows and
columns (see Fig. 7b). Therefore, the area of the
square FT layout is

N a d g N d N a N d

N a ad d

+ + - » +

= + +

d i d ie j d i
e j

2 2

2

2

2 2 2 ,

so that fo
ad d
a» +2 2 2 2

. †

THEOREM 11. The fractional volume overhead of an FT design
based on the 3D-parity code compared to a non-FT design

is fo
a d a d d

a= + +3 32 3 1 3 2 3

.

PROOF. As in the 2D-parity code based design, with each
processor group along a row, column, or height, we
have a wiring overhead of d, so that the width of each

row, column, or height is (a1/ 3 + d). Thus, the volume

of the FT design is (N1/ 3 × (a1/ 3 + d))3, which impli es

fo
a d a d d

a= + +3 32 3 1 3 2 3

. †

THEOREM 12. The fractional volume overhead of an FT design
based on the full -three code, compared to a non-FT design, is

fo
a d a d d

a» + +3 32 3 1 3 2 3

 for a triangular pyramidal layout and

fo
a d a d d

a» × + × +3 6 3 6 61 3 2 3 2 3 1 3 2 3

 for a cubic layout.

PROOF. Since the redundant area overhead around each
processor in the square 2D-parity code and triangular
full -two code layouts is the same (see Figs. 6 and 7a),
the corresponding overheads are also the same (see
Theorems 9 and 10). The case is the same with the cu-
bic 3D-parity code and triangular pyramidal full -
three code layouts. Thus, from Theorem 11, in the

latter case, fo
a d a d d

a» + +3 32 3 1 3 2 3

.

The triangular pyramidal layout for the full -three
code can be modified to obtain a cubic layout in a
manner similar to that in the full -two code case consid-
ered in the proof of Theorem 10. Again, analogous to
the full -two code case, the volume of a cubic full -three

code layout is (N1/ 3(a1/ 3 + d) + (g -  N1/ 3) d)3. Since, for a

full -three code, g g g N( )( )- - =1 2
6 , we approximate g by

(6N)1/ 3, obtaining fo
a d a d d

a» × + × +3 6 3 6 61 3 2 3 2 3 1 3 2 3

. †

The total area or volume A of a layout for a given net-
work topology is proportional to the square or 3/ 2 power,
respectively, of its bisection width, which is defined as the
minimum number of wires that must be cut to separate the
network into two equal halves. The bisection widths for
mesh and hypercube architectures are N  and N/ 2, so that

their a values are Q(1) and Q(N/ 4), respectively. To get an
idea of the area/ volume overhead, let us consider an ex-
ample. Recall that d is the combined width of all redundant
wires (i.e., a recon d-li nk) entering a processor when the
wires are closely packed (as in the layouts of Figs. 6 and

7b), and a  or a1/ 3 is the width of a side of a square area or
cubic volume, respectively, containing a processor, several

memory chips, the processor-memory bus, possibly a sepa-
rate routing chip and input/ output li nes, and the proces-
sor's share of nonredundant interprocessor wiring. Fur-
thermore, note that d/ 4 nonredundant wires enter each side
of the square routing chip contained in this square region,
and that a wire connected to a pin on the chip will have a
much small er width compared to the pin pitch. Therefore, a
reasonable value for the ratio between the combined width
of d/ 4 sets of closely packed redundant wires and the side

of an individual square region would be d

a

4 0 05= .  for a

mesh, and d

a

N

N

4 4

4
0 05= .

logb g
 for a hypercube architecture,

where note that d = 4 for a mesh and d = log N for a hyper-
cube. The wire width d/ 4 is simil arly related to the width

a1/ 3 of a cubic region for a 3D layout.
From the above theorems, we obtain the foll owing re-

sults for a mesh architecture (of any size): fo(square 2D-
parity or triangular full -two code layout) = 44 percent and
fo(square full -two code layout) = 65 percent; for a 1,024-
processor hypercube the corresponding overheads are six
percent and nine percent. The overheads for the 3D layouts
corresponding to the 3D-parity and full -three codes are
somewhat higher. For the mesh architecture, the overheads
corresponding to the 2D-parity and full -two codes are rea-
sonable considering the improvement in reli abili ty of the
system (as will be seen in Section 8), while, for the hypercube
architecture, the corresponding overheads are quite low.

6 RECONFIGURATION ALGORITHM

The reconfiguration problem in the node-covering method
is equivalent to finding the maximum flow in a flow graph
G; such a correspondence was also observed in [29] for the
FT design presented therein. The flow graph corresponding
to the 4 ´  4 2D-parity code based FT array of Fig. 8a is
shown in Fig. 8b and, in the general case, is described as
foll ows. For each recon-switch, there is a vertex in G, and,
between recon-switches in the same or different processors
that are li nked, there are two oppositely directed edges to
model reconfiguration in either direction between the cor-
responding switches. Furthermore, there is an edge from
the topmost ((dg - 1)th) to the bottommost (zeroth) recon-
switch vertex of a processor. The zeroth recon-switch vertex
of a faulty processor is a unit-surplus source denoted s. Fi-
nall y, there is an edge from each vertex corresponding to
recon-switches li nked to spares, to a sink vertex t. A ll edges
have unit capacity. Note that, since the edges between re-
con-switch vertices of a processor have unit capacity, the
subgraph corresponding to a processor models the conten-
tion for v-li nks when reconfiguration paths bend, as
pointed out in Section 3.

Any flow path from a source to sink in G obtained by a
maxflow algorithm (e.g., in Fig. 8b) has a direct correspon-
dence with a reconfiguration path from a fault to a spare in
the actual hardware (e.g., in Fig. 8a). It is clear that a fault
set F will be reconfigurable if and only if there is a flow of

value | F|  in G. We first used the O(| V| 3) li ft-to-front pre-
flow-push algorithm of [9] to determine if a matching exists
between the set of faults (of size | F| ) and the set of associ-
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ated spares (of size O(g))Ð this takes O((| F| + g)3) time.5

Only if this fail ed did we solve the maxflow problem asso-

ciated with G using the above algorithm in O(N3) time. For
moderate number of faults (e.g., for | F| <= 40 for a 1,024-
processor 2D-parity code based FT array using g = 64
spares), a matching exists in a substantial number of cases

(³  75 percent of the cases in the above example), so that the
reconfiguration time is reduced appreciably.

7 DETERMINISTIC FAULT TOLERANCE (DFT)
CAPABILITIES

7.1 Preliminaries
In this section, we derive the DFT capabili ty, defined as the
maximum number of faults guaranteed reconfigurable, for
FT multiprocessors, based on the various codes, by deter-
mining a tolerable worst-case fault pattern of maximum
sizeÐ we call these DFT fault patterns. For a given fault
size, the worst-case fault pattern will be clustered rather
than dispersed, since, in the former case, the capacity of a
minimum source-sink cut6 in G is no more than in the latter
case, and, from the well -known maxflow-mincut theorem,
this capacity gives the amount of f low possible, i.e., it gives
the number of tolerable faults. We will be computing DFT
capabili ties at the corner and interior of the various FT lay-
outs as foll ows: For the single-spare-per-group design, the
corner DFT capabili ty is computed at the corner of the lay-

5. One could also use the O V E( ) -time bipartite matching algorithm

of [20], which, since there are O(g) edges in the bipartite graph, would run

in O((| F|+ g)
1.5

) time.
6. A source-sink cut (S, T) in G = (V, E) is a partition of V into S and T = V

-  S, such that s Î  S and t Î  T. The capacity of a cut (S, T) is the total capacity
of all edges from a vertex in S to a vertex in T.

out that is not adjacent to spares (e.g., location of processor
(0, 0) in Fig. 6 and (1, 0) in Fig. 7a), which is the worst case;
in the double-spare case, the particular corner is immate-
rial. A lso, the interior DFT capabili ty in the single-spare
case is computed by considering the DFT fault pattern to be
suff iciently away from nonspare boundaries of the layout
so that reconfiguration paths coming out of the DFT fault
pattern on sides facing these boundaries can bend to access
spares on the other boundaries (as in the case of the recon-
figuration path for processor (1, 2) in Fig. 8a); in the double-
spare case, there is no such consideration, since there are
spares on all sides. Note that the number of corner DFT
fault patterns will be constant, since there are a constant
number of corners, whil e the number of interior DFT fault
patterns for both single- and double-spare cases will i n-
crease with N, since the region over which such fault pat-
terns are considered grows with N. Therefore, the li keli-
hood of an interior relative to a corner DFT fault pattern
will i ncrease li kewise with N.

Next, to determine the DFT fault pattern, we consider
the maximum flow in a simpler flow graph G¢¢ derived in
two steps from the flow graph G of Section 6 as foll ows.
First, a flow graph G¢ = (V¢, E¢) is obtained from G by re-
placing the processor subgraphs in G by a single vertex as
ill ustrated in Fig. 8c. We also replace the two oppositely
directed edges between recon-switch vertices of adjacent
processors in G by a single undirected edge in G¢. Define a
fault enclosure in G¢ as a minimal cut-set7 whose removal
disconnects vertex sets V1 and V2, where V1 Ê F and V2 = V¢
-  V1, and its capacity as the number of edges, call ed enclo-
sure edges, it includes (see Fig. 8c). The graph G¢¢ = (V¢¢, E¢¢)
corresponding to a fault enclosure is that induced by the
vertex set V1 in G¢. In G¢¢, every vertex on the fault enclosure

7. A minimal cut-set is a minimal set of edges whose removal destroys all
paths between two mutually exclusive sets of vertices in some graph.

Fig. 8. (a) A four-dimensional FT hypercube based on the 2D-parity code showing settings of recon-switches determined by the reconfiguration
algorithm of Section 6 to tolerate a fault pattern. (b) The flow graph G corresponding to (a), along with the reconfiguration paths used for the dif-
ferent faults. (c) The simpler graph G¢ derived from G, showing fault enclosures A and B both of capacity 14. (d) The flow graph G¢¢ used in de-
termining DFT capabilities corresponding to the fault enclosure A in G¢.
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is connected to a sink (see Fig. 8d). We will find reconfigu-
ration paths in this simpler graph G¢¢ to determine DFT ca-
pabili ties using maxflow and matching concepts. From the
above discussion, it is clear that, if F is reconfigurable in G
(i.e., if F is tolerable), then it w ill be so in G¢¢ also. Generall y,
however, the converse is not necessaril y true when there
are bent reconfiguration paths in G¢¢, since processor sub-
graphs in G, which modeled v-li nk contention during
bending (as pointed out in Section 3) have been replaced by
single vertices in G¢¢. As we will see shortly, all reconfigura-
tion paths in G¢¢ in our DFT proofs are straight, and, thus,
they are valid reconfiguration paths in G that are hardware
supportable. Finall y, since boundary processor vertices con-
nected to sinks in G¢¢ may correspond to vertices of interior
processors not adjacent to the sink (spares) in G (e.g., proces-
sor (1, 1) in Figs. 8b and 8d), we need to ensure that a recon-
figuration path formed until such an interior processor in G
can be extended from it to the sink (spare) in G. Below, we
identify the DFT fault pattern for the 2D-parity code by find-
ing flows for the fault pattern in G¢¢ that meet this requirement,
and, thereby, determine its DFT capabili ty. For the other
codes, we only state their DFT capabili ties; derivations are
similar to that for the 2D-parity code and can be found in [16].

7.2 DFT Capabili ties Associated with Various ECC
Codes

THEOREM 13. The corner DFT capabili ty for the FT design based
on the 2D-parity code is min(s, 5) when there is only one
spare per processor group and min(s, 10) when there are
two spares per processor group, and the interior DFT capa-
bili ty is min(s, 18), where s is the number of spares.

PROOF. For the 2D-parity code, the least capacity of any en-
closure for a fault pattern is equal to the perimeter of
the circumscribing rectangle (see, e.g., Fig. 8c). Since
of all rectangles of the same size, the square has the
minimum perimeter, the worst-case fault pattern F for
any fault size will be a rectangle (a, b, c, g) as close to a
square as possible plus, possibly, a partial column (e,
f) adjacent to it as in Fig. 9a, because, then, the fault
pattern will be most diff icult to tolerate. Specificall y,

| F|  will be either of the form | F1| = r2 + r¢, where 0 <

r¢ £ r, or of the form | F2| = r(r + 1) + r¢, where 0 < r¢ £ (r

+ 1), and, therefore, will correspond to an r¢-length

column adjacent to either an r ´  r square or an r ´  (r +
1) rectangle, respectively. To determine the corner
DFT capabili ty, first assume one spare per processor
group and consider the worst-case fault pattern of
Fig. 9a to be in the left-top corner of the layout so that
point a is at the location of processor (0, 0) in Fig. 6.
Since there are no enclosure edges on sides (a, b) and
(a, f) (because there are no edges leading to spares on
those sides), the minimum capacity of any fault enclo-

sure will be either C1 = 2r + 1 or C2 = 2r + 2, corre-

sponding to | F1|  and | F2|  faults, respectively. Note

that both | Fi|  and Ci depend on just variables r and

r¢. Stepping through values 0, 1, 2, ¼  of r, and, for
each such value, stepping through values 1 through r

(for | F1|  faults) or (r + 1) (for | F2|  faults) of r¢, we find

that the largest fault size | Fi| , which does not exceed

capacity Ci, i = 1, 2, occurs for i = 1 for | F1| = C1 = 5 or

for r = 2 and r¢ = 1; denote this fault pattern by F1
max .

Note that, since F1
max  is the limiting fault pattern

beyond which | F|  will exceed C, we have also estab-
li shed that, for any F FÍ 1

max , the capacity (or pe-
rimeter) of its circumscribing rectangular enclosure
will be at least | F| . If we now match faults to pe-
rimeter points of the circumscribing rectangle of F1

max ,
then, from the above result and Theorem 2, we have a
matching, and, hence, from Theorem 3, there exist
straight reconfiguration paths from each fault in F1

max

to a unique perimeter point on the circumscribing
rectangle. These reconfiguration paths can be ex-
tended further straight till a spare is reached to obtain
complete reconfiguration paths for all faults in F1

max .
Thus, the corner DFT capabili ty in the single-spare
case is five or s, whichever is less. In the double-spare
case, it is easy to see that the DFT fault pattern will be
the same as in the single-spare case, but, w ith the five
spares adjacent to sides (a, b) and (a, f) in Fig. 9a also
faulty, thus, giving a DFT capabili ty of min(s, 10).

Finall y, consider the fault pattern of Fig. 9a, located
in the interior of the layout. In this case, the minimum

capacity of any enclosure is either C1 = 2(2r + 1) or C2 =

2(2r + 2), corresponding to | F1|  and | F2|  faults, re-

spectively. Again, stepping through values of r and r¢
as in the corner fault pattern case above, we find that
the limiting fault pattern corresponds to | |F1 18max =  or

to r = 4 and r¢ = 2. Simil ar to the corner DFT fault
pattern, there exists a matching-based reconfiguration
path from every fault in F1

max  to a unique perimeter
point on the circumscribing rectangle. In the double-
spare case, these reconfiguration paths can be ex-
tended straight up to a spare as before. However, in
the single-spare case, two sides of the circumscribing
rectangle (sides (a, b) and (a, f) in Fig. 9a) will not have
spares on their side. In this case, if the fault pattern is
suff iciently in the interior, reconfiguration paths ex-
iting out of such sides can bend to access spares on
sides that have spares (as, for example, in the case of
the reconfiguration path for faulty processor (1, 2) in
Fig. 8b). Thus, as before, we can extend reconfigura-
tion paths from perimeter points to spares even on
sides not directly associated with spares. Hence, the
interior DFT capability is min(s, 18). †

THEOREM 14. The corner DFT capabili ty for the FT design based
on the full -two code is min(s, 4) when there is only one
spare per processor group and min(s, 8) when there are two
spares per processor group, and the interior DFT capabili ty
is min(s - l, 18) in the single-spare case and min(s, 18) in
the double-spare case, where s is the number of spares and l
the distance of the fault pattern from the right primary-
processor boundary.
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Fig. 9. Shape of worst-case fault pattern for the 2D-parity code.

THEOREM 15. The corner DFT capabili ty for the FT design based
on the 3D-parity code is min(s, 32) when there is only one
spare per processor group and min(s, 64) when there are
two spares per processor group, and the interior DFT capa-
bili ty is min(s, 234), where s is the number of spares.

THEOREM 16. The corner DFT capabili ty for the FT design based
on the full -three code is min(s, 7) when there is only one
spare per processor group and min(s, 11) when there are
two spares per processor group, and the interior DFT capa-

bili ty is min , ,( )( )s s l s l- - +1
2 234e j in the single-spare case

and min(s, 234) in the double-spare case, where s is the
number of spares and l the horizontal distance of the fault
pattern from the right primary-processor boundary.

From the above results, it is evident that our probabili s-
tic FT designs have good DFT capabili ties, in addition to
their high average-case fault tolerance which we will see in
Section 8. A lthough the full -two and full -three codes based
FT designs have small er corner DFT capabili ties than those
based on the 2D- and 3D-parity codes, respectively, their
interior DFT capabili ties are equal (when s is large enough,
i.e., when N is large enough, or when l = 0). This is note-
worthy, since the full -two and full -three codes based FT
designs use a much small er number of spares (in fact, they
have the minimum number of spares of any degree-two and
degree-three code based designs, respectively [18]) than the
2D- and 3D-parity code based designs, respectively.

8 RECONFIGURABILITIES AND HARDWARE
OVERHEADS OF ECC-BASED AND PREVIOUS FT
DESIGNS

In this section, we compare our ECC-based probabili stic FT
designs to some of the best deterministic [4], [6], [7], [8],
[14], [27] and probabili stic [6], [27], [28] FT designs pro-
posed previously, in terms of their reconfigurabili ties and
hardware overheads for two popular topologies, the 2D
mesh, and the hypercube. In [6], [27], both deterministic
and probabli stic FT designs are presented; [6] gives several
probabili stic designs, but we consider here only the design,
denoted M4, w ith the highest reconfigurabili ty. Moreover,
[14] gives two different deterministic designs, a global-
sparing and a local-sparing design, that we will shortly dis-
cuss. The FT designs of [4], [7], [8], [14], li ke the ECC-based
designs, are appli cable to any topology, while the designs of
[6], [27], [28] are specific to 2D meshes.8 First, in Section 8.1,
we present reconfigurabili ty results for the various ECC-

8. Actuall y, the design of [27] is appli cable to constant dimensional
toruses, but we consider only 2D meshes here.

based FT designs and compare them to previous probabil-
istic designs employing the same number of spares. Then,
in Section 8.2, we compare the hardware overheads of ECC-
based FT designs to previous deterministic and probabili s-
tic designs with simil ar MTTFs.

8.1 Reconfigurabili ty Comparisons
We first summarize results on the reconfigurabili ty of 1,024-
processor FT systems derived from various ECCs. The reconfig-
urabili ty results were obtained using the maxflow-based recon-
figuration algorithm of Section 6 and Monte Carlo simulations
averaged over 1,000 samples for each fault size from s (the num-
ber of spares) down to the largest fault size for which we get 100
percent reconfigurabili tyÐ smaller fault sizes obviously have
100 percent reconfigurabili ty. A 2D-parity code based FT system
using 64 spares (single-spare case) was found to tolerate 92.8
percent of all 64-processor faults (the largest fault size tolerable),
98.8 percent of all 63-processor faults, and 100 percent of all
smaller-sized faults; thus, kavg = 63.93. In the double-spare case,
the same FT multiprocessor was able to tolerate 98.3 percent of
all 128-processor faults and 100 percent of all smaller-sized faults
(kavg = 127.98). A full -two code based FT system using 46 spares
(single-spare case) was able to tolerate 94.2 percent of all 46-
processor faults and 100 percent of all faults of smaller sizes (kavg

= 45.94). In the double-spare case, this FT system was able to
tolerate 100 percent of faults of sizes 92 (maximum possible) or
smaller (kavg = 92). An FT system derived from the 3D-parity
code had 100 percent reconfigurabili ty for all fault sizes 363 (the
total number of groups) and less (kavg = 363); using two spares
per group in this system is not practicalÐ even one spare per
group is quite expensiveÐ hence, that case was not simulated. A
full -three code based FT system had 100 percent reconfigurabil-
ity in both the single and double spare cases (using 20 and 40
spares, respectively) for all fault sizes less than or equal to the
number of spares (kavg = 20 and 40, respectively). Note that the
average fault tolerance kavg for the different ECC-based FT mul-
tiprocessors are approximately equal to the number of spares s,
as desired.

As we saw in Section 5.2, FT systems derived from both
the 2D-parity and full -two codes have reasonably low area
overheads and are, therefore, cost-effective to buil d.
Moreover, their DFT capabili ties, derived in Section 7, and
average-case fault tolerance, noted above, are quite high.
The full -two code based system has the advantage that it
has lower spare processor overhead and also, as seen
above, is able to more effectively utili ze its spares. The 2D-
parity code based system, on the other hand, has small er
wiring area overhead (see Section 5.2). Therefore, the vari-
ous codes considered here offer different trade-offs be-
tween wiring area/ volume overheads, reconfiguration ca-
pabili ty (or reli abili ty/ MTTF), and spare-processor over-
head.

Next, in Fig. 10, we give reconfigurabili ty results for the

2D-parity code based design, the probabili stic design M4 of
[6], and the three-track probabili stic design of [28], obtained
using Monte Carlo simulations averaged over 1,000 sam-
ples.9 The various parameters of the probabili stic design of

9. The programs for ECC-based designs and that of [28] were coded by
us, while that for [6] was provided by one of its authors, Dr. R. Cypher.
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[27] are given only in order terms (e.g., the number of

spares is Q(N)) instead of in real terms, so that it could not
be simulated to determine its reconfigurabili ty; also, be-
cause of the constraints that different design parameters
need to satisfy, the design of [27] appears to be appli cable
to only very large systems with at least hundreds of thou-
sands of processors. Note also that the 2D-parity code
based design (and, in general, any ECC-based design) is
appli cable to any topology, whereas the designs of [6], [28]
are appli cable to only 2D meshes. The figure shows plots of
the percentage of successful reconfigurations averaged over
1,000 runs for fault sizes one through s (the number of
spares) for number of processors N = 100, 400, and 1,024,
when the number of spares is kept the sameÐ either 2 N
(single-spare caseÐ Fig. 10a) or 4 N  (double-spare caseÐ
Fig. 10b)Ð in all three designs. Note that the reconfigurabil-
ity of our 2D-parity code based probabili stic design is 100

percent for all fault sizes except s - 2 to s. Even for these
large-sized faults, the reconfigurabili ty is at least 90 percent
and, in most cases, close to 100 percent. This is much better
than the reconfigurabili ty of the three-track design of [28],
which, in turn, has much higher reconfigurabili ty than the

probabili stic design M4 of [6] as seen from Fig. 10. These
results also demonstrate that the spare-processor utili zation
in our probabili stic design is close-to-optimal, or, in other
words, its average fault tolerance is close to the number s of
spares for different array sizes.

8.2 Hardware Overhead Comparisons
In Table 1, we compare the hardware overheads of the 2D-
parity and full -two code based probabili stic FT designs to
those of previous deterministic and probabili stic FT designs
[7], [8], [4], [14], [13] with simil ar MTTFs. We assume that
individual processor systems (including processor and as-

sociated routing, memory, and other chips) have independ-
ent fail ure rates of l  = 0.011718 failures/ year and that their
reliabili ty functions follow the exponential fail ure law (i.e., R
= 1 -  e- l t, where R is the reliabili ty and t is the elapsed time).10

This corresponds to highly reliable single-processor subsys-
tems, each with an MTTF of 85.34 years. As noted in the in-
troduction, we are concerned here with multiprocessor sys-
tems in which it is important to preserve the original struc-
ture, in spite of any failures, for correct and nondegraded
operation. For such a requirement, a single processor failure
in a non-FT multiprocessor results in the failure of the entire
system, i.e., the failure rate of an N-processor non-FT system
is Nl . The MTTF of a non-FT 1,024-processor system, using
processors with the above failure rate, is easil y computed to
be just one month. This dramaticall y underscores the need
for fault tolerance in multiprocessor systems.

The hardware overheads (specificall y, the redundant
switch complexity and the redundant wire area) of an FT
design depend upon the number of spares s. The hardware
overheads given in Table 1 are those of designs with a

number sk of spares such that their MTTFs are the same as
those of a k-FT deterministic design. Before we compute

other hardware overheads, we determine sk (last column in
Table 1) for the different designs. First, consider the deter-
ministic FT designs of [4], [6], [7], [8], [14], [27]. The designs
of [4], [7], [8], [14] are k-FT deterministic global-sparing de-
signs, i.e., they require k spares to tolerate any k or fewer

faults, hence for them sk = k. The designs of [6] and [27] are

deterministic FT designs that require sk = 2k3 + 4k2 and

s N k kk = +2 4 3 8 3 spares, respectively, to be able to toler-

10. This fail ure rate for a processor and its associated hardware is reason-
able considering that the fail ure rate of just a single Motorola 80C386 mi-
croprocessor chip is 0.001752 failures/year [29].

   

(a) (b)

Fig. 10. Reconfigurability of three-track [28], M4 [6], and 2D-parity code based probabilistic designs for arrays of N = 100, 400, and 1,024 proces-

sors for (a) s N= 2  (single-spare case) and (b) s N= 4  (double-spare case) spares.
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ate any k or fewer faults. Finall y, [14] also gives a determi-
nistic local-sparing FT design of the type discussed in Sec-

tion 3, in which each group of N  processors is k1-FT with

exactly k1 spares per group, or N k1 spares in all . A 1,024-

processor deterministic local-sparing FT design with k1 = 5
(or 1024 5 160´ =  spares) is found to have an MTTF of
5.271 years, which li es between the MTTFs of deterministic
global-sparing 64-FT (5.255 years) and 65-FT (5.333 years)
designs. By li nearly interpolating between the latter two
MTTFs, we find that a 1,024-processor global-sparing FT
design with 64 64 425 271 5 255

5 333 5 255+ =-
-

. .

. . .  spares will have, at

most, the same MTTF as the above local-sparing design
with 160 spares. Assuming that the above relationship be-
tween the number of spares in a global-sparing design and

that in a local-sparing design with simil ar MTTF holds for
all N-processor systems, we conclude that a local-sparing
design with s k kk = × =160

64 42 2 4837. .  spares will have at

least the same MTTF as a k-FT deterministic design. We

found the sk values derived from the above assumption to
be reasonably accurate for different N-processor systems.
For example, for N = 256, the MTTF of a 32-FT global-
sparing design is approximately 10.3 years compared to an
MTTF of approximately 11.5 years for a local-sparing de-

sign with é2.4837 ́  32ù = 80 spares, and, for N = 2,500, the
MTTF of a 100-FT global-sparing design is approximately
3.4 years compared to an MTTF of approximately 3.1 years

for a local-sparing design with é2.4837 ́  100ù <  250 spares.
Next, we consider the probabili stic designs of [6], [28]

TABLE 1
COMPARISON OF THE HARDWARE OVERHEADS OF N-PROCESSOR FT 2D MESH AND HYPERCUBE SYSTEMS

BASED ON THE 2D-PARITY AND FULL-TWO CODE PROBABILISTIC NODE-COVERING METHODS
TO THOSE BASED ON PREVIOUS DETERMINISTIC AND PROBABILISTIC FT METHODS

a c1 and c2 are unknown constants.
All FT systems have the same MTTF as an N-processor k-FT deterministic system.
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and our ECC-based designs; the probabili stic design of [27],
as pointed out in Section 8.1, could not be simulated to de-
termine its reconfigurabili ty/ MTTF. To determine the sks
for these designs, we proceed in a manner simil ar to the
case of local-sparing designs above. Thus, we find that the
MTTF M for 1,024-processor systems with s spares of the
probabili stic designs of [6], [28] and those based on the 2D-
parity and full -two codes li es between the MTTFs M¢ and
M¢¢ of k¢-FT and (k¢ + 1)-FT deterministic designs, respec-
tively, as foll ows.

1) For an M 4 design of [6] w ith s N= =2 64 spares,

M = 1.569 years, k¢ = 17, M¢ = 1.488 years, and M¢¢ =
1.570 years;

2) For a three-track design of [28] with s N= =2 64

spares, M = 4.382 years, k¢ = 52, M¢ = 4.308 years, and

M¢¢ = 4.388 years;
3) For a 2D-parity code based design with s N= =2 64

spares, M = 5.248 years, k¢ = 63, M¢ = 5.176 years, and

M¢¢ = 5.255 years;
4) For a full -two code based design with s N= =2 46

spares, M = 3.827 years, k¢ = 45, M¢ = 3.752 years, and

M¢¢ = 3.832 years.

From the above observations, we conclude that a probabil-

istic design with s kk
s

k M M
M M

= ×LMM OPP¢+ - ¢
¢¢- ¢

 spares will have at least

the same MTTF as a k-FT deterministic design. Thus, we
obtain:

1) For an M4 design, sk = é3.5580kù;
2) For a three-track design, sk = é1.2093kù;
3) For a 2D-parity code based design, sk = é1.00139kù;

and
4) For a full -2 code based design, sk = é1.00136kù.

Note that a 2D-parity code based and other ECC-based de-

signs with é1.00139kù spares (or any number of spares be-
tween one and g for single-spare designs and one and 2g for
double-spare designs), can be obtained by combining the
ª regularº  processor groups into larger ones and associating
one (or two for double-spare designs) spares with these
groups.

Having obtained the spare-processor overheads sk for the
different FT designs with simil ar MTTFs, we now turn to
their wiring and switch overheads. The hardware over-
heads of all previous designs given in Table 1, except those
of the deterministic and probabili stic FT 2D mesh designs
of [6], [27], can be found in the respective papers (or is clear
from the discussions therein) or in [14]. Discussion of lay-
outs and overhead computation of the designs of [6], [27]
can be found in [16]. Hardware overheads of all designs are
summarized in Table 1.

It is apparent from Table 1 that, for reasonable-MTTF
systems, the probabili stic designs, except that of [27], w ill
incur much lower hardware overheads than deterministic
designs, since the latter will require suff iciently large k val-
ues to ensure the required reli abili ty. Note that, among
competing deterministic designs [4], [7], [8], [14], the global-
and local-sparing node-covering designs [14] have the least

overheads for a given MTTF, with the former incurr ing less
spare overhead and the latter less wiring and switch over-
heads. Among probabili stic designs, the 2D-parity and full -
two code based designs have much less overhead (including
spare overhead) compared to previous designs with simil ar
MTTFs, as shown in Table 1. The wiring and switch over-
heads for the 2D-parity code based probabili stic design are
the same as that for the corresponding two-FT deterministic
global-sparing node-covering design. A lso, the 2D-parity
code based design is better than the local-sparing node-
covering design when the disjoint groups in the latter need
to be made more than two-FT to obtain reasonable MTTF
values. Finall y, the full -two code based design has a some-
what larger wiring overhead compared to the 2D-parity
code based design, as noted in Section 5.2, but has a small er
spare overhead. Another attractive feature of our probabil-
istic designs is that they can provide increasing reli abili ty
just by increasing the number of spares from one to g (or 2g
in a double-spare design), whil e their other hardware over-
heads remain constant.

To conclude this section, we now give a specific example
comparing the hardware overheads of the two best previ-
ous designs that are appli cable to arbitrary topologies, viz.,
the deterministic node-covering designs with global and
local sparing [14], and our 2D-parity code based probabil-
istic design. For 1,024-processor mesh and hypercube sys-
tems with MTTFs of approximately five years, the wiring-

area overheads fos (computed using the same d

a

4  values as

in Section 5.2) and spare-processor overheads sos for the
above designs are:

1) 64-FT deterministic node-covering with global spar-
ing [14]: fo(mesh) = 2384%, fo(hypercube) = 237.5%,
and so = 6.25%;

2) Deterministic node-covering with local sparing [14] in
which each disjoint processor group is five-FT: fo(mesh)
= 100%, fo(hypercube) = 15.63%, and so = 15.63%; and

3) 2D-parity code based probabili stic node-covering
(single-spare design): fo(mesh) = 44%, fo(hypercube) =
6%, and so = 6.25% (see Section 5.2).

From the above discussions, it is clear that our probabili stic
FT designs provide significant reductions in hardware cost
compared to previous designs for comparable reli abil i-
ties/ MTTFs.

9 CONCLUSIONS

Our aim was to design FT multiprocessors of any topology
with low spare-li nk and switch overheads, but with very
high average fault tolerance. We developed a methodology
to effectively use li near ECCs to design such FT multiproc-
essors by partitioning them into intersecting FT processor
groups based on the parity groups of an ECC. We showed
that the deterministic error detectabili ty and the average
erasure correctabili ty of li near codes are lower bounds for
the deterministic and average fault tolerance, respectively,
of the FT multiprocessor derived from them in this manner.
These lower-bound results provide us with the rationale for
using ECCs with high average erasure correctabili ty, but
low group degree, group size, and check-bit overhead to
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design FT multiprocessorsÐ the latter metrics affect its
hardware overhead. Such ECCs were identified in [18] to be
the 2D-parity, 3D-parity, full -two, and full -three codes, and
were used to design redundant disk arrays or RAIDs. We
used these ECCs to design FT multiprocessors and devel-
oped eff icient layout strategies for them. Our results show
that, indeed, the resulting designs have very high average
fault tolerance (kavg <  s) or reli abili ty with very small (six to
nine percent) to reasonable (44-65 percent) area/ volume
overheads. Another attractive feature of our designs is that
the processor degree in the FT system is the same as that in
the non-FT system. We also showed that the deterministic
fault tolerances of these designs are quite high. The above
codes also offer various trade-offs between spare processor
overhead, layout area or wiring overhead, and average
fault tolerance, as specified earli er. The code whose trade-
offs match the cost constraints and reli abili ty goals of the
target system can be used to design the FT multiprocessor.
Finall y, we compared our probabili stic FT designs to some
of the best deterministic and probabili stic designs proposed
in the past, and showed that our designs can meet a given
mean-time-to-fail ure (MTTF) specification at much lower
hardware costs (switch complexity, redundant wiring area,
and spare-processor overhead) than previous designs.
Further, for a given number of spare processors, our de-
signs were shown to have close-to-optimal reconfigurabil i-
ties that are much better than those of previous probabili s-
tic designs. In conclusion, we beli eve that the methodology
presented here offers a very cost-effective technique to
buil d highly-avail able and highly-reli able multiprocessor
systems of any topology that can be used in environments
ranging from misson- or li fe-critical systems to business
transaction processing.
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