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Abstract—Modern microelectrode arrays acquire neural signals
from hundreds of neurons in parallel that are subsequently pro-
cessed for spike sorting. It is important to identify, extract, and
transmit appropriate features that allow accurate spike sorting
while using minimum computational resources. This paper de-
scribes a new set of spike sorting features, explicitly framed to
be computationally efficient and shown to outperform principal
component analysis (PCA)-based spike sorting. A hardware
friendly architecture, feasible for implantation, is also presented
for detecting neural spikes and extracting features to be trans-
mitted for off chip spike classification. The proposed feature set
does not require any off-chip training, and requires about 5%
of computations as compared to the PCA-based features for the
same classification accuracy, tested for spike trains with a broad
range of signal-to-noise ratio. Our simulations show a reduction
of required bandwidth to about 2% of original data rate, with an
average classification accuracy of greater than 94% at a typical
signal to noise ratio of 5 dB.

Index Terms—Feature extraction, low power, neural recording
system, spike sorting.

I. INTRODUCTION

A DVANCES in microelectronics and nanostructures have
enabled scientists to consider combining thousands

of electrodes into implantable recording arrays [1], permit-
ting capture of neural signals from thousands of neurons
simultaneously for use in neuroprosthetics applications and
neuroscience research. However, existing implantable wireless
transceivers lack the capability to transmit the large amount of
data generated by these electrodes within the power limitations
of implanted systems. For example, a 1024 channel system
with a sampling frequency of 25 Ks/\s/channel and 10 bits
analog-to-digital converter (ADC) resolution would generate
raw data at about 250 Mb/s. This data rate cannot be satisfied by
any existing implantable wireless transceiver presented in the
literature [2]–[9]. The wireless data rate bottleneck mandates
the use of implantable signal processing systems that realize
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on-chip data reduction while retaining the information content
embedded within the neural spikes. This information is neces-
sary to enable the critical task of spike sorting [10]. On-chip
feature extraction that supports spike sorting has been identified
as a potential means to reduce transmission bandwidth [11].
Existing methods of feature extraction for spike sorting, e.g.,

template matching, principal component analysis (PCA), and
time-frequency transforms have been successfully employed
in postprocessing outside of the neural recording implant [2],
[12]–[17]. However, these methods are either too computa-
tionally demanding to be implantable for the large number of
channels under consideration, or they require offline training
to extract parameters for each channel [10]. Some of the algo-
rithms evaluated in the literature for feature extraction include
PCA [18], Bayesian algorithms [21], discrete wavelet trans-
forms (DWT) [12], template matching [20], discrete derivatives
(DD) [19], informative samples [22], and integral transform
(IT) [13].
Implantable devices impose a strict limitation to the area

available for circuitry as well as to the power consump-
tion during computations. An implanted system has to be
low-power, low-area, highly accurate, automatic, and able
to operate in real-time [10]. It has been shown that memory
elements are the most area consuming blocks in systems in-
corporating on-chip neural signal processing [23]. Thus, to
achieve implantable feature extraction, it is necessary to reduce
the number of computations while also minimizing the number
of memory elements. Due to the incurred hardware cost of
complex processing, most high performance feature extraction
algorithms are not scalable to hundreds or thousands of chan-
nels while keeping within the area and power limitations of
implantable devices [10], [23].
This paper follows on from our previous conference article

[24] to present a new set of features for spike sorting named
zero-crossing features (ZCF) that were designed specifically to
accommodate the demands of high density neural recording ar-
rays within the limitations of implantation. The ZCF have been
explicitly framed to be extremely computationally efficient and
to operate without any offline training. This paper establishes
figures of merit for different stages of the system and com-
pares ZCF sorting accuracy against PCA features for several
data sets. The effect of nonideal spike detection on the perfor-
mance of ZCF and PCA is also presented. In addition, based
on an analysis of the computational complexity of ZCF, a scal-
able hardware-architecture suitable for processing hundreds of
neural channels within an implantable system is presented.
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Fig. 1. General data flow and typical components of a neural recording and
classification system.

Section II details the theory behind the feature selection while
Section III describes the experimental methods used to verify
the design and lists the performance criteria. Section IV presents
the results and discussion of comparative performance analysis.
Finally, conclusions are presented in Section V.

II. THEORY

The general flow of a spike sorting system is shown in Fig. 1.
Input signal X[n] is the recording from electrodes containing
spikes from multiple neurons. S[k] is the result of spike detec-
tion where the number of samples has been reduced by retaining
only the samples designated as spikes while discarding noise.
The spikes are fed into a feature extractor that further reduces
data and generates F[p], which has a number of values per spike
that is equal to the number of features. The features can be used
either on-chip or off-chip to classify the incoming spike as be-
longing to one of the possible neurons on a specific channel.
Following spike clustering and classification, C[b] contains the
identification of the neuron to which the individual spikes be-
long.
All multi-channel systems keep track of the spikes by

recording a “spike arrival time” and a “channel identifier”
in addition to the features. Most systems have two phases of
operation. The “training” phase followed by the “acquisition”
phase [10], [13]. During the training phase the neural data is
transmitted uncompressed and is used by an external processors
to calculate different parameters, e.g., detection thresholds and
feature vectors. These parameters are then relayed back to the
implanted module where they are used in the acquisition phase.
These steps are repeated for all the channels. Nevertheless, ide-
ally, a system feasible for recording from hundreds of channels
should require minimum user intervention.
It is important to note that the ZCF feature extraction pre-

sented in this paper does not require any offline or online
training. However, to analyze the performance of these features
under nonideal conditions, other blocks have been discussed, as
depicted in Fig. 1, which are not the prime focus of this paper.
These blocks include spike detection and spike clustering al-
gorithms. Throughout this paper, the “training phase” refers to
the training of spike detector and spike classifier to determine
detection thresholds and classification boundaries. Although
feature extraction is a separate block, the performance of
feature extraction is also dependent on the quality of the pre-
ceding spike detector. The overall spike sorting performance is
additionally dependent on the spike classifier as well.

A. Spike Detection

Several methods for spike detection have been reported in lit-
erature including data transformations, derivatives and template

matching [12], [25]–[30]. All methods employ a thresholding
step for spike detection at the front-end or later in the system.
Most high performance spike detection methods are very com-
putationally intense, require offline training, and demand a large
number of memory elements to maintain templates or tempo-
rary data. Thus, time-domain front-end thresholding is the most
suitable option for high density multi-channel implanted sys-
tems [10], [30], where the thresholds are computed off chip in
the training phase.
One unsupervised method to determine threshold values for

spike detection is to calculate the median threshold (MT) as four
times the estimate of standard deviation of the noise [12]

(1)

However, on-chip estimation of the median of a signal is a
nontrivial task as it requires sorting of a large array of values
using a memory array that is prohibitively expensive for an
implanted system. Nevertheless, MT can be computed using
off-chip training and the resulting value can be used for on-chip
spike detection. MT is a single threshold whose absolute value
is compared against incoming neural spike. However, since
most neural spikes have unequal amplitudes of positive and
negative lobes, a single threshold does not align the detected
spikes optimally. Alternatively, using two independent thresh-
olds, one positive and one negative, referred to herein as dual
thresholds (DT), provides improved detection and alignment
with hardware requirements more reasonable for an implanted
device. The threshold values can be computed off-chip during
the training phase. Computationally demanding algorithms can
be used to compute these optimum thresholds because off-chip
computational resources are assumed to be abundant. The
computed threshold values are then transmitted to the implant
to be used on-chip in the “acquisition” phase.
Note that in a DT-based spike detection system a spike is

said to be detected when the magnitude of the neural signal
gets larger than either of the specified thresholds. When such
an event occurs, i.e., when one of the thresholds is crossed, the
other threshold becomes irrelevant for the length of the spike.
As demonstrated in Section IV, DT also has significantly better
performance than a single “absolute” threshold and has thus
been chosen as the most suitable spike detection method for this
study.

B. Feature Selection and Extraction

PCA and wavelet transforms (WT) have traditionally been
used for off-chip spike sorting; however, both are far from
ideal for implantable on-chip multi-channel feature extraction
because of the high computational cost and hardware resources
required to map the neural data onto the feature space. Further-
more, both methods require offline training, and neither of the
methods provides a generic set of features applicable across
channels. This means each channel would require separate
training and would result in separate sets of features. Since
spike trains are nonstationary, and spike shapes drift over
time, these features have to be computed and refreshed every
few minutes. This high computational cost necessitates the
design of a new set of features that are explicitly framed to be
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Fig. 2. Graphical representation of ZCF features for an example spike detected
using dual thresholds. A spike is detected when either threshold is crossed. This
figure assumes spike length , and predetection buffer length . A
ZCD detects when the zero level is crossed. ZC1 is the sum of all the values
before zero-crossing and ZC2 is the sum of values after zero-crossing. Since
the spikes are aligned according to their onset as detected by the spike detector,
different spike shapes have different zero-crossing locations. Thus, the number
of samples in ZC1 and ZC2 varies for all the spikes. An example false alarm is
also depicted.

computationally efficient and do not require any offline training
while maintaining good sorting performance.
1) Zero Crossing Features: The most prominent and visu-

ally distinctive elements of a set of different spikes are the rel-
ative (to each other) amplitude of the spike lobes, position of
the positive and negative spike peaks, and width of the spike
lobes. Each of these features can be used to sort spikes of one
kind from the others. However, analysis shows that the ability
to sort spikes based on these individual features falls sharply
with a decrease in the signal-to-noise ratio (SNR). The question
considered by this research was, could these visually distinctive
elements be combined in some manner to create a new set of
spike extraction features that are unique, resilient to noise, and
computationally efficient.
Consider that the information related to all of these visual

elements is contained within the area (or energy) of the posi-
tive and negative lobes of a typical spike. For example, consider
the spike shown in Fig. 2 with a zero crossing between a neg-
ative lobe and a positive lobe. Although, it is theoretically pos-
sible to have multiple neurons generating spikes with exactly
the same energy before and after the zero crossing, experimen-
tally recorded spike waveforms show considerable differences
in these elements, making it worthwhile to study their applica-
bility for spike sorting.
Let us define a set of two features ZC1 and ZC2 mathemati-

cally expressed as

(2)

where “ ” is the number of samples in a spike and “ ” is the
index of first zero crossing after the spike has been detected.
The value of “ ” in (2) is thus the first zero crossing after the
spike has already been detected. Features in (2) can also be

seen as recording the pre-zero-crossing and post-zero-crossing
areas of the spike. Collectively, these features are referred to as
zero-crossing features (ZCF) for the rest of the paper and are
graphically represented in the Fig. 2 example. The factor “ ”
is the average number of samples in a spike and is fixed for all
spikes. It is possible to have spikes that are shorter or larger than
“ ” samples. However “ ” is a predetermined number and is
dependent on the sampling rate of the system.
When a spike is generated, the electrode potential can change

very rapidly, and a significant portion of the spike may already
have been passed by the time the spike is detected. For ex-
ample, in Fig. 2 the spike is detected when the electrode po-
tential crosses the negative threshold. It can be seen that some
samples of the spike have already passed when the detection oc-
curs; these samples may contain useful information regarding
the spike and thus need to be stored in a buffer and included in
the calculation of ZC1. As described in Section IV, for a sam-
pling rate of 20 Ks/s, experimental results show that a buffer
length of only three samples can successfully capture all the
useful samples before the onset of the spike, as depicted in
Fig. 2. A typical spike is about 1.5 ms long, which at 20 Ks/s
sampling rate amounts to 30 samples. The factor “ ” in (2) is
thus set to 30 and is dependent on the sampling rate.
It must be noted that, if a case occurs where the original spike

shape has no zero crossing, i.e., it is either entirely positive or
entirely negative, then ZC1 represents the total area of the spike
while ZC2 remains zero (or close to zero depending on noise).
The ZCF can still be used to sort the spikes if the ratio of ZC1 to
ZC2 is different from other spikes shapes. In a rare case, if mul-
tiple nonzero-crossing spike shapes are present in the channel,
then ZC2 will be zero for both shapes, yet the ZC1 can distin-
guish between different neurons based on the area of the two
spike shapes.
2) Integral Transform: Integral transform (IT), presented in

[13], [25] and evaluated in [10], also uses area under the curve
of two different regions on a spike as the spike sorting feature
set. The method requires offline training and analysis of the
channel for determination of various spike parameters neces-
sary to define the regions of interest, including the precise loca-
tion of lower and upper bounds for area calculation. However,
an objective method is still lacking in literature [10], [13], [25]
for determination of these parameters to attain optimal perfor-
mance. It is thus not possible to reproduce and reconfirm the
results presented therein.
Although ZCF and IT may appear to be similar, as both rely

on area under the positive and negative lobes, there exist sev-
eral major mathematical and hardware implementation differ-
ences. Both feature sets span different feature subspaces and
there exists no combination of IT parameters that gives the same
results as ZCF. This is because the boundaries in IT are com-
puted offline and are thus predetermined and fixed. The bound-
aries in ZCF are adaptive and thus change depending on when
a signal crosses the zero-line. As is discussed in Section III and
Fig. 4, when the spikes in a channel are aligned at their onset,
as is the case when using spike detectors discussed earlier in
Section II-A, the zero-crossing of each spike-shape is different
from zero-crossing of other spike-shapes. As a result, there is no
setting of IT boundaries that can correspond to the zero-crossing
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of all the spikes; in contrast ZCF is designed to do exactly that.
Consequently, ZCF and IT will always produce different fea-
tures and result in different spike sorting performances.
ZCF has a major advantage over IT in that there are no pa-

rameters to be determined, no offline training required and no
user intervention necessary at any stage. ZCF offloads the com-
putational load to external processors “after” feature-extraction.
IT offloads the computational load to external processors “be-
fore” feature-extraction. The result is that IT needs to be up-
dated every few minutes because the neural spike trains show
nonstationarity. This nonstationary behavior requires periodic
recomputation of all the parameters for IT. In contrast, since
ZCF does not have any parameters, the spike train’s nonstation-
arity does not affect the feature extraction output. The effect
of nonstationary behavior in ZCF is handled after feature-ex-
traction in the off-chip classification stage by continuously up-
dating cluster boundaries. The performance analysis of ZCF
under nonideal conditions is presented in Section IV. Since the
authors are unaware of a mathematical way to optimally deter-
mine IT parameters, it is not possible to compare the perfor-
mance of IT with ZCF.
Computationally, IT requires fewer additions per spike than

ZCF but at the cost of more hardware. In comparison to ZCF,
for each channel, IT requires four extra registers, one additional
multiplier, and an extra counter. For a 1024 channel system,
this corresponds to 4 Kb of memory, 1024 multipliers and 1024
counters. This amounts to approximately double the hardware
cost of implementing ZCF as discussed in Section II-D Al-
though the ZCF will have fixed power consumption per spike,
the power consumption of IT is dependent on the parameters
determined during training phase.

C. Spike Classification

Once the features have been extracted, several algorithms are
available for off-chip spike classification. K-Means and Maha-
lanobis distance based classification were considered for this
study. Mahalanobis classification was found to perform better
for almost all tests and was used for classification henceforth.
This difference can be attributed to the fact that Mahalanobis
classification uses higher order statistics than K-Means to com-
pute the distance of a sample from each cluster. Consequently
it is considerably more complex than K-Means, however this
becomes irrelevant when off-chip spike classification is em-
ployed. Off-chip Mahalanobis clustering also allows for adapt-
ability in clustering as channel statistics change and spike am-
plitudes vary over time.

D. Complexity Calculations and Hardware Resources

For DT spike detection, use of two thresholds means that
every sample is compared against either positive or negative
threshold (depending on the polarity of input sample), thus there
is only one computation per sample. If a spike is detected by
either of the positive or negative thresholds, then all threshold
comparisons stop for the rest of the duration of the spike, which
in this study is equal to 30 samples. This avoids unnecessary
comparisons which result in wastage of power.
Buffer length and spike length are the two parameters that

have the largest effect on the amount of hardware resources re-

TABLE I
COMPARISON OF COMPLEXITY AND REQUIRED MEMORY

FOR ZCF AND PCA ALGORITHMS

quired. Although the spike length depends on the neural signal
and the sampling frequency, the required buffer length is also
dependent on the type of spike detector used. In that respect,
the most suitable spike detector is the one that detects a spike as
soon as it is generated, thus requiringminimal number of storage
registers. It must be noted that spike detection takes place for
each input sample, whereas feature extraction takes place for
each detected spike. This affects the overall number of com-
putations and power consumption of a system where computa-
tions for spike detection algorithm are for each input sample,
while the computations for feature extraction are for each de-
tected spike.
The computation complexity of implementing the two fea-

tures of ZCF was compared to that of implementing the two
most significant components of PCA, where each of the PCA
components has dimensions. Collectively, the two most sig-
nificant components of PCA are referred to as PCA2 for the rest
of the paper. To compare complexity in terms of addition opera-
tions, each multiplication is considered as being equal to 10 ad-
ditions [10], [23], [25] whereas each “comparison” operation is
considered equal to one addition. A comparison of complexity
and required memory words for hardware implementations of
ZCF and PCA2 algorithms is presented in Table I. The table lists
the computations required to process one spike for each algo-
rithm. It can be seen that for each detected spike, the ZCF needs
less than 5% computations and requires less than 8% memory
as compared to the PCA2. It is important to note that because
this system is modeled for 1024 channels; one additional byte of
storage per channel translates to 1 Kb of storage for the system.
Similarly, each additional computation per channel means 1024
additional system computations.
Fig. 3 describes the hardware architecture for a ZCF feature

extraction system with dual threshold signal detection. Light
colored blocks represent memory elements while dark colored
blocks represent logic elements. A three word first-in-first-out
buffer (FIFO) is updated for every new sample. The positive
and negative threshold values are stored in two registers which
are used to detect spikes through comparators. Two registers are
used to hold the intermediate and final values of ZC1 and ZC2.
When a spike is detected the control logic uses the data stored
in the FIFO, and the subsequent input values directly, to accu-
mulate . When the zero-crossing-detector (ZCD) detects
a change in sign of input waveform, then is accumulated
until all the 30 samples representing a spike have been received.

III. METHODS

Neural spikes recoded from live experiments were used in
conjunction with a neural signal simulator to generate signals
that mimic electrode recordings. A detailed discussion of exper-
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Fig. 3. Hardware architecture of proposed DT signal detection and ZCF feature
extraction stages.

Fig. 4. Channels and spikes used in simulations. Ten different channels con-
sisting of ten different spike shapes were used with each channel containing
three spike shapes. These channels were simulated in presence of correlated
noise for different SNRs to attain accuracy measures for the metrics given in
(4)–(6).

imental procedures to collect neural data can be found in [31]. A
total of 10 different spike shapes were used to mimic 10 separate
neural channels, each consisting of three spikes. Fig. 4 shows the
10 spike channels used in these simulations. For each dataset,
1 s of “training” phase was completed to determine thresholds
for DT, principal components for PCA, and initial statistics for
Mahalanobis clustering. The signals generated did not contain
any overlapped spikes and were generated for different values
of SNR, ranging from 18 dB to , as computed by

(3)

where and are the signal and noise standard deviations.
The performance accuracy of a spike sorting system depends

on the collective and individual performance of each of the com-
ponents shown in Fig. 1. It is thus necessary to define various
metrics to evaluate performance of each of these components
individually to quantitatively determine the effect each has on
the overall system performance. Performance accuracy of the
detection algorithms is computed based on the total number of
errors, i.e., number of spikes missed and the false alarms, in re-
lation to the correct results produced at the output. Since the
location of spikes is known, each missed spike or false alarm
can be counted as an error. Thus, detection accuracy (DA), for
a spike detector can be represented by

(4)

where is the number of truly detected spikes, is the
number of false alarms and is the number of missed spikes.
Another metric to determine the detection accuracy of a spike
detector has been presented earlier in [17], however, it does not
assign equal weightage to false alarms and missed spikes. Equa-
tion (4) is designed to ensure that missed spikes and false alarms
carry the same weight in accuracy calculations. In the following
discussion, when DT or MT-based spike detectors are used, the
detection accuracy is represented by and , respec-
tively. To evaluate the quality of the feature set presented in this
paper, performance of ZCF was compared against the perfor-
mance of PCA2; although, PCA2 requires a training phase to
find the two most significant principal components. The perfor-
mance of the two feature extraction algorithms can be compared
by comparing the classification accuracies of both algorithms.
Classification accuracy (CA) canmathematically be represented
by

(5)

where TCS is the number of “truly detected and truly classi-
fied” spikes and MCS is the number of “truly detected but mis-
classified” spikes. For a given classification algorithm, e.g., Ma-
halanobis distance or K-means, CA isolates the quality of fea-
ture set form the quality of preceding spike detector. If “per-
fect” spike detection is assumed, i.e., with zero false alarms or
missed spikes, (5) represents the quality of extracted features
under perfect conditions. Such classification accuracy is repre-
sented as . For the rest of the paper, Mahalanobis distance
is used for classification, unless specified otherwise.
In practical systems nonideal spike detectors are used, gener-

ating false alarms and missing spikes, both of which negatively
affect the performance of feature extraction and eventual classi-
fication. From a complete systems’ point-of-view, the effect of
a nonideal spike detector on the overall performance cannot be
ignored. The performance of a complete system including the
nonideal spike detector, feature extractor and classifier can be
represented as detection-classification accuracy (DCA), mathe-
matically given by

(6)

In the following discussion, if DT is used for spike detec-
tion then detection-classification accuracy is represented as

.
The detection accuracy of DT and MT spike detectors

was compared against each other to select the best spike
detector. Similarly, classification accuracy was compared for
Mahalanobis distance and K-Means based spike classifiers.
As discussed in Section II-D the two features of ZCF were
compared against the two features of PCA2 to determine the
fidelity of each feature set. ZCF is compared with PCA and
not with wavelet transform (WT) because the computational
complexity and spike sorting results for WT-based features
vary greatly based on the wavelet basis used, the depth of
wavelet tree i.e., the levels of decomposition, and the algorithm
to select the best set of features, etc. The selection of best
wavelet basis, best number of levels and the best algorithm
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Fig. 5. Detection accuracy resulting from dual threshold spike detector in the
training phase. The positive and negative thresholds corresponding to the max-
imum detection accuracy are used in the acquisition phase.

is a topic of continued research. This subjectivity means that
results published in a study may not be entirely repeatable.
The PCA is a standard algorithm, and thus the results for PCA
are repeatable. As a result the PCA components are same for
every implementation and thus can be used as a benchmark.
Although the performance and flexibility provided by DWT
may be better than ZCF, our prior experience with WT [23] has
demonstrated that the computational and hardware complexity
make it unsuitable for such high channel count applications and
thus motivated our exploration for a new, effective solution.

IV. RESULTS AND DISCUSSION

Fig. 5 shows an instance of detection accuracy for
channel 6 using dual threshold in training mode. Variation in the
detection accuracy is visible with respect to change in positive
and negative thresholds. As expected, very large and very small
thresholds provide small accuracy whereas a particular combi-
nation of positive and negative thresholds results in the maxima
for detection accuracy. Fig. 6 gives a comparison of MT-based
spike detection with the DT-based spike detection. Although
MT is an unsupervised threshold selection method while the DT
is a supervisedmethod, it is evident from Fig. 6 that DT provides
consistent results whereasMT generates low detection accuracy
for high SNR signals. The difference in detection performance
also rises sharply at SNRs below 5 dB which is a typical SNR
for neural signals.
It must also be noted that the data presented in this paper is

result of thresholds with resolution of 7 bits whereas the data is
10 bits wide. This was done to keep the simulation time within
acceptable limits especially for dual threshold based spike de-
tection. Although optimization algorithms could be used to find
the maxima for detection accuracy while reducing simulation
times, none of the algorithms guarantee finding a global min-
imum. Running the simulation at the maximum resolution of 10
bits may produce slightly better results but they were not found
to be significantly different.
To illustrate how well the ZCF based clustering performs,

Fig. 7 shows the results when neural channel 6 from Fig. 4 was
simulated for an SNR of 3 dB. Fig. 7(a) shows all the spikes that

Fig. 6. Comparison of detection accuracy resulting from the use of median
threshold and the dual threshold. DT performs better than MT for all SNRs.
At very high SNRs, the median of the signal becomes so low that MT starts
detecting false alarms as spikes.

are present on the channel and are detected. Since prior knowl-
edge is available from the neural simulator regarding the true
identities of these spikes, the detected spikes are color-coded
to distinguish between different neurons in Fig. 7(b). Fig. 7(c)
shows the mapping of the spikes on the ZCF feature space with
ZC1 (pre-zero-crossing feature) on the x-axis and ZC2 (post-
zero-crossing feature) on the y-axis, as seen by the classifier.
Fig. 7(d) shows the color-coded mappings to distinguish be-
tween the three neurons, using prior knowledge from the neural
simulator. Fig. 7(e) is the clusters created by the classifier using
Mahalanobis distance. Note that, although it looks very similar
to the ZCF color-coded mapping (d), there still are some mis-
classified spikes. Out of 1286 spikes shown, 22 spikes are mis-
classified giving a classification accuracy of 98.3%.
To demonstrate that Mahalanobis clustering outperforms

K-Means clustering, Fig. 7(f) shows the clusters created by the
classifier using K-Means clustering. The misclassified spikes
can easily be identified in the middle of the feature space. A
classification accuracy of 93.9% is recorded. In addition, the
performance difference in between classifiers based
on K-Means and Mahalanobis distance was tested and the
results are shown in Fig. 8. Both schemes perform equally
well for high SNR channels, however, Mahalanobis clustering
outperforms KMeans for low SNR channels where cluster
boundaries become ill-defined due to noise. Both classifiers
need some training. The K-Means classifier needs sample points
to calculate the centroid of the cluster while the Mahalanobis
clustering needs sample points to compute the covariances of
the clusters.
Depending upon the signal to noise ratio of the neural signal,

spike detection in a nonideal spike detector suffers from mis-
alignment, i.e., a spike may be detected a few samples earlier, or
a few samples later, as compared to other spikes from the same
neuron. The effects of a nonideal spike detector on classification
accuracy are reflected by (5) and denoted as . The perfor-
mance of feature extraction is isolated from the performance of
nonideal spike detector by . Here, since several spikes
may be missed by the spike detector, the term TCS represents
the total number of correctly detected and classified spikes. As



KAMBOH AND MASON: COMPUTATIONALLY EFFICIENT NEURAL FEATURE EXTRACTION FOR SPIKE SORTING 7

Fig. 7. (a) Spikes detected on the channel. (b) Color-coded spikes for different
neurons. This knowledge is available from the neural signal simulator and is
presented here only for reference. (c) Mapping of the spikes on the ZCF feature
space as seen by the spike classifier. (d) Mappings are color-coded to distin-
guish between neurons. (e) Clusters created by the classifier using Mahalanobis
clustering. (f) Clusters created by the classifier using K-Means. These figures
demonstrate the features generated by ZCF for noisy signals and show that Ma-
halanobis distance provides more accurate spike classification than K-Means.

Fig. 8. Difference between classification results using KMeans clustering and
Mahalanobis distance. A larger value means that the KMeans produced more
errors than ZCF.

different sets of features are affected differently, repre-
sents the effects of misalignment caused due to imperfect spike
detection on the classification accuracy.
Fig. 9 shows the performance results of detection and classifi-

cation stages using the four figures of merit described by ,
, , . Ten different data sets were used in sim-

ulations, and the resulting averages have been plotted. Fig. 9(a)
shows that the positive and negative DT threshold values that

Fig. 9. Values of (a) , (b) , (c) and (d) versus
different values of SNR. Data represents performance results for the DT spike
detector, the ZCF and PCA2 feature extractor and the combined spike sorting
system. shows that PCA2 and ZCF perform equally well for almost
all SNRs, and the overall system performance is compromised mainly by poor
spike detection rather than inadequate feature extraction or classification.

generate the maximum detection accuracy in the ini-
tial training phase result in comparable accuracy in the acqui-
sition phase. The detection accuracy decreases sharply for an
SNR of 3 dB and below where noise power becomes compa-
rable to signal power. Fig. 9(b) compares the performance of
ZCF and PCA2 and presents the classification accuracy when
ideal detection is assumed . It can be seen that ZCF and
PCA2 perform equally well even under low SNR conditions.
This plot demonstrates that, even though ZCF requires only 5%
of the resources as PCA2, it can perform as well as PCA2-based
features. It should be noted that Fig. 9 plots the average of the
respective functions for 10 channels; it is thus entirely possible
that some channels show better results with PCA2 while others
show better results with ZCF.
Fig. 9(c) shows that, when nonideal spike detection is em-

ployed, the resulting misalignment of detected spikes adversely
effects the classification performance of both ZCF and
PCA2 algorithms. It can be seen that there is no performance
loss at high SNRs, however, PCA2 accuracy is degraded from
90.1% to 84.4% at 0 dB. This result proves ZCF to be a more
robust set of features than PCA2 when misalignment is intro-
duced. Fig. 9(d) shows the results for a full system including
spike detection, feature extraction, and classification. The per-
formance of both algorithms is nearly indistinguishable. It can
be seen that even though the two feature sets, ZCF and PCA2,
are capable of performing well under low SNR conditions [e.g.,
90% accuracy at 0 dB in Fig. 9(b)], the system performance
[40% accuracy at 0 dB in Fig. 9(d)] is compromised by the
performance of the spike detector (50% accuracy at 0 dB in
Fig. 9(a) in addition to the misalignment of detected spikes).
Note that the above analysis does not reject the possibility

that if more than two features are used in PCA, at the cost
of increased hardware resources, then its classification perfor-
mance may improve. Fig. 10 plots the for PCA when
classification is performed using different number of principal
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Fig. 10. Detection-classification accuracy for PCA using different number of
principal components for spike classification. Difference in accuracy is not very
pronounced for increasing number of principal components.

Fig. 11. Difference between detection-classification accuracy for ZCF and
multidimensional PCA. A negative value denotes that ZCF performs better
than PCA. A positive value denotes that PCA performed better than ZCF. ZCF
always performs better than PCA2, whereas a maximum accuracy difference
of 2% was recorded between ZCF and PCA6.

components. The figure compares performance of PCAn where
, 3, 4, 5, 6 is the number of most significant principal

components used. It can be seen that there is no significant in-
crease in performance when higher number of principal com-
ponents is used. Fig. 11 shows the difference in be-
tween ZCF and PCAn, where “ ” varies from 2 to 6. A nega-
tive value denotes that ZCF performs better than PCAn; a pos-
itive value denotes that PCAn produced smaller than
ZCF. It is evident that ZCF performs better than PCA2 for all
SNRs. There is a slight improvement in PCA performance when
three principal components are used instead of 2, however using
any higher number of components does not provide much per-
formance gain. In the worst case scenario, ZCF still performs
within 2% of PCAn using six principal components. Another
advantage of ZCF over PCAn is that in case of nonstationary
neural signals, PCAn matrix needs to be updated periodically to
be able to continue producing accurate results. In practical sys-
tems, refreshing the PCA matrix every few seconds may not be
practical especially for a high-density multi-channel system.
These simulations maximize the detection accuracy in

training phase and then use the corresponding thresholds for

classification in acquisition phase. However, the best
does not necessarily result in best . Better
results could be achieved by analyzing the whole
and selecting the thresholds that maximizes it. That would
require additional training steps and longer training times. So
the thresholds that maximize the detection accuracy could be
different from thresholds that maximize the system accuracy.
The utility of employing ZCF in high density neural record-

ings becomes vivid when compared against the amount of raw
data generated by the neurons. A 1024 channel system with a
sampling frequency of 25 Ks/\s/channel at 10 bits of ADC res-
olution would generate raw data at about 250 Mb/s. Using ZCF
feature extraction, the information to be transmitted could be re-
duced to a time stamp, a channel ID and the two computed fea-
tures, thus a total of around 50 bits per spike depending upon
the resolution of time-stamp. Assuming the average number of
neurons on each channel to be three and the neuron firing rate to
be 30 spikes/s, data would only need to be transmitted at the rate
of using ZCF, which is less than 2% of the original
rate. The resulting savings to transmission power is purchased
by the cost of ZCF computations, which average to, 2.86 million
computations per second during steady state operation. In com-
parison, PCA2 provides similar data reduction but costs 60.91
million computations per second, thus requiring many times the
dynamic power of ZCF.

V. CONCLUSION

A new set of computationally efficient features for spike
sorting was presented and compared against two most sig-
nificant components of PCA for spike sorting accuracy and
hardware resource demand. ZCF provides equally good perfor-
mance to PCA2 while consuming only 5% of the resources. In
addition, ZCF does not require any offline training and is ap-
plicable across all channels. Figures of merit for various stages
of the system were established. Different spike detection and
classification techniques were discussed and dual thresholding
used in conjunction with Mahalanobis clustering was shown
to provide the best performance. A scalable hardware friendly
architecture was also presented for a 1024 channel system. For
a typical neural experiment, ZCF was calculated to provide a
98% savings in transmission bandwidth. Because of its solid
performance and highly efficient hardware implementation,
ZCF is very well suited to minimize power or maximize avail-
able channels in wireless implanted neural recording systems.
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