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Abstract—Neuroprosthetics can benefit greatly from area and 
power efficient signal processing circuitry suitable for 
implanting alongside miniature neural probes that interface to 
the nervous system.  This work identifies an optimal VLSI 
architecture for computing a 1-dimensional multilevel discrete 
wavelet transform for multiple electrode channels 
simultaneously. The architecture is based on the lifting-scheme 
for wavelet computation and integer fixed-point precision for 
real-time processing under constraints imposed by 
implantability requirements. Two different computational 
node designs have been explored and compared to identify an 
optimal approach that minimizes power and chip area for a 
given number of levels and channels.  Results demonstrate 
that on-chip computation is feasible prior to data 
transmission.

I. INTRODUCTION

 Developments in microfabrication of high-density 
electronic interfaces to the central nervous system have 
rapidly evolved in recent years. Nevertheless, many 
limitations still encumber the associated processing and 
communication capabilities of these devices. Recently, 
wavelet transformation has been shown to yield substantial 
processing and compression capability of high volumes of 
neural signals while preserving the information necessary to 
understand the neural coding mechanism [1].  
Implementation of these algorithms in power and area 
efficient hardware that can be implanted along with the 
neural probes will provide a key step in the evolution of 
neuroprosthetic devices. 

 Circuit power and chip area requirements can be 
significantly reduced using integer, rather than floating 
point, processing.  Recent results indicate that signal 
integrity can be preserved using integer wavelet transform 
(IWT) with quantized filter coefficients [2].  Unfortunately, 
most of the reported hardware approaches for lifting-based 
wavelet transform computation [3-6] focus on speed 
performance and do not adequately address power and area 
constraints.  Moreover, it is assumed that an entire data 
frame is available, making them unsuitable for streaming 
neural data in real-time.  This paper presents alternatives for 
the power and area efficient hardware implementation of 
lifting-based integer wavelet transform. It furthermore 
analyzes the hardware requirements for simultaneously 
processing multiple data channels and multiple levels of 
decomposition to identify the best approach for a given 
number of channels and decomposition levels. 

II. LIFTING BASED WAVELET TRANSFORM

 The lifting-scheme for computing the DWT in an 
arbitrary decomposition level relies on three steps: splitting
the data into even and odd samples, predicting the odd 

samples from the even samples such that the prediction 
error becomes the high pass coefficients, and updating the 
even samples with the high pass coefficients to obtain the 
approximation coefficients. These steps can be expressed as 
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where the intermediate values f1[i], g1[i], and g2[i] are 
discarded after being used, a[i] is the resulting 
approximation coefficient, d[i] is the resulting detail, and C1
through C8 are the coefficients of the prediction and update 
filters. In previous work [2] we have demonstrated that 
these lifting-based wavelet transform steps can be 
performed using integer arithmetic without significant loss 
of signal integrity, thereby substantially reducing hardware 
complexity. Furthermore, we have shown that the filter 
coefficients can be quantized down to 4 bits, thereby greatly 
reducing multiplier complexity with negligible degradation 
in the signal-to-noise ratio. 

 Observation of the filtering steps in (1) show that all of 
the steps can be represented in the general form of 

ZCYCXW jiij ++=  (2) 
where X, Y, and Z are filter data and Ci and Cj are the filter 
coefficients that are scaled and quantized to low resolution 
integers.  The uniform nature of the filter equations allows 
us to construct a customized three-term computational core 
(CC) matched to the bit widths of the data and quantized 
coefficients.  Fig. 1 illustrates the CC circuit that is 
implemented using two 6x10-bit signed Booth multipliers 
and supports quantized filter coefficients up to 5 bits, with 1 
bit reserved for the sign.  The 16-bit multiplier outputs are 
down-scaled to remove the coefficient scaling factor and 
truncated to the input of a three-term, 10-bit adder.  The 
coefficient scaling factor is held to a binary value (typically 
8) so that the down-scaling can be easily done within the CC 
through shift operations, eliminating the need for complex 
circuits to perform integer division. 

III. INTEGER LIFTING DWT HARDWARE APPROACHES

 In a first order analysis, the area of a circuit is 
proportional to the number of transistors required and the 
power is proportional to the product of the number of 
transistors and the clocking frequency.  The integer lifting 
wavelet transform is an effective method to reduce 
computational load from an algorithmic point of view, 
reducing the number of required transistors.  However, 



through custom design of hardware, circuit area and power 
consumption can be further reduced. For reliable hardware 
design, the following application specific considerations 
can relax some of the design constraints: 
• 25ksamples/sec quantized to 10 bits is a usual and logical 

sampling scheme if scaling is controlled [7]. 
• A neuroprosthetic system can tolerate delays of several

milliseconds. Therefore, the DWT can be simultaneously 
computed for multiple data channels and multiple 
decomposition levels without compromising real-time 
operation [8]. 

 Based on these considerations, two hardware 
implementations of the lifting-based IWT filter sequence 
have been explored.  A pipeline configuration provides an 
efficient but hardware intensive solution.  The second 
configuration relies on sequential processing from a single 
CC module and represents an area conservative approach. 

A. Pipeline Configuration 
 Observation of the five filtering steps in (1) shows that, 
for each odd/even data sample pair, data is needed from both 
previous and future sample pairs.  Thus, by processing three 
time samples simultaneously, it is possible to execute the 
filtering steps in real time.  It has been shown that a pipeline 
structure is very efficient at executing the steps of a lifting-
based wavelet transform [5-6].  Fig. 2 shows a pipeline 
circuit for the filter steps in (1) based on the CC module 
discussed above.  This configuration required five CC 
modules and 17 pipeline and delay registers. 

 Fig. 3 illustrates the operation of the pipeline structure. 
Each of the three vertically-stacked blocks represents a 

snapshot of a five-stage pipeline shifted by one computation 
time interval.  Data flows through the pipeline, left to right, 
so that each stage of the pipeline holds data from a 
preceding computation cycle.  To realize the data 
dependencies of (1), delay registers hold previously 
calculated values within the pipeline.  In this manner, a 
given stage of the circuit can process data generated by the 
same stage during a previous computation cycle.  For the 
filter steps in (1), this requires two hold stages, between 
steps two and three, and steps four and five. Thus, to follow 
the data from a given time sample through each of the five 
filter steps, it is necessary to view three sequential pipeline 
snapshots. Fig. 3 shows the data pair (g0[i],f0[i]) loaded at 
T=0 in the bottom snapshot being processed through the 
pipeline with outputs available at T=7 in the top snapshot.  
The computation latency is seven, due to the five pipeline 
stages and two hold stages.  Because each computation cycle 
operates on a pair of data samples, the temporal latency for 
detail and approximation results is 14 samples.  Also, 
because of data dependencies, the first two outputs of the 
system are discarded when the first new sample is received. 

B. Sequential Configuration 
 Based on simulation results, the CC module can operate 
at up to 150MHz in a worst-case 0.5µm technology.  
Because the speed of the CC module is much greater than 

Fig. 2. Five-stage pipeline using the three-term computational core (CC), pipeline registers (P), delay registers (D), and a bank of 
coefficient memory. 

Fig. 3. Hardware and time dependencies of data flow in a five-stage 
pipeline implementing an integer lifting wavelet transform.  Data 
dependencies into the bottom snapshot and out of the top snapshot 

have been omitted for clarity. 

Fig. 1. Customized computational core for integer lifting wavelet 
transform using binary scaled filter coefficients 



the data sampling frequency required for neural signals 
(nominally 25kHz), an alternative configuration that 
sequentially processes data through a single CC module has 
been considered.  Fig. 4 illustrates this configuration, which 
uses a state machine controller and a data memory block to 
sequentially perform the lifting-based IWT.  Throughput 
equal to that of the pipeline configuration can be achieved 
by clocking the CC module and associated memory at five 
times the pipeline clock rate.  Compared to the pipeline, for 
a single channel, single level implementation, the sequential 
configuration requires much less hardware, minimizing chip 
area, but requires approximately the same power due to the 
increased clock rate.  A detailed comparison is provided in 
the next section. 

Fig. 4. Hardware to sequentially process filter steps using a single 
computational core. 

C. Multi-level and Multi-channel Considerations 
 For high-density microelectrode array applications, it is 
desirable to use hardware that can perform multilevel 
discrete wavelet transform on multiple data channels 
simultaneously.  Adaptations of both the pipeline and 
sequential configurations have been developed for an 
arbitrary number of channels and levels.  Due to the 
available bandwidth of the CC module and the critical 
constraints on power and chip area, it was determined that 
multi-channel/level designs for both configurations should 
rely on sequential processing and higher clock rates rather 
than adding computational hardware to complete the task.  
Scaling for multiple channels requires a direct scaling of the 
clock rate and the addition of some data memory for each 
channel, to store channel-specific results while the 
computation node processes samples from other channels.   

 To scale for multi-level computations, we note that 
each level of decomposition introduces only half the 
number of computations as the previous level. More 
explicitly, the number of results, R, per number of samples, 
n, for an arbitrary level j can be expressed as  
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Because R is always less than 2n, it is thus possible to use 
an interleaving technique [3-4] that allows an arbitrary 
number of levels to be processed while only doubling the 
clocking frequency.  This technique is illustrated in Fig. 5, 
which shows level 1 computations being preformed at each 
even clock cycle with the odd clock cycles reserved for 
higher level computations. 

Fig. 5.  Execution schedule for interleaving computations in multilevel 
lifting DWT (adapted from [4]). E denotes an exectution of the CC, I 

denotes a sample period when the CC is idle. 

IV. ANALYSIS AND RESULTS

A. Single Channel, Single Level Comparison 
 The CC module was custom designed at the transistor 
level to optimize for power and area.  Computation nodes, in 
both pipeline and sequential configurations, for single 
channel, single level IWT were implemented in Verilog 
using a combination of custom and commercial cell 
libraries.  Table I summarizes the simulated results of the 
two configurations at two technology nodes and shows that 
the sequential design consumes only 21% more power than 
the pipeline yet requires less than 37% of the chip area.  
Moreover, the results show that it is feasible to implement 
integer wavelet transform within area and power constraints 
imposed by implantable applications. 
Table I. Characteristics of single-level, single-channel IWT hardware for 

pipeline and sequential configurations at two technology nodes. 
0.5µm

technology 
0.13µm

technology 
 # 

transistors 
area

[mm2]
power 
[µW] 

area
[mm2]

power 
[µW] 

pipeline 19,260 1.926 6.306 0.231 0.252 
sequential 6,968 0.697 8.022 0.084 0.321 

B. Multi-level and Multi-channel Models 
 Based on the single channel, single level 
implementations, a detailed study was performed to 
determine the hardware requirements for expanding the 
circuits to an arbitrary number of channels and levels.  The 
models developed to describe the area, A, and power 
consumption, P, of the multi-channel/level implementations 
are given by: 
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where At is the empirically derived average area per 
transistor that varies with technology; Noi is the number of 
transistors in the ith block that do not change with level and 
channel; Nci and Nli are the number of transistors that scale 
with channel and level, respectively; C is the number of 
channels; L is the number decomposition levels; Cfi and Lfi
are the clocking frequency scaling factors for channel and 
level, respectively; and Lui is a level usage factor, which is 
related to the general level usage factor U(L) given by 
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 Table II lists a simplified set of the coefficients used to 
model both configurations.  Data generated by these 
models, including plots of the area-power product versus 
channel and level shown in Fig. 4, illustrate several 
interesting properties of these two architectures.  Chiefly, 
we have shown that the power consumption of the pipeline 
architecture increases more quickly than the sequential 
design, and for more than two channels the sequential 
design would be preferable because it saves both power and 
area.  Although the pipeline is very efficient for single 
channel operation and would provide the highest 
throughput in speed critical applications, the need to swap 
out all pipeline registers each cycle in multi-channel/level 
implementations negates the primary advantage of this 
approach. 
Table II. Coefficients to calculate area and power as a function of channels 

and levels in both pipeline and sequential circuit configurations. 
 No Nc Nl Cf Lf Lu s 

Pipeline 
controller 150 50 100 C 2 1 0.5 

computation 
block 

19.26k 0 0 C 2 U(L) 0.5 

coefficient 
memory 

576 0 0 1 1 1 0 

data memory 0 2040 2040 2 2 2U(L) 0.5 
Sequential 
controller 300 25 50 C 2 1 2* 

computation 
block 

5.2k 0 0 C 2 U(L) 2** 

coefficient 
memory 

576 0 0 1 1 1 0 

data memory 600 840 840 1 2 U(L) 0.5 
* accounts for some control logic at with s=0.5 and some at s=2.5 
** accounts for one multiplier being turned off in 2/5ths of the filter steps 

V. CONCLUSIONS

 VLSI architectures to compute a 1-dimensional 
discrete wavelet transform for real-time data streaming in 
neuroprosthetic applications have been developed.  The 
implementations are based on the lifting-scheme for 
wavelet computation and integer fixed-point precision 
arithmetic, which minimize computational load and 
memory requirements with negligible degradation in the 
signal spectrum.  A computational core has been custom 
designed for the quantized integer lifting DWT.  Two 
power and size efficient hardware configurations for 
computing the single-level, single-channel wavelet 
transform have been described and analyzed.  The memory 
management efficiency of the pipeline design results in 
slightly less power dissipation, while the sequential 
execution design requires significantly less chip area.  
Design considerations for extending these architectures to 
multichannel and multilevel processing have been 
discussed.  Detailed models for circuit area and power 

consumption have been described and used to compare the 
performance of the two design alternatives for an arbitrary 
number of levels and channels.  The results predict that the 
sequential configuration is more efficient than the pipeline 
approach in terms of both power and chip area for two or 
more channels.  Furthermore, results indicate that 
simultaneous multilevel processing of several channels is 
feasible using the sequential architecture within the 
constraints imposed by implantability requirements.  This 
work demonstrates that on-chip real-time computation is 
practical prior to data transmission, permitting large savings 
in bandwidth requirements and communication costs. 

Fig. 6. Plots of the modeled area-power product verses (left) level and 
(right) channel for two different circuit architectures. 
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